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Abstract 

In pursuit of a more systematic and comprehensive framework for personality assessment, we introduce 

procedures for assessing personality traits at the lowest level: nuances. We argue that constructing a 

personality taxonomy from the bottom up addresses some of the limitations of extant top-down 

assessment frameworks (e.g., the Big Five), including the opportunity to resolve confusion about the 

breadth and scope of traits at different levels of organization, evaluate unique and reliable trait variance at 

the item level, and clarify jingle/jangle issues in personality assessment. With a focus on applications in 

survey methodology and transparent documentation, our procedures contain six steps: (1) identification of 

a highly inclusive pool of candidate items, (2) programmatic evaluation and documentation of item 

characteristics, (3) test-retest analyses of items with adequate qualitative and quantitative properties, (4) 

analysis of cross-ratings from multiple raters for items with adequate retest reliability, (5) aggregation of 

ratings across diverse samples to evaluate generalizability across populations, (6) evaluations of 

predictive utility in various contexts. We hope these recommendations are the first step in a collaborative 

effort to identify a comprehensive pool of personality nuances at the lowest level, enabling subsequent 

construction of a robust hierarchy -- from the bottom up. 

 

Keywords: personality assessment, taxonomy, nuances, hierarchy, survey methodology  
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Bottom-Up Construction of a Personality Taxonomy 

 

Introduction 

In this article, we discuss procedures for assessing a comprehensive set of specific personality traits that 

can be interpreted on their own, aggregated into broader constructs, or both. A detailed rationale for such 

an approach to personality assessment is outlined in a companion piece (Mõttus, Wood, Condon et al., in 

press), published in the joint special issue, New Approaches for Conceptualizing and Assessing 

Personality, of the European Journal of Personality and the European Journal of Psychological 

Assessment. In short, a bottom-up approach based on ‘lower-level’ traits would provide a more systematic 

and comprehensive framework for personality assessment than currently exists while acknowledging the 

hierarchical organization of traits: personality variance can be studied at multiple levels of abstraction, 

only one of which is occupied by the commonly measured “Big Few” traits (e.g., the Big Five or 

HEXACO domains). To achieve this, the approach should focus on the properties of individual items as 

markers of specific personality traits, rather than on the properties of multi-item scales, as has been 

customary in personality assessment. Assessing personality as a hierarchical phenomenon facilitates 

achieving each of the major goals of personality research: description, prediction, and explanation 

(Mõttus, Wood, Condon et al., in press). For example, outcomes can be described by, explained in 

relation to, and predicted from a few broad traits, whereas for more precise descriptions, predictions, and 

explanations, numerous narrower traits can be used.  

 

Defining traits and their scope 

Defining traits has been an ongoing challenge in personality science for at least several decades (consider, 

for examples, Allport [1966], Funder [1991], and Tellegen [1991]). Here, we define traits as dimensions 

of any kind of relatively stable psychological (affective, cognitive, motivational and behavioral) 

differences among people, independent of their content, breadth, or expected importance (Baumert et al., 

2017; Wood, Gardner, & Harms, 2015). This definition allows, in addition to standard approaches, for 

inclusion of many relatively stable human attributes typically omitted from omnibus personality measures 

such as individual differences in cognitive abilities, information processing, worldviews, values, goals, 

strivings, attachment styles, hobbies, habits, behavioral tics, and more. As with existing personality 

assessment frameworks, it excludes individual differences that are not psychological and/or stable. In 

practice, of course, researchers may focus their attention on more narrowly defined groups of traits; here, 

we do not want to impose our criteria for what is and is not in the domain of personality, but simply to 

emphasize that it can be defined far more broadly than the scope of most current assessment tools 

(Bouchard, 2016). 

Hierarchical framing 

Given the number of widely-used hierarchical frameworks for personality assessment, many researchers 

may take it for granted that traits are hierarchically organized. In practice, the delineation of trait 

hierarchies has largely been a by-product of the development and refinement of personality assessment 
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tools that were targeted at different levels of granularity -- that is, the hierarchical representation of traits 

has mostly been an assessment issue. The procedures proposed herein are fundamentally rooted in the 

notion that personality traits themselves can be organized hierarchically, so that the trait hierarchy has 

both theoretical and methodological relevance (e.g., DeYoung, 2015; McCrae & Sutin, 2018; Mõttus, 

Wood, Condon et al., in press). Most existing research, however, has only concentrated on the higher 

levels of the personality hierarchy, most notably the Big Few. In contrast, our bottom-up approach calls 

for an explicit focus on lower levels as both the building blocks of higher levels and unique sources of 

descriptive, predictive, and explanatory information (Mõttus, Wood, Condon et al., in press). 

  

In taxonomic terminology, two or more objects are said to share the same “level” when they have 

approximately the same rank or importance (Dawkins, 1976). Generally, personality traits are tacitly 

ranked based on their breadth, and this has been rarely articulated (for exceptions, see Hogan & Roberts 

[1996], Ones & Viswesvaran [1996], and Kretzschmar et al. [2018]). This means that traits at the higher 

levels of the hierarchy are typically broad and subsume multiple lower-level traits. In psychometrics, the 

breadth of measured trait constructs is often discussed in terms of dimensionality, providing an 

operational basis for differentiating the hierarchical levels. In theory, the narrow traits at the lowest levels 

of the hierarchy should be unidimensional and therefore refer to singular characteristics. Traits at the 

highest levels should not be unidimensional (Ziegler & Bäckström, 2016). In practice, the assessment 

tools designed to capture different levels of the trait hierarchy mix broader and narrower traits within 

levels rather than clearly separating them based on breadth (Hogan & Roberts, 1996); at the highest 

levels, unidimensionality is uncommon (Hopwood & Donnellan, 2010).  

 

We refer to the highest personality hierarchy level as the Big Few, which include the Big Five (Goldberg, 

1990), the Five-Factor Model (McCrae & John, 1992), and the HEXACO domains (Ashton & Lee, 2020). 

Higher levels have been proposed (Digman, 1997; DeYoung, 2006; Eysenck, 1994), though these are 

more often referred to in theoretical discourse than for assessment. As shown in Figure 1, existing 

hierarchies proceed down from the Domains to the Aspects and then the Facets. Criteria for defining each 

of these levels have not (yet) been specified, particularly below the level of Domains, and there is little 

research on the extents to which the traits currently delineated for each of the levels a) exhaust the traits 

that are potentially identifiable for that level and b) overlap among themselves (Schwaba et al., 2020). 
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Figure 1: The combination of content included in four hierarchical personality frameworks. These are the Five-Factor Model 

(with five domains and 30 facets; Costa & McCrae, 1995), the HEXACO (6 domains and 24 facets; Ashton, Lee, et al., 2004), 

the Big Five Aspect Scales (10 aspects; DeYoung, Quilty & Peterson, 2007), and the BFI-2 (15 facets; Soto & John, 2017). 

Duplicated label names among the Facets have been omitted. 

 

 

Figure 1 illustrates three important points that relate to the case for hierarchy development from the 

bottom up. First, the specification of content across and within levels is plagued by the jingle/jangle 

fallacies, with different trait labels often referring to overlapping content and the same labels referring to 

different content (Block, 1995; Larsen & Bong, 2016). The most obvious jingle examples stem from the 

use of identical terms across levels: several constructs are both Aspects and Facets (Assertiveness, Order, 

Volatility, Compassion), and one is both a Domain and an Aspect (Openness). Examples of jangle include 

various labels used for essentially the same facets (e.g., Liveliness, Energy-Level and Activity Level). 

Development of a new hierarchy from the bottom up would expose existing cases of jingle and jangle, 

and provide a way of addressing them: traits with different lower-level constituent parts would be given 

different labels, whereas if a newly proposed trait has the same constituents as an existing one, it need not 

be advanced at all. Evaluations of the extent to which two traits have overlapping vs. distinct content 

could then be empirical rather than based on researchers' intuitions (Schwaba et al., 2020; Siegling, 

Petrides, & Martskvishvili, 2015). 

 

Second, it is unclear whether the scope of traits at a given level is sufficiently exhaustive of the level (e.g., 

whether the 30 facets of the NEO Personality Inventory comprehensively sample all relevant facet-level 

traits). Several researchers have suggested that many traits lie outside the Big Few hierarchies (Paunonen, 

2000; DeVries et al., 2009); these claims presumably include content at the Domain level as well as 

below it. This exposes a problem, however, as most of the proposed hierarchies nest lower-level traits 

strictly within their Big Few domains by simply decomposing the content at the Domain level (Condon, 

2018). Critics have pointed out that this top-down approach precludes the prospect of subsequent 

expansion of the breadth of content, even at lower levels (Condon, 2018; Markon, 2009). This means that 

efforts to increase the breadth of personality models necessarily require de novo development from the 

bottom up.  
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The third and final point is based on the increasing evidence that the items underlying all of the 

hierarchical levels depicted in Figure 1 contain reliable and valid trait information beyond what they share 

with other items (Mõttus, Wood, Condon et al., in press). That is, many items represent unique 

personality traits that are narrower than facets, aspects, and domains; these narrow traits have been called 

nuances (McCrae, 2015; McCrae & Mõttus, 2019; Mõttus, Kandler et al., 2017).  

 

We formally define a nuance as the lowest level at which patterns of responses to items continue to have 

reliable specific variance. In many cases, this will effectively equate items with nuances, as most items 

have reliable specific variance (Mõttus, 2016; Mõttus et al., 2017). However, definitionally, the nuance 

level is broader than the level of items. There will be certain sets of items that contain no reliably distinct 

information from one another; these can be considered alternative indicators of the same nuance, and are 

likely to be understood by participants as being synonymous.1 If items are found to have reliable specific 

variance from others items in the set, then the item definitionally captures, or is a marker for, a distinct 

nuance. Nuances have formal trait properties such as stability over extended periods of time and 

detectability with different assessment methods like self- and informant-reports (Mõttus et al., 2014; 

Mõttus, Sinick et al., 2019), besides displaying unique heritability (Mõttus, Kandler et al., 2017; Mõttus, 

Sinick et al., 2019), predictive validity (Elleman et al., 2020; Mõttus, Bates et al., 2017; Revelle, Dworak, 

& Condon, 2020; Seeboth & Mõttus, 2018; Wessels, Zimmermann, & Leising, 2020) and associations 

with other demographic variables (Achaa-Amankwaa, Olaru, & Schroeders, 2020; Elleman et al., in 

press; Mõttus & Rozgonjuk, 2019). Thus, nuances comprise the lowest identifiable level of the 

personality trait hierarchy and are the constituents that make up all higher-order traits. 

Multiple ways of organizing traits 

It may be unreasonable to expect that any single representation could adequately convey the high-

dimensional complexity of personality (Yarkoni, 2010). Goldberg has argued "that trait descriptors are 

not neatly clustered in multivariate space" (p. 27, Goldberg, 1992) but are rather distributed like stars in 

the night sky, suggesting that the most basic units may not be optimally organized with neat and 

symmetric hierarchical nesting (Markon, 2009). Viable alternatives include other forms of hierarchy and 

non-hierarchical structures. Examples of non-nested hierarchies include those by Saucier and Iurino 

(2019) or Condon (2018), both of which contain independent levels of non-nested factors. Non-

hierarchical examples include clusters and lists (Loehlin & Goldberg, 2014), and network structures 

(Cramer et al., 2012).2 

 

However, nested hierarchies do have a particular strength: the redundancy reduction advantage (Dawkins, 

1976). Data reduction techniques such as factor, component, and cluster analyses have been embraced for 

decades because they enable the reduction of vast diversity in psychological individual differences down 

 
1 As an example, Wood, Lowman, et al. (unpublished) showed how item-level reliability adjustments can be used to 

indicate that self-ratings of the items afraid, scared, and frightened within the PANAS-X instrument (Watson & 

Clark, 1994) both had virtually no reliable specific variance and were rated by most participants in a separate rater 

sample as “having essentially the same meaning” on a semantic similarity scale. Thus, these may not represent 

meaningfully distinct nuances. 
2 Networks sometimes contain hierarchical relations in the sense that one or more objects may be subordinate to 

other objects (Dawkins, 1976), as with directed acyclic graphs (Rohrer, 2018) or explicitly hierarchical networks 

(Epskamp, Rhemtulla, & Borsboom, 2017). 
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to (more) manageable numbers. These same methods have been used iteratively to develop omnibus top-

down trait hierarchies (DeYoung, Quilty, & Peterson, 2007) as well as for evaluations of specific domains 

(e.g., Roberts et al., 2005; Olino et al., 2005; Crowe, Lynam, & Miller, 2018). These iterations begin with 

reduction to a small number of traits (e.g., the Big Few), followed by subsequent factoring of the 

constituent variables in each (e.g., to identify the aspects). An alternative procedure for atheoretically 

delineating the appropriate levels is Goldberg’s ‘bass-ackward’ approach (2006), in which a progressive 

number of non-nested factors are extracted and then evaluated for fit, coherence, and replicability. 

 

Our procedures for developing a bottom-up framework do not assume any specific organizational 

structure because there are many viable options; for example, a strictly nested hierarchical representation 

of traits may be implausible because of many-to-many links between traits at different hierarchical levels. 

Instead, our goal is to set forth a comprehensive set of the fundamental constituent traits that can be 

organized into various structures -- broader and narrower, nested and non-nested -- just as LEGOTM blocks 

can be organized into a wide range of structures. But, for this to be possible, we first need a diverse set of 

strong and functional ‘blocks’. 

A New Approach 
The best path forward, in our view, thus depends upon more detailed specification of the narrow trait 

space and subsequent construction from the bottom upwards. There is some precedent for this approach, 

such as the collaborative effort to classify dimensional features of psychopathology (“HiTOP”; Krueger et 

al., 2018) and efforts supported by the National Institutes of Health to create a bottom-up framework of 

patient-reported health outcome measures (“PROMIS”; Cella et al., 2019), but the circumstances in 

personality assessment are somewhat unique.3 The challenges include the need to cover content of a very 

broad scope while also specifying the lowest level features in unprecedented detail, and to gather multiple 

large and reasonably representative datasets in order to make defensibly generalizable claims. These 

challenges can be addressed, though they require some methodological assumptions, as discussed below. 

Methodological Considerations 

Survey methodology 

Of course, personality involves more than an individual’s survey response profile (Mõttus, Wood, 

Condon et al., in press) and there are many approaches in personality science that do not make use of 

surveys at all. We fully agree with calls to study personality and its processes with other methodologies 

such as direct behavioural observations (e.g., Furr, 2009; Back, 2020; Mõttus, Wood, Condon et al., in 

press; Rauthmann, 2020). That said, a large proportion of research in personality science, along with 

 
3 Many psychologists, including personality scientists working outside the domain of personality structure, are often 

surprised to discover that the Big Few were identified in the absence of strong consensus regarding their underlying 

content, or building blocks. Despite the hallowed tales of graduate students pouring over dictionaries to compile lists 

with person-descriptors, the truth is that the Big Few models -- which varied in the extent to which they were 

empirically informed -- all were heavily influenced by pragmatic theory-based decisions by a handful of domain 

experts. Examples include the clustering of traits into paragraph descriptions (Cattell, 1946), and decisions such as 

whether to include mood-related (e.g., angry) or highly evaluative terms (e.g., impressive; Goldberg, 1993). Saucier 

(1997) has shown that such decisions had non-trivial effects on the resulting structures. 
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many of the other psychology subdisciplines, is conducted through surveys, particularly self-reports but 

also informant-reports. Arguably, many of the best established personality science findings are based on 

surveys. Besides, best practices in survey methods are well-established and many in the field have 

developed expertise in the analysis of survey data. For these reasons, our suggested procedures for 

developing a bottom-up hierarchy begin with the assumption that data collection will be based on survey 

methodology.  

Trait descriptive adjectives and type nouns vs phrased items 

The history of personality trait hierarchies is closely tied to the lexical hypothesis (Goldberg, 1993; John 

& Srivastava, 1999), as several research programs connected the early psycho-lexical efforts of Allport 

and Odbert (1936) to the eventual production of Big Few models (Goldberg, 1992; Ashton et al., 2004). 

These models were identified based on the use of trait-descriptive checklists, where data were collected 

by instructing respondents to rate themselves and/or close others using terms found in the dictionary. The 

logic of using single-word trait-descriptors rests upon the essential idea that the finite-but-unstructured 

universe of these terms reflects the universe of important individual differences (Saucier & Goldberg, 

1996; Wood, 2015). In fact, they have been described as “a natural language taxonomy of personality 

terms” (p. 86, John, Goldberg, Angleitner, 1984), suggesting that the single-word descriptors constitute 

the lowest-order of the trait hierarchy.  

 

Starting with single-word descriptors is problematic for several reasons. The first of these stems from a 

lack of consistency with respect to the breadth of these terms, highlighted by single-word descriptors that 

also serve as labels for broad traits (e.g., agreeable, open). In fact, some of the most frequently used 

single-word descriptors in everyday language are often rated as being more abstract (Leising et al., 2014). 

 

Further, as Block (1995) has noted, the history of the trait hierarchy was not based, in practice, upon 

evaluations of the exhaustive sample of the full universe of trait-descriptors. The prospect of collecting 

data on all possible single-word trait-descriptors was (and continues to be) a formidable challenge.4 Block 

(1995) methodically questioned the “prestructuring” of personality variables at each major milestone in 

the evolution of the Big Five (Booth & Murray, 2018), and there is evidence that the output of factor 

analysis can be meaningfully altered by variable selection procedures (for discussion of the specific ways, 

see Saucier [1997]). The consequences of decisions made to winnow the pool of terms down to more 

manageable sets remain unclear. Certainly, they created an opportunity for second-guessing, and 

undermine claims that the trait-descriptor approach is truly comprehensive. 

 

An exclusive focus on single-word trait descriptors may also be problematic in that many single terms are 

not consistently understood and some traits are not well-captured by single terms. Many trait-descriptors 

are broadly unfamiliar or may be interpreted in different ways due to having multiple definitions, such 

that their meaning can only be understood consistently with longer phrases. Consider, for example, the 

trait-descriptive adjective “arbitrative” (Norman, 1963) vs. “Am often asked by friends and family to help 

resolve fights” (Goldberg et al., 2006). Similarly, some trait-descriptive terms may be difficult to rate in 

 
4 Early work (Allport & Odbert, 1936) suggested the existence of nearly 18,000 terms in English. More recent 

research suggests that an exhaustive list restricted to widely recognizable terms contains less than 3,000 terms, and 

perhaps as few as 1,500 (Norman, 1967; Ashton, Lee & Goldberg, 2004). 
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the absence of situational information. Compare, for example, the trait-descriptive adjective “fearful” 

against the many items in the International Personality Item Pool using the words “fearful” or “afraid.” 

The items are more contextualized, as some relate to fears about specific stimuli, the absence of fear 

(especially when typical), and even the enjoyment of fearful situations (i.e., risk-seeking behaviors). 

Many individuals are likely to endorse different levels of fear across situations, and the phrased item 

circumvents this concern. Of course, phrased items are also subject to varying interpretations, and this is a 

point of concern addressed among the procedures described below. 

 

In any case, more research is needed regarding the comparative advantages of single-word trait 

descriptors vs. phrased items, regarding their relative breadths, subjective clarity to raters, reliability and 

incremental predictive value. Meanwhile, restricting taxonomic research to single-word descriptors is 

almost certainly unwarranted. 

Procedures 

Our overarching goal for what follows is to detail a set of procedures for developing a more 

comprehensive bottom-up set of items to ultimately represent the domain of personality at all levels of the 

trait hierarchy. As we have noted, the creation of any personality ‘structure’ requires theoretical and 

practical consideration of what content should be included and prioritized. Consequently, we try to make 

some of our assumptions clear here. Specifically, items should be preferred for inclusion in the set when 

they have reference to clear psychological attributes that respondents can understand, high reliability, 

high agreement between self-reports and reports by knowledgeable informants (unless there are 

articulated reasons for why different rating sources should not converge for particular items), and they 

increase the total information within the set (i.e., are not redundant with other items; have meaningful 

reliable item-specific variance). That is, the focus is on the properties of items as markers of the lowest 

measurable level of the personality trait hierarchy, nuances, rather than on the properties of multi-item 

scales, as has been customary in personality psychology. 

 

The procedures listed below are ordered but we intend them to be carried out iteratively and/or 

simultaneously as assessment content should be expanded and reduced on an ongoing basis and as more 

empirical data become available. 

Step 1. Identify a comprehensive sample of stimuli 

The initial goal of the approach that we propose here is to identify an overly broad pool of items from 

which to build. Many personality psychologists will consider the International Personality Item Pool 

(Goldberg, 1999) as an ideal starting point. We agree, though it is also important to set forth a number of 

qualifications for the sake of subsequent iterations, as is done below with respect to comprehensiveness 

and domain breadth. 

Comprehensive -- not exhaustive 

It seems unlikely that there can ever be a finite and ultimate model of personality nuances, as there are (at 

least) thousands of them. The impossibility of ever fully delineating the domain of nuances becomes even 

clearer if we allow the list to include aspects such as capacities, preferences, and behavioral tendencies 
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associated with emerging technologies (e.g., digital traces) and “sub-genre” niches of behavior 

(Fitzpatrick, 2014). But, we take a pragmatic approach. 

 

The goal is not to identify a fully exhaustive set of items, but rather to gather a pool of them that can be 

defended as providing a sufficiently comprehensive sample of the item universe. This is feasible as long as 

researchers recognize that the pool will evolve over time, with new content being added as gaps are 

identified. The challenge lies in identifying these gaps, for it requires the addition of content not 

previously considered with a top-down focus that starts with the Big Few. One method, addressed in 

subsequent steps, calls for the addition of non-redundant items on the basis of empirical evidence, even 

though this is resource-intensive and time consuming. 

 

A useful alternative to the empirical approach involves the solicitation of input from subject matter 

experts using procedures similar to those used previously for projects in personality assessment (Block, 

1961) and adjacent fields (Krueger et al., 2018; Cella et al., 2019). Block’s (1961) method, for example, 

was an iterative process involving discussions with a research team to propose content that was 

insufficiently reflected within each iteration of the instrument. This process can introduce bias to the 

content -- for instance, some have noted that the Block’s (1961) California Adult Q-Set measure may 

overemphasize psychoanalytic content given his particular interests (Saucier, 2020) -- but the harm of 

idiosyncratic biases can be limited if expert input is used to expand rather than constrain the item pool. 

The involvement of experts from disparate fields may also prove beneficial, including those from fields 

outside personality with the potential to offer unique perspectives (e.g., social workers, religious leaders, 

management experts). 

 

We recommend that both expert input and empirical evaluations are used for bottom-up development. 

Beginning with the existing IPIP, for example, expert input should be solicited in a coordinated way to 

consider whether the most prominent topics in psychological individual differences research are covered. 

Where warranted, new content should be added, either from existing scales and item pools or through the 

creation of new content. Over time, the benefits of additional expert input and empirical evaluation will 

decrease as the evidence for comprehensiveness increases, but it is important to keep the item pool open 

to revision. All too frequently, researchers regard assessment content as static or immutable, even when 

they have reason to suspect that traits which probably relate to the phenomena of interest are not indicated 

by items within the pool. We suggest that in such cases, there is little reason not to expand the item pool 

with items that indicate these traits as directly as possible, at least when practically feasible (it may not be 

in applied assessment contexts). More generally, a benefit to the bottom-up approach is the opportunity 

for ongoing revision and content expansion. 

Inclusion of multiple types of personality content 

The dimensions assessed with Big Few measures are historically rooted in psycho-lexical research. 

However, the extent to which variance in psychological and behavioral tendencies is captured by this 

content remains unclear, and several other lines of research offer promising opportunities for potential 

expansion. A broad survey of these lines of research would include interests, abilities, motives and goals, 

strengths, values, strivings, preferences, attitudes, attachment styles, and possibly even more idiosyncratic 

content such as aspects of identity (Bouchard, 2016). 
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Most of this is already well-captured by existing survey content, and much of this has already been 

aggregated -- alongside the IPIP and its supplements (Goldberg & Saucier, 2016) -- from disparate 

sources into a pool of more than 15,000 items in the Database of Individual Differences Survey Tools 

(Condon, 2019). Aggregation is only the first step, however, for the disparate nature of the content types 

complicates the matter of its organization. Cognitive abilities, for example, are typically assessed with 

performance items rather than endorsement-type survey items. Interests items, by contrast, are often 

framed in terms of behavioral frequency. Given these distinctions, a key step will be addressing the 

method effects introduced by assessing different types of content using different response scales. 

Step 2. Programmatic evaluation and documentation of item characteristics 

Personality test constructors have not historically pursued thorough qualitative analyses of items, but we 

argue that this should play an important role along with quantitative evaluations of item properties. At the 

most basic level, this work invokes data collection strategies aimed at evaluating the face validity of 

individual items; these strategies include cognitive interviewing, focus groups, and/or the use of surveys 

with open-ended response formats to capture respondents’ perceptions about the items (Ziegler et al., 

2015). These procedures may also identify items that seem virtually redundant in meaning. The 

researcher’s initial impressions can be made more systematic through collecting small numbers of 

semantic similarity ratings on the items to see if raters are able to perceive some meaningful distinctions 

between the most redundant-looking items - essentially, judging whether some participants could 

meaningfully endorse one but not the other or vice-versa (e.g., Tracy & Robins, 2007; Block, Weiss, & 

Thorne, 1979). Items that are judged to be highly redundant to others in the set should be revised or the 

least straightforward one dropped. See MacCann et al. (2009) for examples of such qualitative 

evaluations. 

 

Quantitative procedures can also be used to evaluate item qualities. For example, surveys can be used to 

rate items along psychometrically relevant dimensions, such as social desirability and familiarity of the 

phenomenon being assessed, translation readiness (i.e., extent to which the content is free of idioms, or 

retains its meaning when translated and back-translated; e.g., Wood et al., 2018; Greiff & Iliescu, 2017), 

required literacy/reading levels, clarity, brevity, and readiness for usage in both self- and informant-report 

formats (Funder & Dobroth, 1987; Hampson et al., 1987; Leising et al., 2014; Chandler, 2018; Dumas et 

al., 2002). Generally, properties such as these only need to be rated by a fairly small number of raters to 

obtain sufficiently reliable estimates. For instance, Wood (2015) reported that the average inter-rater 

correlation for trait properties, such as breadth or observability was about .20, meaning that only about 16 

raters should be necessary to achieve a sufficiently high average-rater reliability (e.g., intra-class 

correlation of about .80).5 Following these procedures, items deemed inadequate should be set aside, and 

a public-record of the data collected about these deprecated items should be retained for future reference 

in case someone later wants to reinstate it. In addition to use for refining the item pool, these types of 

ratings can address other substantive research questions (Funder & Dobroth, 1987; Block, 1961) such as 

cultural differences in what people tend to notice about others, and individuals’ levels of and interest in 

 
5 Estimated by treating raters as items i in the Spearman-Brown formula:  

(Ni x rXiXi')/(1 + (Ni - 1) x rXiXi') = rXX'  
where rXX' indicates the expected alternative form correlation of the mean rating X with the mean X’ formed from a 

new group of raters of equal size sampled in the same manner. 
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developing understanding of how one tends to be seen by others (Henry & Mõttus, 2020; Wood & 

Wortman, 2012). 

 

It is also important to consider meta-attributes of the assessment content. A crucial concern is public-

domain status. Though many items, including those in the IPIP, are clearly available in the public domain, 

many existing items have unclear licensing status. For items that are part of proprietary measures with 

well-documented validity, requests for releases of licensing can be pursued or new/revised items can be 

written, though the latter option introduces the need for additional validation. While the development of 

new items is often complicated by the need to respect intellectual property, it can be a beneficial 

opportunity to improve qualitative item characteristics and/or harmonize the framing of item content. In 

some cases, this could mean redefining existing constructs completely. There is considerable precedence 

for such efforts with the International Personality Item Pool (Goldberg, 1999; Goldberg et al., 2006). 

 

Step 3. Conduct retest analyses of items with adequate qualitative and quantitative properties 

Test-retest correlations over short spans are particularly good indicators of item quality: for an item to 

provide reliable and useful information, raters first have to answer it consistently in the short-run -- that 

is, they have to be able to agree with themselves on the content of the item. The retest interval can be a 

couple of months (Watson, 2004), a couple of weeks (Mõttus, Sinick et al., 2019; Soto & John, 2017), a 

couple of days (Wood et al., 2010), or even a couple of minutes (Lowman et al., 2018; Wood et al., 2018). 

What makes these estimates so valuable is that they are particularly good predictors of many standard 

indicators of item validity simultaneously, such as self-other agreement correlations and stability 

correlations over longer time periods (McCrae, Kurtz, Yamagata, Terracciano, 2011; Henry & Mõttus, 

2020), while also being estimable for single items. Item-level retest correlations are also higher than many 

personality researchers expect. For instance, Wood, Harms, and colleagues (unpublished) found the 

average BFI-2 item had retest correlations of .58 over a two-month interval, and higher values over 

shorter intervals.  

 

We suggest that items with retest correlations below r = .50 over a two-week interval may be considered 

for immediate exclusion, while those with retest correlation below r = .60 should only be kept cautiously. 

Low levels of short-term retest correlations will often indicate items that are hard for participants to 

interpret or relate to; for instance the BFI-2 item “feels little sympathy for others” showed retest 

correlations below .40 across two months and even 15-minute retest intervals (Wood, Harms, et al., 

unpublished), suggesting that participants find this item hard to interpret, and/or judge its applicability to 

them. In a carefully selected item pool, average two-week retest reliability could realistically be 

approximately r = .70 (Mõttus, Wood, Condon et al., 2020).  

 

Step 4. Collect cross-ratings of items with adequate retest reliability from multiple raters 

For a characteristic to capture a valid and useful piece of information, it is also highly desirable that 

multiple ways of measuring it yield convergent information. As a result, we argue that cross-rater 

agreement is one of the most straightforward indicators of the degrees to which items represent valid and 

method-independent information as opposed to reflecting unique method-specific influences (McCrae & 

Mõttus, 2019). Of course, information only known privately to the person providing self-reports can be 

uniquely valuable for some subsets of traits, as can be information only externally visible to informants 

(Vazire, 2010). But, high agreement across these sources is suggestive of particularly valid and therefore 
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useful information (Mõttus, Wood, Condon et al., in press; Kendrick & Funder, 1988). It is unlikely that 

any other validity criteria is as universally applicable across items. This hypothesis is consistent with the 

finding that items with the highest retest reliability also tend to have the highest cross-rater agreement, on 

average (e.g., McCrae et al., 2011). As a result, items with relatively high correlations across multiple 

ratings should generally be preferred to those with lower cross-rater correlations, at least for some 

purposes. 

Step 5. Aggregate ratings of retained items across diverse participant samples to evaluate their utility 

across populations 

The collection of self-report data is a routine part of most personality research protocols, particularly with 

cross-sectional data. This step is focused on the aggregation of data sets with at least overlapping item 

pools (it is not required that all items overlap; Mõttus, Wood, Condon et al., 2020). While the inclusion of 

many different data sets will increase the diversity of participant samples, the inclusion of samples with 

very large item pools is useful for building up the number of pairwise comparisons that can be made 

across the comprehensive set of items used. The Eugene-Springfield Community Sample, for example, 

provides a strong basis for evaluating the associations among many items, though this can be improved 

with the addition of more diverse samples and an even broader range of items. If a portion of item content 

overlaps across samples, it is even possible to estimate associations for items that were not administered 

to both samples using, for example, factor extension (Dwyer, 1937; Horn, 1973) and multiple imputation 

procedures (Azur et al., 2011).  

 

With a sufficiently large number of data sets, it will also become possible to consider the effect of 

situational or grouping variables on the associations between items, as first suggested with Brunswik’s 

(1955) representative designs. For example, it would be possible to evaluate the extent to which item 

associations are robust to differences among cohorts, life stages, cultures, or geographic regions (Elleman 

et al., in press; Mõttus, Wood, Condon et al., 2020). Eventually, it may also become feasible to consider 

effects like those described in the “occasions” dimension of Cattell’s data box (1966). These analyses 

would extend beyond the retest effects discussed in Step 3 to include evaluations of item stability over 

time (Revelle & Condon, 2019), as may be affected by factors such as aging, interventions, or disease 

courses. 

Step 6. Evaluations of predictive utility 

Following or during the aggregation of informant- and self-report data, it will also be important to 

consider the extents to which items differentially predict outcomes of interest; it is particularly important 

that the accuracies of these predictions be estimated in (sub)samples other than those in which the models 

were initially created (Mõttus, Wood, Condon et al., in press; Yarkoni & Westfall, 2017). The outcomes 

to be predicted may include cross-sectional associations and/or predictions over time. Important outcomes 

could include a wide range of criteria such as how much people are liked by others, their socioeconomic 

success, their health, how their romantic relationships are going (or if they even have them), their overall 

life satisfaction, how well they are doing at their jobs, and so on (Saucier, in press; Seeboth & Mõttus, 

2018; Wessels et al., 2020). Items’ associations with demographic variables such as age (Mõttus & 

Rozgonjuk, 2019), gender (Mõttus, Sinick et al., 2019) or geographic residency (Achaa-Amankwaa, 

Olaru, & Schroeders, 2020) are also useful for establishing the degrees to which they capture unique 
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information with potential descriptive, predictive, or explanatory value. The identification of overlap 

between predicted outcomes and item content will be needed to guard against circular causal reasoning 

(Vainik et al., 2015). Similarly, we may determine that certain items have reliable unique variance but 

virtually never correlate with important outcomes. When assessment time is limited, such items may be 

removed from the item pool to be rated by participants.  

Conclusion 

In this work, we have introduced a rationale and procedures for developing building blocks for a 

personality taxonomy that is unlike the many top-down frameworks currently used in personality 

research, but instead proposes a bottom-up approach, with the aim of more comprehensively canvassing 

the domain of personality traits. These recommendations are only the beginning of a long development 

process, for this taxonomy will likely require collaboration across many research groups over several 

years. Along the way, the procedures proposed here will benefit from the input of other research teams 

and they will inevitably evolve as they are carried out. We believe and have argued that the benefits of 

this endeavor, and the specific procedures we have suggested for carrying it out, are likely to be 

substantial for the descriptive, predictive, and explanatory approaches to personality research outlined by 

Mõttus, Wood, Condon et al. (in press). 

 

A key limitation of the proposed procedures is the focus on survey methods, to the exclusion of other 

assessment methods in personality research. Several researchers have raised concerns that personality 

psychology (and psychology more broadly) has become overly reliant on the use of surveys and have 

begun calling for greater use of observational techniques (Baumeister, Vohs, & Funder, 2007; Back, 

2020) and other methods. We acknowledge that there are good reasons to prospectively move away from 

the over-use of surveys in personality science, and suggest that new technologies may serve to accelerate 

such efforts. For example, rapidly-evolving advances in natural language processing are enabling the 

extraction of clues about personality from virtually all types of text (Kjell, 2019), and access to digital 

footprint data makes it increasingly possible to observe behavioral expression virtually (Rauthmann, 

2020).  

 

The use of such research methodologies poses exciting opportunities to extend our knowledge of 

personality in the near future. If, in time, the proportion of data collected by personality psychologists 

swings dramatically towards the use of some other method -- say, natural language processing -- the 

procedures proposed here can be adapted for dealing with information signals of other varieties. This may 

prove important given that much of the objective behavioral data (e.g., digital traces) does not have 

inherent psychological meaning by itself; the data typically acquire meaning through validation against 

survey-based self- and informant-reports (Mõttus, Wood, Condon et al., in press). We leave the treatment 

of other signal types for future research given that the popularity of surveys is currently well-entrenched. 

 

In closing, it is worth acknowledging that the pursuit of procedures like those proposed here poses an 

unprecedented opportunity for collective action within the field. Though wide collaborative efforts often 

require considerable organizational effort and expense, they also can provide unique benefits in hastening 

the pace of research and enhancing our understanding. 
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