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The covariate-adjusted ROC curve:
the concept and its importance,
review of inferential methods, and
a new Bayesian estimator
Vanda Inácio and María Xosé Rodríguez-Álvarez

Abstract. Accurate diagnosis of disease is of fundamental importance in clin-
ical practice and medical research. Before a medical diagnostic test is rou-
tinely used in practice, its ability to distinguish between diseased and nondis-
eased states must be rigorously assessed. The receiver operating characteris-
tic (ROC) curve is the most popular used tool for evaluating the diagnostic
accuracy of continuous-outcome tests. It has been acknowledged that several
factors (e.g., subject-specific characteristics such as age and/or gender) can
affect the test outcomes and accuracy beyond disease status. Recently, the
covariate-adjusted ROC curve has been proposed and successfully applied as
a global summary measure of diagnostic accuracy that takes covariate infor-
mation into account. The aim of this paper is three-fold. First, we motivate the
importance of including covariate-information, whenever available, in ROC
analysis and, in particular, how the covariate-adjusted ROC curve is an im-
portant tool in this context. Second, we review and provide insight on the
existing approaches for estimating the covariate-adjusted ROC curve. Third,
we develop a highly flexible Bayesian method, based on the combination
of a Dirichlet process mixture of additive normal models and the Bayesian
bootstrap, for conducting inference about the covariate-adjusted ROC curve.
A simulation study is conducted to assess the performance of the different
methods and it also demonstrates the ability of our proposed Bayesian model
to successfully recover the true covariate-adjusted ROC curve and to produce
valid inferences in a variety of complex scenarios. The methods are applied
to an endocrine study where the goal is to assess the accuracy of the body
mass index, adjusted for age and gender, for detecting clusters of cardiovas-
cular disease risk factors.
Key words and phrases: Classification accuracy, covariate-adjustment, deci-
sion threshold, diagnostic test, Dirichlet process (mixture) model, receiver
operating characteristic curve.

1. INTRODUCTION

Evaluating the performance of medical tests for screening and diagnosing disease is of
great importance in clinical practice and medical research. Throughout this article we use
the terms ‘medical test’ and ‘diagnostic test’ to broadly include any continuous classifier
(e.g., a single biological marker or a composite univariate score obtained from a combination
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of multiple biomarkers and/or risk factors) for a well-defined condition (termed ‘disease’,
with ‘nondiseased’ used to indicate the absence of the condition). An important step prior
to approving the use of a diagnostic test in clinical practice is to rigorously vet the test’s
ability to distinguish diseased from nondiseased individuals (also referred in the literature
as diagnostic or classification accuracy). In other words, compared to the truth, i.e., to the
diagnosis/classification obtained by a gold standard test, which we assume throughout to
be available, interest lies in quantifying the misclassification errors made by the test under
investigation and in deciding whether yet with such errors, the test might be suitable for
routine use.

In the case of tests that yield binary outcomes (usually denoted as positive or negative
for the condition of interest as, for instance, in home pregnancy tests) diagnostic accuracy is
often summarised by the true positive fraction (or sensitivity) and the true negative fraction
(or specificity). The true positive fraction, TPF, is the probability that a diseased subject tests
positive, whereas the true negative fraction, TNF, is the probability that a nondiseased sub-
ject tests negative. The receiver operating characteristic (ROC) curve extends the concepts of
binary test outcome TPF and FPF (false positive fraction, equal to 1− TNF) to the contin-
uous case by depicting these quantities for all possible decision thresholds that can be used
to convert a continuous test outcome into a dichotomous one. Technical details about ROC
curves shall be presented in Section 2, but we anticipate here that the decision (classification)
rule in the ROC framework is such that if the outcome of the test is equal to or greater than a
pre-specified threshold, then the result is considered positive for the condition of interest (i.e.,
the individual is diagnosed as diseased), and negative otherwise. Obviously, in order to come
up with a classification rule, that ultimately leads to a diagnosis, the choice of a decision
threshold is required, but such value can vary depending on the circumstances. Therefore,
when there is no reason for a priori determining the threshold value to be used in practice,
the ROC curve provides a full description of the diagnostic accuracy of continuous medical
tests over all possible threshold values. More generally, ROC curves measure the amount of
separation between the distribution of test outcomes in the diseased and nondiseased popu-
lations. For the sake of illustration, we show here some results regarding our data example
(described in further detail in Section 6), whose aim is to ascertain the capacity of the body
mass index (BMI), which in this case acts as the classifier or by a slight abuse of definition
as the diagnostic test, in distinguishing individuals with two or more cardiovascular disease
(CVD) risk factors (considered as diseased) from those having none or just one CVD risk
factor (nondiseased). Figure 1 shows the estimated marginal density functions of the BMI in
both the nondiseased and diseased groups and the associated ROC curve. For this example, a
BMI decision threshold of, e.g., 27.55 kg/m2 gives rise to both a TPF and TNF of about 0.7.
Thus, by using this threshold value (which leads to a positive result for the presence of two
or more CVD risk factors if the BMI is greater than or equal to 27.55 kg/m2 and to a negative
result if it is lower than 27.55 kg/m2), 70% of diseased and nondiseased individuals will be
correctly classified.

ROC curves are ubiquitous in classification problems, especially in the medical setting.
Quoting Gneiting and Vogel (2018), there has been an “(...) astonishing rise in the use of ROC
curves in the scientific literature. In 2017, nearly 8000 papers were published that use ROC
curves, up from less than 50 per year through 1990 and less than 1000 papers annually through
2002”. However, an aspect seemingly overlooked is that the definition of the ROC curve
relies on rules that classify all individuals using a ‘single’ decision threshold. To some extent
implicit in its definition is the assumption that both nondiseased and diseased individuals
are homogeneous, at least, with respect to test outcomes values. Yet, this is rarely the case.
Coming back to our example, it is known that anthropometric measures, such as the BMI,
differ between men and women (also with age but, for simplicity, at this stage we defer the
complete analysis to Section 6) and this is corroborated by our data. Figure 1 shows the
estimated density functions of the BMI in both the nondiseased and diseased groups but,
separately, for men and women. Note that, whereas in nondiseased individuals, the BMI tends
to be higher in men than in women, perhaps surprisingly, in diseased individuals the opposite
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is observed. Thus, one may wonder whether it is reasonable to use a common threshold value
for both men and women. It turns out that, using 27.55 kg/m2 as the decision threshold, the
TPF is 0.66 and 0.74 in, respectively, men and women (when computed separately), and the
TNF is 0.64 (men) and 0.74 (women). Clearly, using 27.55 kg/m2 as the decision threshold
benefits classification accuracy in women. Also shown in Figure 1 are the (conditional) ROC
curves for both men and women. Note that the accuracy of the BMI for detecting the presence
of CVD risk factors is higher in women than in men. All these results are however obscured
when decisions and conclusions are taken on the basis of a single marginal ROC curve.

The previous example illustrates that, quite commonly, the distribution of test outcomes,
either in the nondiseased or in the diseased population, or in both, is likely to vary with co-
variates. Examples of such covariates include subject-specific characteristics or different test
settings. As it will be discussed and illustrated in Section 2, whenever the distribution of test
outcomes varies with covariates, it is advisable to include such information in the ROC anal-
ysis as failure to do so might result in misleading conclusions. In the statistical literature, two
different, but related, ROC based conditional measures that incorporate covariate information
have been proposed: (i) the covariate-specific ROC curve, i.e., an ROC curve that conditions
on a specific covariate value, thus describing the diagnostic accuracy of the test in the subpop-
ulation defined by that covariate value, and (ii) the covariate-adjusted ROC (AROC) curve, an
average of covariate-specific ROC curves where the averaging is made with respect to the dis-
tribution of the covariates in the diseased population. What both approaches share in common
is the fact that the decision threshold used to define a positive test result is covariate-specific.
Intuitively, one might be led to think that the marginal or pooled ROC curve (obtained by
disregarding covariate-information) is a vertical average of covariate-specific ROC curves.
However, this is not necessarily the case (see Figure 1 where both the pooled and the gender-
adjusted ROC (AROC) curve are displayed). Moreover, even when covariates do not affect the
test’s diagnostic accuracy, the covariate-specific ROC curve (which, in such case, is the same
for all covariate values) does not necessarily coincide with the pooled ROC curve. It does
however coincide with the covariate-adjusted ROC curve. Still in this case, covariate-specific
threshold values are relevant.

While there is an abundant literature on covariate-specific ROC curves, the role and impor-
tance of the covariate-adjusted ROC curve has been overlooked. This paper aims to fill this
gap and its purpose is three-fold. First, we motivate the importance of including covariates in
ROC analysis, emphasising the role of the AROC curve in this context, and how failure to do
so might result in misleading conclusions about a test’s accuracy and the threshold values to
screen subjects in practice. Second, we review the existing methods for estimating the AROC
curve that are capable of dealing with continuous covariates. These are the semiparametric
linear model of Janes and Pepe (2009) and the kernel-based approach of Rodríguez-Álvarez,
Roca-Pardiñas and Cadarso-Suárez (2011a). Third, we develop a Bayesian nonparametric ap-
proach to obtain data-driven inference for the AROC curve. Our proposal is based on a combi-
nation of a Dirichlet process mixture of additive normal models and the Bayesian bootstrap.
This results in a highly flexible estimator that can adapt to intricate distributional features,
such as nonlinear covariates’ effects, multimodality, skewness, and/or extreme variability,
without the need to know them in advance. Compared to the existing approaches, the pro-
posed Bayesian method has a number of advantages, namely: (i) in contrast to Janes and Pepe
(2009), we are able to deal with nonlinear effects of the covariates, and (ii) by opposition
to the kernel type of approach, we can easily handle multiple covariates, either continuous
or categorical. Also, we allow the entire distribution of test outcomes to smoothly change
as a function of the covariates, and not only the mean and variance. Further, point estimates
and credible intervals for the AROC curve and its summary indices are obtained in a single
integrated framework.

The remainder of this paper is organised as follows. In the next section, we review un-
derlying ROC related concepts and the different types of ROC curves, discuss their differ-
ences and similarities, as well as, their strengths and limitations. The existing methods for
estimating the AROC curve are reviewed in Section 3. In Section 4 we introduce our new
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approach to Bayesian nonparametric inference for the AROC curve. The performance of the
new Bayesian method and of the existing approaches is evaluated through an extensive sim-
ulation study in Section 5. Section 6 applies the methods to assess the accuracy of the body
mass index, adjusted for age and gender, for detecting clusters of cardiovascular disease risk
factors. Concluding remarks are provided in Section 7.

2. BACKGROUND ON ROC RELATED CONCEPTS

This section sets out the formal definition of the ROC curve, the covariate-specific ROC
curve, and the covariate-adjusted ROC curve, and highlights the differences and similarities
among them. It will be assumed that, regardless of whether a single or multiple biomark-
ers/risk factors being measured on each subject, a univariate continuous outcome, denoted as
Y , is ultimately used for diagnosis purposes. We denote as D the binary variable indicating
the presence (D = 1) or absence (D = 0) of disease and we use the subscripts D and D̄ to
index-related quantities. Further, we assume that along with the test outcome and true disease
status, a covariate vector X is also available.

2.1 Pooled or marginal ROC curve

For the case of continuous test outcomes, the simplest classification rule is based on a de-
cision threshold value, c ∈R, such that a subject is classified as diseased (nondiseased) if the
test outcome is equal or greater (less) than c (with the usual assumption that larger outcomes
are more indicative of the presence of disease). Hence, each threshold value c chosen will
give rise to a true positive fraction, TPF(c) = Pr(YD ≥ c) = 1−FD(c) and to a false positive
fraction, FPF(c) = Pr(YD̄ ≥ c) = 1−FD̄(c). The ROC curve is defined as the set of all pairs
of false positive and true positive fractions that can be obtained by varying the threshold value
c, i.e., {(FPF(c),TPF(c)) : c ∈R}, and provides a visual description of the tradeoffs between
such two fractions as c changes. If we let t = FPF(c) = 1 − FD̄(c), the ROC curve can be
equivalently written as {(t,ROC(t)) : t ∈ [0,1]}, where

(1) ROC(t) = Pr{YD >F−1
D̄

(1− t)}= 1− FD{F−1
D̄

(1− t)}.

The expression in (1) is the standard mathematical representation of the ROC curve in the
case of continuous outcome diagnostic tests. It is interesting to note that it also holds that
ROC(t) = Pr{1− FD̄(YD)≤ t}, i.e., the ROC curve is the cumulative distribution function
of the variable 1−FD̄(YD), known in the literature as the diseased placement value (Pepe and
Cai, 2004), and which is nothing more than the standardisation of the diseased test outcomes
with respect to the distribution of test outcomes in the nondiseased population, which acts as
the reference population.

Yet, how is the ROC curve to be interpreted? When the distributions of the test’s outcomes
in the diseased and nondiseased groups completely overlap, the ROC curve is the diagonal
line of the unit square (that is, TPF(c) = FPF(c) for all c), thus indicating a useless test. On
the other hand, the more separated the distributions, the closer the ROC curve is to the point
(0,1) in the unit square. A curve that reaches the point (0,1) has TPF(c) = 1 and FPF(c) = 0
for some threshold c, and hence corresponds to a perfect test. Related to the ROC curve,
several indices can be used as summaries of the accuracy of a diagnostic test. The area under
the ROC curve (AUC),

∫ 1
0 ROC(t)dt, is the most widely used one. For a test that perfectly

discriminates diseased individuals from nondiseased ones, AUC = 1, while for a useless test
AUC = 0.5. Also, the partial area under the ROC curve (pAUC),

∫ t0
0 ROC(t)dt, is a useful

summary measure of diagnostic accuracy when one is only willing to accept a maximum FPF
of, say, t0.

Statistical methods for estimating ROC curves and its summary indices have received wide
attention in the literature and plenty of parametric and semi/nonparametric methods are avail-
able, either from frequentist or Bayesian viewpoints. The interested reader is referred to Pepe
(2003, Chapter 5) and Zhou, McClish and Obuchowski (2011, Chapter 4) for an overview of
classical methods, and to Inácio, Rodríguez-Álvarez and Gayoso-Diz (2021) where a state-
of-the-art review of both classical and Bayesian methods is provided.
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2.2 Covariate-specific ROC curve

A natural extension of the ROC curve in (1) to the covariate case is the covariate-specific
ROC curve which, given a covariate value x, is defined as

ROC(t | x) = Pr{YD >F−1
D̄

(1− t |XD̄ = x) |XD = x}(2)

= 1− FD{F−1
D̄

(1− t | x) | x},(3)

where FD(y | x) = Pr(YD ≤ y |XD = x) and FD̄(y | x) = Pr(YD̄ ≤ y |XD̄ = x). Similarly
to the unconditional case, the covariate-specific AUC and the partial covariate-specific AUC
are, respectively, AUC(x) =

∫ 1
0 ROC(t | x)dt and pAUC(t0 | x) =

∫ t0
0 ROC(t | x)dt. Expres-

sion (3) deserves some comments. First, covariate-specific ROC curves reflect the diagnostic
accuracy of the test in populations that are homogeneous with respect to the covariates. This
has to be distinguished from those situations where the aim is to evaluate the accuracy of
the combination, for classification purposes, of the information provided by both the diag-
nostic test and the covariates (see Janes and Pepe, 2008a and Kerr and Pepe, 2011 for a
deeper discussion). Second, focusing on covariate-specific ROC curves is only needed when
the distribution of test outcomes is affected by covariates, either in the nondiseased or dis-
eased population, or in both. When the distribution of test outcomes in both the diseased and
nondiseased populations is not impacted by covariates, the covariate-specific ROC curve re-
duces to the pooled ROC curve. Third, for a fixed FPF, say t (an analogous reasoning could
also be done for the TPF), the decision threshold that gives rise to t in the population defined
by x, cx,t = F−1

D̄
(1− t | x), might be covariate-specific. Hence, even when all (or only some)

covariate values share a common covariate-specific ROC curve, the decision thresholds that
give rise to a fixed and common (FPF,TPF) pair might be covariate-specific. As a conse-
quence, the common covariate-specific ROC curve might not coincide with the pooled ROC
curve which, as seen before, is based on a common decision threshold.

In what concerns estimation of covariate-specific ROC curves and related indices, since
the seminal paper of Pepe (1998), a plethora of methods have been proposed in the liter-
ature (e.g., Alonzo and Pepe, 2002, Faraggi, 2003, Cai, 2004, González-Manteiga, Pardo-
Fernández and van Keilegom, 2011, Rodríguez-Álvarez, Roca-Pardiñas and Cadarso-Suárez,
2011a, Inácio de Carvalho et al., 2013, Rodríguez and Martínez, 2013, Branscum et al., 2015,
Inácio de Carvalho, de Carvalho and Branscum, 2017). A review of parametric and semipara-
metric (frequentist) approaches can be found in Rodríguez-Álvarez et al. (2011), whereas
nonparametric methods were surveyed by Pardo-Fernández, Rodríguez-Álvarez and van Kei-
legom (2014). A recent overview can be found in Inácio, Rodríguez-Álvarez and Gayoso-Diz
(2021).

2.3 Covariate-adjusted ROC curve

Although the covariate-specific ROC curve and corresponding AUC depict the accuracy
of the test for every possible covariate value x that we might be interested in, it would be
undoubtedly useful to have a global summary measure that also takes covariate information
into account. Such summary measure was developed by Janes and Pepe (2009), who proposed
the covariate-adjusted ROC curve, defined as

AROC(t) = Pr{YD >F−1
D̄

(1− t |XD)}(4)

= Pr{1− FD̄(YD |XD)≤ t}.(5)

Expression (4) shows that the AROC curve at a FPF of t is the overall TPF when the threshold
values used for defining a positive test are covariate-specific and chosen to ensure that the
FPF is t in each subpopulation defined by the covariate values. To emphasise the differences
between the pooled ROC curve and the AROC curve, it is worth contrasting the term Pr{YD >
F−1
D̄

(1− t)} in the expression for the pooled ROC curve given in (1) to the one given in (4)
for the AROC: whereas for the AROC curve the threshold values used to define a positive test
result are covariate-specific, in the case of the pooled ROC curve a common threshold is used
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regardless of the values of the covariates. It is also interesting to note that the AROC curve is
the cumulative distribution function of the variable UD = 1− FD̄(YD |XD) (see Expression
(5)), where UD is the placement value of the test outcome in the diseased population, YD ,
with covariates XD . In contrast to the pooled ROC curve, here YD is also standardised with
respect to the distribution of test outcomes in the nondiseased population, but with the same
covariate values. Note that, by its definition, when covariates do not affect test outcomes in
the nondiseased population, the AROC curve and the pooled ROC curve coincide.

Interestingly, as noted by Janes and Pepe (2009), the AROC curve can be equivalently
expressed as a vertical average of covariate-specific ROC curves, where the averaging is made
with respect to the distribution of the covariates in the diseased group, that is

AROC(t) = Pr{YD >F−1
D̄

(1− t |XD)}

=

∫
Pr{YD >F−1

D̄
(1− t |XD) |XD = x}dHD(x)

=

∫
1− FD{F−1

D̄
(1− t | x) | x}dHD(x)

=

∫
ROC(t | x)dHD(x),(6)

where HD(x) = Pr(XD ≤ x). In this case, the covariate-adjusted AUC (AAUC) and its
partial counterpart (pAAUC) are also expressed as weighted averages of (partial) covariate-
specific AUCs

AAUC =

∫ 1

0
AROC(t)dt=

∫ 1

0

∫
ROC(t | x)dHD(x)dt=

∫
AUC(x)dHD(x),

pAAUC (t0) =

∫ t0

0
AROC(t)dt=

∫ t0

0

∫
ROC(t | x)dHD(x)dt=

∫
pAUC(x)dHD(x).

Equation (6) evidences that when covariates affect the test outcomes but not its diagnostic
accuracy, the AROC curve is, unlike the pooled ROC curve, the common covariate-specific
ROC curve. In turn, when covariates affect the accuracy (i.e., they not only affect the test
outcomes but also their separation in the diseased and nondiseased groups), the AROC curve
is a weighted average of covariate-specific TPFs when holding the FPF constant across the
different subpopulations defined by the covariates. While estimation of the covariate-specific
ROC curve is of more interest in this latter case, the AROC curve provides a complementary
summary of covariate-adjusted accuracy, which is particularly useful when sample sizes are
reduced and covariate-specific ROC curves cannot be estimated precisely (Janes and Pepe,
2008a).

Expressions (5) and (6) suggest two approaches to estimate the AROC curve. The first
exploits the representation of the AROC curve as the cumulative distribution function of
UD . Under this approach, one first estimates FD̄(· | x) and then the outer probability in
(5) (or, equivalently, the cumulative distribution function of the disease placement variable
UD) is also estimated, usually empirically. The approaches of Janes and Pepe (2009) and of
Rodríguez-Álvarez, Roca-Pardiñas and Cadarso-Suárez (2011a) follow this avenue of estima-
tion. An alternative approach is to first estimate the covariate-specific ROC curves and then
averaging them according to the distribution of the covariates in the diseased population. Al-
though direct, this approach requires the estimation of the (possibly multivariate) distribution
function HD(x). An example in this setting is the work by Guan, Qin and Zhang (2012),
where the authors restrict their attention to only one categorical covariate. To conclude, we
mention that a completely different method to estimate the AROC curve is presented in Pepe,
Fan and Seymour (2013). The authors’ approach consists of first estimating the risk function
Pr (D = 1 | Y,X), and then the AROC curve is estimated with the empirical ROC curve for
the fitted predictions in the sample. Although simple and appealing, the method is only valid
when covariates do not impact the diagnostic accuracy of the test and are not associated with
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the disease status. The latter condition is fulfilled, by design, in matched case-control stud-
ies, where the authors focus their interest. In these studies, diseased individuals are randomly
sampled from the relevant clinical population and nondiseased individuals are then chosen to
match the diseased ones with respect to covariates known to be associated with both the test’s
outcome and the disease status.

2.4 Differences and similarities

We now summarise and shed more light on the differences and similarities among the
pooled or marginal ROC curve, the covariate-specific ROC curve, and the AROC curve. We
start by re-expressing the different ROC curves in such a way that the differences and similar-
ities become clearer. Associated with each threshold value c ∈R, we may define the marginal
(t) and covariate-specific (tx) FPF as follows

t= Pr(YD̄ > c), tx = Pr(YD̄ > c |XD̄ = x).

We note that (see also Pepe, 2003, Chapter 6, p. 133),

t= Pr(YD̄ > c) =

∫
Pr(YD̄ > c |XD̄ = x)dHD̄(x) =

∫
txdHD̄(x),(7)

where HD̄(x) = Pr (XD̄ ≤ x). Thus, for a particular threshold value c, the marginal FPF,
t, is a weighted average of covariate-specific FPFs, tx, when the same threshold value c is
used for defining a positive test result in each of the subpopulations defined by the covariates.
On the other hand, by specifying the FPF, t, it is possible to define the covariate-specific
threshold values cx,t which give rise to a FPF of t in each of the subpopulations defined by
the covariates, i.e., cx,t = F−1

D̄
(1− t | x).

Bearing this in mind, the covariate-specific, pooled (or marginal), and covariate-adjusted
ROC curve can be expressed, respectively, as follows

ROC(t | x) = Pr(YD > cx,t |XD = x),

ROC(t) = Pr(YD > c) =

∫
Pr(YD > c |XD = x)dHD(x) =

∫
ROC(tx | x)dHD(x),(8)

AROC(t) =

∫
ROC(t | x)dHD(x) =

∫
Pr(YD > cx,t |XD = x)dHD(x).

(9)

Thus, the pooled ROC curve and the AROC curve can both be expressed in terms of covariate-
specific ROC curves. However, there are important differences. On the one hand, an operat-
ing point (i.e., a (FPF,TPF) pair), in the pooled ROC curve is obtained by using a common
threshold value for defining a positive test result in each of the subpopulations defined by
the covariates. The marginal FPF at threshold c is then the average of covariate-specific FPFs
(using c as the threshold), weighted according to the distribution of the covariates in the
nondiseased group (see Equation (7)). The same applies to the marginal TPF (i.e., to the ROC
curve), but here the weights correspond to the distribution of the covariates in the diseased
group (see Equation (8)). On the other hand, an operating point in the AROC curve is ob-
tained by using covariate-specific threshold values, cx,t, which ensure the same FPF across
the subpopulations that are homogeneous with respect to the covariate values. The TPF, in this
case, is the weighted average of covariate-specific TPFs calculated at the covariate-specific
threshold values (see (9)), with the weights given by the distribution of the covariates in the
diseased population. Before proceeding, it is worth emphasising that the expressions given in
(7) and (8) highlight that the marginal TPFs and FPFs implicitly depend on the distribution
of the covariates in, respectively, the diseased and nondiseased populations (provided that
the distribution of test outcomes is affected by the covariates). This precludes the estimation
of the pooled ROC curve (or, at least, makes its interpretation problematic) when diseased
and/or nondiseased individuals are not randomly sampled from the populations of interest,
i.e., from (XD, YD) and (XD̄, YD̄), respectively. This is, for instance, the case of matched
case-control studies, that is considered extensively in Janes and Pepe (2008a,b), and where the
authors also discuss the need for covariate-adjustment in such a setting. Finally, we note that,
likewise, estimation of the AROC curve also requires randomly sampled diseased individuals.
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2.5 Practical considerations

From an applied perspective, a natural question that may arise is which ROC curve (pooled,
covariate-specific, or covariate-adjusted) should be used in practice. When covariates do not
affect the test outcomes in both the diseased and nondiseased populations, the three measures
coincide and, in such a case, it is entirely appropriate to use the pooled ROC curve. This
is illustrated in Web Figure 1(a). In contrast, when covariates do affect the test outcomes
either in the nondiseased or diseased population, or in both, the decision on which measure
to adopt should be done thoroughly. If the setting in which the diagnostic test is expected to
be performed does not contemplate the use of covariate-specific decision thresholds, then the
pooled ROC curve should be used to evaluate the diagnostic accuracy of the test (provided the
study design allows for its estimation; see comment in the previous subsection for the case
of matched case-control studies). However, it is important to be aware of the implications of
such decision.

Let us consider the case in which covariates affect test outcomes but the test performs sim-
ilarly, in terms of accuracy, across covariate-specific populations, i.e., in all covariate-specific
populations the amount of separation between the distribution of test’s outcomes in the two
populations is constant. In such a case, all covariate-specific populations share a common
(but covariate-specific) ROC curve, and this is the AROC curve. Examples of this situation
are shown in Web Figure 1(b). Yet, what happens if we ignore the information provided by the
covariates and work with the pooled ROC curve? If covariates are not associated with disease
status, and under the assumption that the common covariate-specific ROC curve or AROC
curve is concave, the pooled ROC curve will lie below the AROC curve (Pepe, 2003, p. 133,
Result 6.1). The amount of separation between the two curves will depend on the strength of
association between the covariates and the diagnostic test outcome and reveals the increased
accuracy that could be achieved when using covariate-specific decision thresholds (Janes and
Pepe, 2008a). In contrast, when covariates are associated with disease status, the pooled ROC
curve will incorporate the contribution to diagnostic accuracy attributable to the covariates
and it will, therefore, not reflect the intrinsic diagnostic accuracy of the test. In such cases,
the pooled ROC curve may lie below or above the AROC curve which, as noted before, re-
flects the true diagnostic accuracy of the test. This will ultimately depends on the distribution
of the covariates in the nondiseased and diseased populations (see (7) and (8)) and, thus, no
general rules can be easily established. Web Figure 1(b) illustrates two different situations in
this setting, where the only difference between the two being how covariates are distributed.
In one of the cases, the pooled ROC curve is far above the AROC curve, while in the other
case, the pooled ROC curve is not only below the AROC curve, but also below the diagonal
line that corresponds to a useless test. Both situations will likely give rise to misleading con-
clusions. Also in this context, if one is interested in ROC-based ‘optimal’ decision thresholds,
we advocate the use of the AROC curve for that purpose. We note that the resulting decision
thresholds might be covariate-specific.

In turn, when covariates do impact the test’s accuracy, there is no longer a common
covariate-specific ROC curve, but different covariate values will possibly correspond to differ-
ent covariate-specific ROC curves. In this case, we advise to report the covariate-specific ROC
curves and, in addition and as a global summary of the covariate-adjusted performance of the
test, the AROC curve. Also here, if covariates are associated with disease status, the pooled
ROC curve will incorporate the contribution to diagnostic accuracy attributable to them. When
it comes to selection of ROC-based optimal decision thresholds, the covariate-specific ROC
curve is the one to be preferred for that goal (see, e.g., Rodríguez-Álvarez, Roca-Pardiñas and
Cadarso-Suárez, 2011a, for an example on the selection of optimal threshold values based on
the AROC curve and the covariate-specific ROC curve).

3. EXISTING AROC CURVE ESTIMATORS

We briefly review the existing estimators for the AROC curve. We restrict ourselves to
methods that are capable of dealing with continuous covariates. These are the semiparamet-
ric linear model of Janes and Pepe (2009) and the nonparametric kernel-based approach of
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Rodríguez-Álvarez, Roca-Pardiñas and Cadarso-Suárez (2011a). We omit in this review the
nonparametric estimator proposed by Janes and Pepe (2009) and the semiparametric exponen-
tial tilting model of Guan, Qin and Zhang (2012). Under these two procedures, continuous
covariates would need to be categorised. This would give rise to the non-trivial issue of se-
lecting the categories, as well as (possibly) the issue of the curse of dimensionality. Also,
the practice of categorising continuous covariates has been strongly discouraged (see, among
many others, Taylor and Yu, 2002; Altman and Royston, 2006; Dawson and Weiss, 2012).

In what follows, we assume that {(xD̄i, yD̄i)}
nD̄

i=1 and {(xDj , yDj)}nD

j=1 are random sam-
ples of size nD̄ and nD from the nondiseased and diseased populations, respectively. Fur-
ther, for all i = 1, . . . , nD̄ and j = 1, . . . , nD , let xD̄i = (xD̄i,1, . . . , xD̄i,p)

′ and xDj =
(xDj,1, . . . , xDj,p)

′ be p−dimensional vectors of covariates.
The AROC curve estimators proposed by Janes and Pepe (2009) and by Rodríguez-

Álvarez, Roca-Pardiñas and Cadarso-Suárez (2011a) both rely on the expression given in
(5) and consist of three steps, namely

Step 1. Estimation of the conditional distribution of test outcomes in the nondiseased group,
FD̄(· | x).

Step 2. Computation of the placement value UD .
Step 3. Estimation of the cumulative distribution function of UD .

The two approaches only differ in Step 1. Specifically, once we have obtained, in Step 1, an
estimate of the conditional distribution function in the nondiseased group, say F̂D̄(· | x), Step
2 in both approaches consists of computing the diseased placement values as

(10) ÛDj = 1− F̂D̄(yDj | xDj), j = 1, . . . , nD,

and lastly, in Step 3, the AROC curve at a false positive fraction of t is estimated via the
empirical distribution function of {ÛDj}nD

j=1

ÂROC(t) =
1

nD

nD∑
j=1

I
{
ÛDj ≤ t

}
, 0≤ t≤ 1.

Interestingly, both the AAUC and pAAUC have closed-form expressions

ÂAUC =

∫ 1

0
ÂROC(t)dt= 1− 1

nD

nD∑
j=1

ÛDj(11)

̂pAAUC(t0) =

∫ t0

0
ÂROC(t)dt= t0 −

1

nD

nD∑
j=1

min{t0, ÛDj}.(12)

We now turn our attention to Step 1, where the two approaches differ, although both assume
a location-scale regression model for the test outcomes in the nondiseased group, i.e.,

(13) YD̄ = µD̄(XD̄) + σD̄(XD̄)εD̄,

where µD̄(xD̄i) = E(YD̄ | XD̄ = xD̄i) and σ2
D̄

(xD̄i) = var(YD̄ | XD̄ = xD̄i) are, respec-
tively, the conditional mean and conditional variance of YD̄ given XD̄ = xD̄i. The error εD̄
is assumed to be independent of the covariates, with zero mean, unit variance, and distribu-
tion function FεD̄ . Given the independence between the error term and the covariates in the
location-scale regression model (13), it is easy to show that

FD̄(yD̄i | xD̄i) = FεD̄

(
yD̄i − µD̄(xD̄i)

σD̄(xD̄i)

)
.

Therefore, in order to compute the placement values in (10), all we need are estimates of the
mean and variance functions and of the error distribution, if unknown. Also, note that the
conditional quantile function of the test outcomes involved in the calculation of the threshold
value at a FPF of t also simplifies to

(14) cx,t = F−1
D̄

(1− t | x) = µD̄(x) + σD̄(x)F−1
εD̄

(1− t), 0≤ t≤ 1.
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We start by presenting the proposal of Janes and Pepe (2009) to estimate (13). Although
the authors describe the model in a very generic way, we present the version that was used
in their simulation study (Janes and Pepe, 2009, p. 376–377). Specifically, a homoscedastic
normal linear model is assumed. That is, the mean and variance functions in (13) simplify
to µD̄(xD̄i) = x̃′

D̄i
γ and σD̄(xD̄i) = σD̄ , where x̃′

D̄i
= (1,x′

D̄i
) and γ is a (p + 1) vector

of regression coefficients. For simplicity, we are not explicitly emphasising it here, but the
model can easily incorporate categorical covariates, as well as, interaction terms. Finally,
the error term is assumed to follow a standard normal distribution, i.e., FεD̄(·) = Φ(·). The
estimation procedure in this case is simple, as ordinary least squares can be used for es-
timating γ on the basis of the sample {(xD̄i, yD̄i)}

nD̄

i=1 and as an estimate of σ2
D̄

we can
take σ̂2

D̄
= {nD̄ − (p+ 1)}−1

∑nD̄

i=1(yD̄i − x̃′
D̄i
γ̂)2. A less restrictive assumption is to leave

FεD̄ unspecified and estimate it empirically on the basis of the standardised residuals, i.e.,
F̂εD̄(y) = n−1

D̄

∑nD̄

i=1 I(ε̂D̄i ≤ y), where ε̂D̄i = (yD̄i− x̃′
D̄i
γ̂)/σ̂D̄ . For uncertainty quantifica-

tion about AROC(t), the authors present results based on both asymptotic distribution theory
and a resampling cases bootstrap (Davison and Hinkley, 1997) scheme. Since, as stated by
the authors, bootstrap estimates gave very satisfactory results (Janes and Pepe, 2009, p. 377),
and it was indeed the approach used by them in the application, when calculating confidence
intervals we restrict ourselves to the bootstrap approach.

With regard to the nonparametric kernel-based approach of Rodríguez-Álvarez, Roca-
Pardiñas and Cadarso-Suárez (2011b), we start by mentioning that, as proposed by the au-
thors, it can only deal with one continuous covariate. However, by opposition to Janes and
Pepe (2009), the effect of the covariate is not assumed to be linear and the variance is allowed
to depend on the covariate. Further, the distribution function of the regression error, FεD̄ , is
left unspecified. In what concerns estimation, the mean and variance functions are estimated
using local polynomial kernel smoothers (Fan and Gijbels, 1996, Chapter 2). Estimation pro-
ceeds in a sequential manner: (i) the conditional mean function is estimated first on the basis
of {(xD̄i, yD̄i)}

nD̄

i=1, and (ii) the variance function is estimated next on the basis of the sam-
ple {(xD̄i, [yD̄i− µ̂D̄(xD̄i)]

2)}nD̄

i=1. Both steps involve the selection of a bandwidth parameter
via cross-validation. Finally, the error distribution is estimated by the corresponding empirical
distribution function of the standardised residuals ε̂D̄i = (yD̄i− µ̂D̄(xD̄i)/σ̂D̄(xD̄i). Although
the authors have not mentioned how to perform uncertainty quantification, we propose to do
it via a scheme that relies on a combination of a bootstrap of the residuals in the nondiseased
group and a resampling cases approach in the diseased group. Further details are given in Web
Appendix B of the Supplementary Materials.

4. BAYESIAN NONPARAMETRIC MODEL FOR THE AROC CURVE

Our proposed Bayesian estimator for the AROC curve involves the same three steps as
the frequentist estimators described in Section 3. However, in Step 1, rather than assuming a
location-scale regression model for the test outcomes in the nondiseased group, we directly
model the corresponding conditional distribution. Also, in Step 3, the cumulative distribution
function of UD is modelled through the Bayesian bootstrap. We now describe each step in
detail.

Step 1. Modelling FD̄(· | x)

We propose to model FD̄(· | x) using a single-weights dependent Dirichlet process mixture
of normals model (De Iorio et al., 2009), i.e.,

(15) FD̄(yD̄i | xD̄i) =

∫
Φ(yD̄i | µ(xD̄i;β), σ2)dG(β, σ2), G∼DP(α,G0(β, σ2)),

where Φ(y | µ,σ2) is the cumulative function of the normal distribution with mean µ, variance
σ2, and evaluated at y, and the (discrete) random mixing distribution G follows a Dirichlet
process (DP) prior (Ferguson, 1973) with centring distribution G0(β, σ2) and precision pa-
rameter α > 0. We note that this model corresponds to nothing more than a Dirichlet process
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mixture of normal regression models. Under the constructive definition of the DP (Sethura-
man, 1994), the conditional distribution in (15) can be written as

FD̄(yD̄i | xD̄i) =

∞∑
l=1

ωlΦ
(
yD̄i | µ(xD̄i;βl), σ

2
l

)
, (βl, σ

2
l )

iid∼G0(β, σ2),

and the weights follow the so-called stick-breaking construction: ω1 = v1, ωl = vl
∏
r<l(1−

vr), for l ≥ 2, with vl
iid∼ Beta(1, α) for all l. Note that although the model in (15) does not

allow the variance of each component to be covariate-dependent, the overall variance of the
mixture model still depends on xD̄i, as one has

var(yD̄i | xD̄i) =

∞∑
l=1

ωlσ
2
l +

∞∑
l=1

ωl

µ2
l (xD̄i)−

( ∞∑
l=1

ωlµl(xD̄i)

)2
 .

Regarding the specification of µ(xD̄i;βl), the usual choice of assuming a linear combi-
nation of the covariates in each component leads to a model that incorporates an infinite
number of normal linear regressions, which might seem very flexible at a first glance, but
which somewhat restricts the conditional distribution. For example, under such a model, the
expected value of a test outcome would change linearly with the covariates (see, e.g., Dunson,
Pillai and Park, 2007, p. 165). By allowing the weights also to vary with xD̄i (e.g., Griffin
and Steel, 2006, among many others, and not necessarily in the context of a normal kernel),
greater flexibility could be afforded, but such approaches tend to be quite demanding com-
putationally, with limited availability of simple algorithms for tractable posterior inference.
To overcome the lack of flexibility, but retaining the computational simplicity, we propose to
model the mean of each component in a flexible manner

(16) µ(xD̄i;βl) = βl0 + fl1(xD̄i,1) + · · ·+ flp(xD̄i,p),

where flh(·) are smooth and unknown functions, l ≥ 1 and h = 1, . . . , p. The model can
therefore be regarded as a Dirichlet process mixture of additive normal models. As a general
reference on additive models we refer the reader to Wood (2017) and references therein. To
avoid notational overhead, we are assuming that all p covariates are continuous, but we can
easily deal with categorical covariates, as well as, interactions between categorical covariates
and between a (smooth) continuous covariate and a categorical one. In particular, we propose
to approximate each smooth function flh(·) by a linear combination of cubic B-splines basis
functions defined over a sequence of knots ξh0 < ξh1 < · · ·< ξhKh

< ξh,Kh+1, h= 1, . . . , p.
The knots ξh0 and ξh,Kh+1 are boundary knots, while the remaining ones are interior knots.
The component-specific mean in (16) is then expressed as

µl(xD̄i;βl) = βl0 +B′ξ1(xD̄i,1)βl1︸ ︷︷ ︸
fl1(xD̄i,1)

+ · · ·+B′ξp(xD̄i,p)βlp︸ ︷︷ ︸
flp(xD̄i,p)

= z′D̄iβl,

where Bξh(xD̄i,h) = (Bh1(xD̄i,h), . . . ,Bh,Kh+3(xD̄i,h))′, with Bhk(x) denoting the kth cu-
bic B-spline basis function (evaluated at x) defined by the vector of knots ξh (De Boor,
1978, Chapter 9), and βlh = (βlh1, . . . , βlh,Kh+3)′, for l ≥ 1 and h= 1, . . . , p. Finally, z′

D̄i
=

(1,B′ξ1(xD̄i,1), . . . ,B′ξp(xD̄i,p)) and βl = (βl0,β
′
l1, . . . ,β

′
lp)
′. In general, both the number

and location of the knots characterising the B-splines basis functions have the potential to
impact inferences, more so for the former than the latter. Here, the selection of the num-
ber of knots is assisted by a model selection criterion, for example, the log pseudo marginal
likelihood (LPML) (Geisser and Eddy, 1979) or the widely applicable information criterion
(WAIC) (Gelman, Hwang and Vehtari, 2014). A detailed description of these two criteria is
provided in Web Appendix C of the Supplementary Materials. With regard to the location
of the Kh interior knots, we use the quantiles of xD̄,h = (xD̄1,h, . . . , xD̄nD̄,h

)′, h= 1, . . . , p.
Particularly, following Rosenberg (1995), ξhk is set equal to the k/(Kh+ 1) quantile of xD̄,h,
for k = 1, . . . ,Kh. This assures an approximate equal number of observations at each interval
defined by the knots. The boundary knots ξh0 and ξh,Kh+1 are set equal to the minimum and
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maximum of xD̄,h, respectively.
The model for the conditional distribution is completed with the prior specification. We

specify a conditionally conjugate centring distribution G0(β, σ2) through independent pri-
ors NQ(β | m,S) and Γ(σ−2 | a, b), with conjugate hyperpriors m ∼ NQ(m0,S0) and
S−1 ∼WQ(ν, (νΨ)−1), where Q denotes the dimension of the vector zD̄ . Here, Γ(· | a, b)
denotes a gamma distribution with shape parameter a and rate parameter b and W(ν, (νΨ)−1)
denotes a Wishart distribution with ν degrees of freedom and expectation Ψ−1. For ease of
posterior simulation we use the blocked Gibbs sampler of Ishwaran and James (2001), which
relies on truncating the stick-breaking representation to a finite number of components, say
L. Therefore, our Dirichlet process mixture of additive normal models characterises the con-
ditional distribution of test outcomes in the nondiseased group using a mixture of normal
distributions with the component means varying differentially and nonlinearly with covari-
ates

FD̄(yD̄i | xD̄i) =

L∑
l=1

ωlΦ(yD̄i | z′D̄iβl, σ
2
l ), (βl, σ

2
l )

iid∼NQ(βl |m,S)Γ(σ−2
l | a, b).

We shall note that L is not the exact number of components expected to be observed, but
rather an upper bound on it, as some of the components may be unoccupied. Here, the weights
result from a truncated version of the stick-breaking construction: ω1 = v1, ωl = vl

∏
r<l(1−

vr), for l = 2, . . . ,L, v1, . . . , vL−1
iid∼ Beta(1, α), and vL = 1, so that ωL = 1−

∑L−1
l=1 ωl. A

practically important feature of our method is that, since the full conditional distributions
for all model parameters are available in closed-form (detailed in Web Appendix D of the
Supplementary Materials), it allows for ready posterior simulation through Gibbs sampling.

Step 2. Modelling the placement value UD

Once Step 1 has been done, it is straightforward to model the placement value UD . Given a
posterior sample from the parameters of interest(
ω

(s)
1 , . . . , ω

(s)
L ,β

(s)
1 , . . . ,β

(s)
L , (σ

(s)
1 )2, . . . , (σ

(s)
L )2

)
, we compute the corresponding realisa-

tion of the placement value of a diseased subject in the nondiseased population as

U
(s)
Dj = 1− F (s)

D̄
(yDj | xDj)

= 1−
L∑
l=1

ω
(s)
l Φ

(
yDj | z′Djβ

(s)
l , (σ

(s)
l )2

)
, j = 1, . . . , nD, s= 1, . . . , S,

where S denotes the number of posterior samples after burn-in and
z′Dj = (1,B′ξ1(xDj,1), . . . ,B′ξp(xDj,p)).

Step 3. Modelling the cumulative distribution function of UD

We assign a DP prior to the cumulative distribution function of UD , that is, to the AROC
curve. Due to the conjugacy property of the DP and because we consider the limiting case
where the precision parameter of the DP prior approaches zero, given a posterior sample
{U (s)

Dj}
nD

j=1 from Step 2, the resulting posterior distribution is again a DP with precision pa-
rameter given by nD and centring distribution given by the empirical distribution function of
{U (s)

Dj}
nD

j=1. This limiting posterior distribution is also known as the Bayesian bootstrap (Ru-

bin, 1981), whose samples correspond to discrete distributions supported at {U (s)
Dj}

nD

j=1 with
weights, assuming no ties in the realisations of the diseased placement values, distributed ac-
cording to a Dirichlet(nD; 1, . . . ,1) distribution (Gelman et al., 2013, p. 548). A realisation
of the AROC curve can therefore be computed as

AROC(s)(t) =

nD∑
j=1

q
(s)
j I(U

(s)
Dj ≤ t),

(q
(s)
1 , . . . , q(s)

nD
)∼Dirichlet(nD; 1, . . . ,1), s= 1, . . . , S, 0≤ t≤ 1,
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with closed-form expressions for the AAUC and pAAUC realisations also available

AAUC(s) =

∫ 1

0
AROC(s)(t)dt = 1−

nD∑
j=1

q
(s)
j U

(s)
Dj ,

pAAUC(s)(t0) =

∫ t0

0
AROC(s)(t)dt = t0 −

nD∑
j=1

q
(s)
j min

{
t0,U

(s)
Dj

}
.

These expressions are the analogue in our setting to those presented in Equations (11) and
(12), respectively. With regard to the computation of covariate-specific threshold values at a
FPF of t, we have

c
(s)
x,t = F

−1(s)

D̄
(1−t | x), 0≤ t≤ 1, where F

(s)

D̄
(y | x) =

L∑
l=1

ω
(s)
l Φ

(
y | z′β(s)

l , (σ
(s)
l )2

)
,

with x′ = (x1, . . . , xp), z′ =
(

1,B′ξ1(x1), . . . ,B′ξp(xp)
)

, and s = 1, . . . , S. Note that, while
for the frequentist estimators computation of the optimal threshold values only requires com-
puting the quantile function of the error distribution (Equation (14)), which does not depend
on x, our Bayesian estimator requires numerical inversion of the whole conditional distribu-
tion function for each iteration s of the Gibbs sampler, which is computationally demanding.
However, exactly because we use a mixture model for the conditional distribution and we
do not rely on the empirical distribution function of the standardised residuals, the resulting
estimates of the covariate-specific threshold values are smooth, regardless of the sample size.
This is relevant in practice as usually abrupt thresholds changes are not expected for covariate
values that are proximal to each other.

The S posterior samples give rise to an ensemble of AROC curves
{AROC(1)(t), . . . ,AROC(S)(t)} (the same applies to the AAUC, pAAUC, and cx,t), from
which the posterior mean can be computed

ÂROC(t) =
1

S

S∑
s=1

AROC(s)(t), 0≤ t≤ 1,

with pointwise credible bands derived from the percentiles of the ensemble.
Lastly, we remark that a particular case of our estimator for the AROC curve arises when

the conditional distribution function of the nondiseased test outcomes in Step 1 is modelled
as

FD̄(yD̄i | xD̄i) = Φ
(
yD̄i | x̃′D̄iβ

∗, (σ∗)2
)
, β∗ = (β∗0 , β

∗
1 , . . . , β

∗
p)′, i= 1, . . . , nD̄,

β∗ ∼Np+1(m∗,S∗), (σ∗)−2 ∼ Γ(a∗, b∗),

m∗ ∼Np+1(m∗0,S
∗
0), (S∗)−1 ∼Wp+1(ν∗, (ν∗Ψ∗)−1),

that is, when the effect of the continuous covariates is assumed to be linear and only one
component (L= 1) is considered, with Steps 2 and 3 remaining the same. This model can be
regarded as a Bayesian counterpart of the semiparametric estimator of Janes and Pepe (2009)
detailed in Section 3 (the one assuming normal regression errors) and, hence, hereafter is
referred to as the Bayesian semiparametric approach.

5. SIMULATION STUDY

We report the results of a simulation study performed to evaluate and compare the empirical
performance of the existing methods and of our proposed Bayesian nonparametric method for
conducting inference about the AROC curve, the AAUC, and the covariate-specific threshold
values. Comparisons with the Bayesian semiparametric approach are also reported. Extra
simulation results can be found in Web Appendix E of the Supplementary Materials, where
we also include a study of the performance of the LPML and WAIC criteria to select, in Step 1,
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between: (i) two different numbers of interior knots for modelling the effects of the continuous
covariates when using the proposed Bayesian nonparametric method, and (ii) the Bayesian
nonparametric model and the semiparametric one, i.e., to select between the Dirichlet process
mixture of additive normal models and the Bayesian normal linear model. Simulations were
done in the R environment (R Core Team, 2021) using the ROCnReg package (Rodríguez-
Álvarez and Inácio, 2021). All plots were generated using ggplot2 (Wickham, 2009).

5.1 Simulation Scenarios

We considered a wide range of scenarios covering cases where: (i) covariates do not affect
test outcomes at all (Scenario I and VIII), (ii) they do affect test outcomes but not the diag-
nostic accuracy of the test (Scenario II), and (iii) covariates do also affect diagnostic accuracy
(Scenario III–VII and IX). For the latter case, we consider both simple and multiple regression
models with either linear or nonlinear covariates’ effects. The scenarios considered follow.

• Scenario I

yD̄i
iid∼N(0.5,0.52), yDj

iid∼N(1,12).

For this scenario, and when estimating the AROC curve, we consider that, along with
yD̄i and yDj , covariate values xD̄i,1 and xDj,1 are also available.

• Scenario II

yD̄i | xD̄i,1
ind∼ N(0.5 + (2xD̄i,1 − 10)/23,0.52),

yDj | xDj,1
ind∼ N(1 + (2xD̄j,1 − 10)/23,12).

• Scenario III

yD̄i | xD̄i,1
ind∼ N(0.25 + 0.5(2xD̄i,1 − 10)/23,0.52),

yDj | xDj,1
ind∼ N(0.75 + (2xD̄j,1 − 10)/23,12).

• Scenario IV

yD̄i | xD̄i,1
ind∼ N(5 + 3((xD̄i,1 + 8)/23)2 − 25

(
((xD̄i,1 + 8)/23)− 0.2

)3
+

+ 250
(
((xD̄i,1 + 8)/23)− 0.65

)3
+
,0.52),

yDj | xDj,1
ind∼ N(−3− 0.6((xDj,1 + 8)/23),12).

• Scenario V

yD̄i | xD̄i,1, xD̄i,2
ind∼ N(0.5 exp{(2xD̄i,1 − 10)/10)− 2((2x2

D̄i,2 − 10)/10),0.52),

yDj | xDj,1
ind∼ N(0.5 sin(π((2xDj,1 − 10)/10 + 1)) + 0.5 exp((2xDj,1 − 10)/10),12).

• Scenario VI

yD̄i | xD̄i,1, xD̄i,3
ind∼ N(− sin(0.7π((2xD̄i,1 − 10)/10 + 30))xD̄i,3

+ (((2xD̄i,1 − 10)/10)2)(1− xD̄i,3),0.52),

yDj | xDj,1
ind∼ N(0.5 + (((2xDj,1 − 10)/10)2),12).

• Scenario VII

yD̄i | xD̄i,4
ind∼ exp(−2xD̄i,4)SN(x2

D̄i,4,0.25,2)

+ {1− exp(−2xD̄i,4)}t(sin(πxD̄i,4),0.25,5),

yDj | xDj,4
ind∼ N(sin(2πxDj,4) + 1.5,0.52).
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• Scenario VIII
Test outcomes are generated from the same distributions of Scenario I but now four
continuous covariates, say xD̄i,m (xDj,m), for m= 5, . . . ,8, are used when estimating
the AROC curve.

• Scenario IX

yD̄i | xD̄i,5, xD̄i,6, xD̄i,7, xD̄i,8
ind∼ N(0.5 exp(2xD̄i,5)− x2

D̄i,6 + 0.5x2
D̄i,7 + xD̄i,8,0.5

2),

yDj | xDj,5, xDj,6, xDj,7, xDj,8
ind∼ N(0.5 + 0.5 exp(2xDj,5)− x2

Dj,6 + 0.5x2
Dj,7

+ xDj,8,1
2).

Here, xD̄i,1, xD̄i,2
iid∼ SN(0,5,2) and xDj,1, xDj,2

iid∼ SN(3,4,1), where SN(υ, ζ,λ) denotes a
skew normal distribution with location υ, scale ζ , and skewness parameter λ. This choice was
due to the fact that the covariate distribution in our data application is also skewed (see Web
Figure 2 of the Supplementary Materials). Further, xD̄i,3

iid∼ Bernoulli(0.5), xD̄i,4
iid∼ U(0,1),

and xD̄i,m, xDj,m
iid∼U(−1,1), for m= 5, . . . ,8. Note that in Scenario VII, t(µ, ζ, ν) denotes

a t distribution with mean µ, scale parameter ζ , and degrees of freedom ν.

5.2 Models

We fitted, for each simulated dataset, both versions of the semiparametric linear estimator
proposed by Janes and Pepe (2009), the kernel-based method of Rodríguez-Álvarez, Roca-
Pardiñas and Cadarso-Suárez (2011a), and the proposed Bayesian nonparametric method
and its particular case, the Bayesian semiparametric model. For the kernel-based method,
estimation of the mean and variance functions relied on the R package np (Hayfield and
Racine, 2008) and the bandwidth parameters involved were selected using least-squares cross-
validation. Since the kernel approach, as it stands now, can only deal with one continuous
covariate, comparisons with this method were only performed in Scenarios I–IV and VII.

With regard to the Bayesian nonparametric model, four interior knots (K = 4) were used
for each continuous covariate (a further inspection to this choice is discussed in Web Ap-
pendix E of the Supplementary Materials). We should mention that for scenarios involving
more than one continuous covariate, the most correct approach would be to try different com-
binations of interior knots for each covariate, fit the resulting model, compute the LPML
(and/or the WAIC), and select the model that minimises the LPML (or maximises the WAIC).
However, for computational simplicity, in our simulations we considered the same number of
internal knots for all continuous covariates. Following the rule discussed in Section 4 (Step
1), the interior knots were located at the 0.2, 0.4, 0.6, and 0.8 quantiles of the covariates.
To facilitate prior specification, test outcomes and covariates were standardised and we used
m0 = 0Q, S0 = 10IQ, ν = Q + 2, Ψ = IQ, a = 2, and b = 0.5. Note that a = 2 leads to a
prior with infinite variance that is centred around a finite mean (b= 0.5) and favours within-
component variances smaller than one. Considering that test outcomes are standardised and
thus their marginal variance is one, the within-component variance ought to be smaller than
the marginal variance. Further, we considered α= 1, which favours a small number of occu-
pied components relative to the sample size, and set L= 10, allowing the shrinkage induced
by the stick-breaking prior to adaptively delete redundant components. For the Bayesian
semiparametric approach we set m∗0 = 0p+1, S∗0 = 10Ip+1, ν∗ = p+ 3, Ψ∗ = Ip+1, a∗ = 2,
b∗ = 0.5. Note that although the Bayesian linear model underlying the semiparametric ap-
proach considers L = 1, the variance of the residual term still ought to be smaller than the
marginal variance of the test outcomes. For both Bayesian approaches, 8000 samples were
kept after a burn-in period of 2000 iterations of the Gibbs sampler. We also computed the
pooled ROC curve for all scenarios to assess how ignoring covariate effect may impact the
inferences. We choose to estimate the pooled ROC using the Bayesian bootstrap approach of
Gu, Ghosal and Roy (2008) due to its robustness and computational simplicity.
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5.3 Results

For each of the nine scenarios described in Section 5.1, 100 datasets were generated us-
ing both balanced and unbalanced sample sizes, namely (nD̄, nD) = (50,50), (nD̄, nD) =
(200,70), (nD̄, nD) = (200,200), and (nD̄, nD) = (300,100). The discrepancy between the
estimated and true AROC curve was assessed using the empirical root mean squared error

ERMSE =

√√√√ 1

nT

nT∑
r=1

{
ÂROC(tr)−AROC(tr)

}2
≈

√∫ 1

0

{
ÂROC(t)−AROC(t)

}2
dt,

where nT = 101 and the tr’s are evenly spaced over [0,1]. As far as the AAUC is concerned,
performances were evaluated in terms of the bias. Figure 2 and Web Figure 7 in the Sup-
plementary Materials summarise, respectively, the ERMSE (AROC) and bias (AAUC) for
each scenario, sample size, and approach considered. The average of the estimated AROC
curves along with the 2.5 and 97.5 simulation quantiles for all scenarios and sample size
(nD̄, nD) = (200,200) are depicted in Figure 3. The plots for the remaining sample sizes are
shown in Web Figures 3–5 of the Supplementary Materials. We start by noting that using the
pooled ROC curve when covariates affect test outcomes (Scenarios II–VII and IX) can lead,
as expected, to erroneous inferences. Even if the pooled ROC curve does estimate the AROC
curve relatively well, as judged by the ERMSE, in a scenario where covariates impact the dis-
tribution of test outcomes (as in, for instance, Scenarios II, III, and VII), we should remember
that if estimation of threshold values is of scientific interest, the pooled ROC curve might not
be an option, as it will give rise to a single common threshold value for all subpopulations
defined by the covariates. Regarding the performance of our proposed Bayesian nonparamet-
ric estimator, the results indicate that it has the ability to successfully recover the form of the
true AROC curve for all scenarios and sample sizes considered. The kernel-based approach is
also able to recover the true shape of the AROC curve in the scenarios where it is applicable.
Even in scenarios where the standard normal linear regression model holds (Scenarios II and
III), our estimator and the kernel one still have an excellent performance, indeed presenting a
very competitive performance with the semiparametric alternatives. As expected, uncertainty
associated with nonparametric estimators decreases as sample size increases. By opposition,
the semiparametric estimators are unsuitable for Scenarios IV–VII and IX (all involving non-
linear covariates’ effects) and their performance does not necessarily improve as the sample
size increases. It is worth commenting that for Scenario I and VIII, where test outcomes are
not affected at all by covariates, the AROC estimators still have a very competitive perfor-
mance with respect to the pooled ROC curve estimator, which is the correct measure to use
in these two cases.

For Scenarios I–IV and VII (involving a single continuous covariate), we also investigated
how the different approaches estimate the corresponding covariate-specific threshold values
for FPFs of 0.1 and 0.3. The results in terms of ERMSE are shown in Web Figures 9 and 10
of the Supplementary Materials. The ERMSE was computed over a sequence of 50 evenly
spaced covariate values between the 10% and 90% percentiles of the distribution of the co-
variate in the healthy population. In addition, Web Figures 11–15 depict the average (over the
100 simulated datasets) of the estimated covariate-specific threshold values along with the
2.5% and 97.5% simulation quantiles for all scenarios and sample sizes. For Scenarios I, II,
and III and for the two FPFs considered, all approaches are able to recover the true covariate-
specific threshold curve. However, for these scenarios, and unlike the results for the AROC
curve and associated AAUC, the semiparametric estimators have lower ERMSE and variabil-
ity than the nonparametric counterparts. In turn, in Scenarios IV and VII, which involve a
nonlinear mean function in the nondiseased group, all semiparametric estimators fail to re-
cover the true conditional threshold curves and this is, obviously, reflected in the ERMSE. It is
worth noting that, nonetheless, especially for Scenario VII, the ERMSE for the AROC curve
estimates using the semiparametric and nonparametric approaches are very similar (Figure
2). Our explanation is that, even if the distribution function in the nondiseased group is not
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accurately estimated, as long as the ‘rank’ in (5) is maintained, the AROC curve will be es-
timated relatively well. However, a poor estimate of the nondiseased distribution function
becomes clear when it comes to the estimation of the covariate-specific threshold values. Fi-
nally, interestingly, in Scenario VII, where the assumptions underlying the proposed Bayesian
nonparametric method and the kernel approach are not satisfied, both estimators are still able
to recover the true covariate-specific threshold curve.

For all Bayesian estimators, the frequentist coverage probability and the interval width of
the 95% credible intervals for the AROC curve (averaged over the FPFs), for the correspond-
ing AAUC, and for the covariate-specific threshold values (averaged over the sequence of
covariate values) are presented in Web Tables 1, 2, and 3, and Web Figures 6, 8, 16, and
17 of the Supplementary Materials. For the Bayesian nonparametric estimator, the coverage
probabilities are close to the nominal level for all scenarios and sample sizes, showing the
validity of the inferences. As expected, for the Bayesian semiparametric approach and for the
scenarios involving nonlinear mean functions (IV and VII), the respective coverage proba-
bilities are much lower. In terms of interval width, it is interesting to note that, compared to
the cases where the Bayesian linear model is appropriate for modelling the conditional dis-
tribution of test outcomes in the nondiseased group (Scenarios II and III), the increase in the
AROC/AAUC interval width of the Bayesian nonparametric method is not too pronounced.
Also, for Scenarios I and VIII, the interval widths of the Bayesian nonparametric and semi-
parametric methods, for both the AROC curve and AAUC, are very comparable to those
obtained when using the pooled ROC curve, which would be a valid choice in this case (as in
the underlying true cases covariates do not affect test outcomes). The unique exception is in
Scenario VIII for nD̄ = 50 and the Bayesian nonparametric method, where the model is be-
ing fitted with 4 covariates (Web Figures 6 and 8). However, when it comes to the estimation
of covariate-specific threshold values, the flexibility afforded by the Bayesian nonparametric
method in those situations where it is not needed (Scenarios II and III) does have an impact
on uncertainty. In these scenarios, the width of the 95% credible intervals for the covariate-
specific threshold values is, across all sample sizes, larger for the Bayesian nonparametric
method when compared with the semiparametric alternative (Web Figures 16 and 17). We
end remarking that in the Supplementary Materials we also present the results for the case
where no interior knots are considered for the Dirichlet process mixture of additive normal
models constituent of the Step 1 of the Bayesian nonparametric approach.

6. APPLICATION

According to the World Health Organization, CVDs are the leading cause of death world-
wide. We seek to study the accuracy of the BMI for detecting the presence of CVD risk
factors. Before proceeding, it is worth noting that age and gender are, in addition to the BMI,
associated with the presence of CVD risk factors, which are more prevalent in older individ-
uals and among men. Thus, a possible and valid strategy would be to first combine the infor-
mation provided by the BMI, age, and gender into a single score, and then evaluate, through,
e.g. the pooled ROC curve, its ability to distinguish between subjects with and without CVD
risk factors. However, our interest here is different and lies, rather than in developing a good
prediction model for the presence of CVD risk factors, in studying if the BMI can differenti-
ate between individuals with and without CVD risk factors. As discussed in Section 2, if we
were to use the pooled ROC curve, the performance of the BMI might be partly attributed to
age and gender, since both affect the BMI and are themselves associated with the presence of
CVD risk factors. Thus, when evaluating the accuracy of the BMI, it is advisable to adjust for
age and gender and this is what we illustrate here.

Our data comes from a cross-sectional study carried out by the Galician Endocrinology and
Nutrition Foundation. A stratified sampling design was used to obtain a representative sample
of the non-institutionalised civilian population of Galicia (northwest of Spain), consisting of
2840 individuals with an age range of 18-85 years (for further details, see Tomé Martínez de
Rituerto et al., 2009). A diseased subject was defined as any person presenting with two or
more CVD risk factors (raised triglycerides, reduced HDL-cholesterol, raised blood pressure
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and raised fasting plasma glucose). Based on this definition, out of the total of 2840 individ-
uals, 691 were classified as diseased (273 women and 418 men) and 2149 as nondiseased
(1250 women and 899 men).

As can be observed in Web Table 13 of the Supplementary Materials (where some sum-
mary statistics of the data are presented) and in Web Figure 37 (which depicts the estimated
conditional density functions of the BMI in diseased and nondiseased populations), the BMI
differs according to age and gender. As a result, we may also expect that the accuracy of
the BMI varies with age and gender. This is confirmed by Figure 4(a), which shows the esti-
mated age and gender-specific AUCs obtained using the Bayesian nonparametric approach of
Inácio de Carvalho et al. (2013). Similar results, under frequentist kernel-based approaches,
have been reported in Rodríguez-Álvarez, Roca-Pardiñas and Cadarso-Suárez (2011a) and
Rodríguez-Álvarez, Roca-Pardiñas and Cadarso-Suárez (2011b). Note that whereas for men
the accuracy of the BMI remains more or less constant across age, for women, age displays a
marked effect, with accuracy decreasing until an age of about 70 years old, and then slightly
increasing until the age of 80. Nonetheless, even for men, the estimated AUC obtained by
pooling the data (separately in men and women) without regard to age is, in general, larger
than the age-specific AUC (see Figure 4(a) and Web Table 16). Analyses based upon the
pooled ROC curve would therefore lead to optimistic conclusions about the accuracy of the
BMI for detecting the presence of CVD factors; for both men and women it incorporates the
capacity of distinguishing between diseased and nondiseased individuals that is attributable
to age.

In line with the above-discussed results, we started by estimating the age-adjusted ROC
curve separately in men and women using the proposed Bayesian nonparametric estimator.
Results were also compared to the ones obtained using the Bayesian semiparametric and ker-
nel methods (extra results for the frequentist semiparametric approaches are shown in Web
Figures 39–42). For our proposal, we modelled age effects using a B-spline basis of dimen-
sion 3, thus corresponding to no interior knots; the selection of the basis dimension was done
by the LPML and WAIC (results shown in Web Table 14 of the Supplementary Materials).
For the Bayesian approaches, posterior inference was based on 45000 Gibbs sampler iterates
after a burn-in of the first 5000 realisations was discarded and the same prior specification
used in Section 5 was applied (on the standardised data). Inspection of traceplots and Geweke
criterion suggested convergence of the chains. The estimated AROC curves are shown in Fig-
ure 4(b), where we also depict the pooled ROC curves (estimated as described in Section 5
and separately for men and women). As expected, all approaches provided an AROC curve
that lies below the corresponding pooled ROC curve, with this being especially remarkable
in women. These results highlight the need for including covariate information into the ROC
analysis and the danger that focusing on the pooled ROC curve may cause. Although the esti-
mated AROC curves under our Bayesian nonparametric model and the kernel-based approach
are very similar, the differences to the results obtained under the Bayesian semiparametric
method are quite pronounced in women, with both the LPML and WAIC criteria supporting
the use of our flexible Dirichlet process mixture of additive normal models for modelling the
distribution of test outcomes in the nondiseased group (in Step 1) over the more restrictive
Bayesian normal linear model (results shown in Web Table 15 of the Supplementary Materi-
als).

Thus far, AROC curve estimates were obtained separately for men and women. Interest
now lies in estimating a single AROC curve by adjusting for both age and gender, thus pro-
viding us with a global summary of the age- and gender-adjusted accuracy of the BMI to
detect clusters of CVD. Estimation was carried out using both the proposed Bayesian non-
parametric estimator and its semiparametric particular case. The results shown above suggest
the presence of an interaction between age and gender, which was included in both models.
The kernel-based approach, as it stands now, can only deal with one continuous covariate,
and therefore cannot be applied in this setting. The AROC curve estimates are shown in
Figure 5(a). The AAUC under our Bayesian nonparametric approach is 0.668 (0.639,0.695),
thus revealing a reasonable overall age- and gender-specific accuracy of the BMI detect CVD.



THE COVARIATE-ADJUSTED ROC CURVE 19

Again, the estimated AROC curve lies below the pooled ROC curve (estimated with the whole
sample), with the pooled AUC being 0.765 (0.746,0.784). Here, the pooled ROC curve in-
corporates the capacity of distinguishing between diseased and nondiseased individuals at-
tributable to both age and gender. For this joint analysis setting, as it was also the case for
the separate analyses in men and women, both the LPML and WAIC criteria favoured the
use of our flexible Dirichlet process mixture of additive normal models over the Bayesian
normal linear model (Web Table 15 of the Supplementary Materials). Because the LPML
and WAIC are relative criteria, posterior predictive checks were also implemented. We gener-
ated replicate datasets from the posterior predictive distribution in the nondiseased group and
compared to the respective BMI values using specific test quantities. We follow Gabry et al.
(2019), who suggest choosing statistics that are ‘orthogonal’ to the model parameters. Since
we are using a location-scale mixture model, we decided to investigate how well the posterior
predictive distribution captures the skewness and kurtosis. From Web Figures 38(a) and 38(b)
we see that our model does an excellent job capturing both quantities, while the normal linear
model fails. Also shown in Web Figure 38(a) are the kernel density estimates of 500 randomly
selected datasets drawn from the posterior predictive distribution (nondiseased group) com-
pared to the kernel density estimate of the BMI in the nondiseased group. It is evident that
our model, as opposed to the normal linear model, is able to simulate data that is very much
similar to the observed BMI values. Further, although the difference between the estimated
AROC curves by our approach and the Bayesian semiparametric method is not too marked,
the estimated covariate-specific threshold values associated to a FPF of 0.3 differ by a large
extent (see Figure 5(b)). We note that the value of 0.3 for the FPF was only selected for illus-
trative purposes. Finally, a sensitivity analysis to the value of S0, b, α, and L was conducted
(results not shown) and inferences were essentially unchanged, partially due, possibly, to the
large sample size in the nondiseased population (2149 individuals).

7. CONCLUDING REMARKS

We have reviewed and highlighted the importance of covariate adjustment in ROC analysis
and how neglecting covariate information might impact the conclusions drawn. Special em-
phasis has been placed on the covariate-adjusted ROC curve as a useful summary of diagnos-
tic accuracy that takes covariate information into account. In addition to surveying the existing
AROC curve estimators, we have also proposed a Bayesian nonparametric estimator whose
crux is the use of a Dirichlet process mixture of additive normal models for conducting infer-
ence about the conditional distribution of test outcomes in the nondiseased population. Be-
cause our model for the conditional distribution involves a mixture distribution and possibly
multiple covariates modelled using basis expansions, it is consequently highly parametrised.
However, the fact that we use an additive formulation (of smooth functions of continuous
covariates) for the mean of each component certainly helps in addressing the curse of dimen-
sionality. Also, the shrinkage induced by the stick-breaking prior allows to adaptively delete
redundant mixture components not necessary to characterise the data. As proof of concept,
we evaluated the performance of the proposed Bayesian nonparametric method in two extra
simulation scenarios involving ten continuous covariates and where the flexibility afforded by
the Dirichlet process mixture of additive normal models was not needed. The results, shown in
Web Appendix E.4, indicate that our estimator still performs well for moderate sample sizes
and presents a competitive performance with the Bayesian semiparametric alternative. We
shall, nonetheless, mention that in diagnostic studies we are unlikely to have many covariates
(say, more than three or four) to adjust for. Finally, the LPML and WAIC can further assist in
reducing (unnecessary) model complexity, as illustrated in the Simulation Study in Section 5
and in the Application in Section 6. We note that the ROCnReg package used to obtain all the
results shown in this paper implements both criteria. Lastly, and somewhat unrelated, we note
that the approach of Branscum et al. (2015) could offer an alternative route to estimate the
distribution function of test outcomes in the nondiseased population in Step 1 and, by conse-
quence, the AROC curve. Under this approach, a linear regression model would be assumed
for the test results with a mixture of finite Polya trees prior (Hanson, 2006) assigned to the
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error term. Our model has, however, the advantages of: (i) targeting directly the conditional
distribution of test outcomes by opposition to modelling the distribution of the error term,
thus allowing for increased flexibility, and (ii) allowing nonlinear covariates’ effects. In turn,
the approach of Branscum et al. (2015) has the advantage of being able to deal with no gold
standard data.

There are several aspects, within ROC analysis, that we have not dealt with and that deserve
some further comment. Firstly, although we have focused our attention on (conditional) ROC
curves, in the statistical evaluation of diagnostic tests, predictive values also play an impor-
tant role. Predictive values quantify how well the test predicts the presence/absence of disease,
and thus better reflect the test’s clinical or practical value (Zweig and Campbell, 1993). To
the best of our knowledge, the literature lacks an established framework for covariate adjust-
ment for predictive values. However, conditional (on covariate information) sensitivities and
specificities can be used, in combination with conditional prevalence estimates (or educated
guesses of them), to obtain conditional positive and negative predictive values. Further, we
have assumed that the univariate continuous diagnostic variable is known and given. However,
more often than not, researchers have access to multiple sources of information (e.g., several
biomarkers) on individuals. Thus, interest in such cases would lie on how to best combine and
transform this information onto a univariate score, to further use it to diagnose individuals.
Considerable attention has been paid in the literature to the development of approaches for the
optimal combination of biomarkers using ROC analysis; some references in this area include,
among many others, Pepe, Cai and Longton (2006), Liu, Liu and Halabi (2011), and Lin et al.
(2011). We particularly mention the works by Liu and Zhou (2013), Kim and Huang (2017),
and Meisner, Parikh and Kerr (2020), which deal with optimal biomarker combination but
with covariate adjustment. Finally, for the clinical application of a diagnostic test, eventually
one would have to choose a, somehow optimal, decision threshold and there is a multitude
of criteria to perform such a task (see, for instance, López-Ratón et al., 2014). In this paper,
covariate-specific decision thresholds were computed by setting a target value for the FPF
that is common for all covariate-specific populations but, by no means, we are suggesting
such criterion to be the standard to be used in practice.
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SUPPLEMENTARY MATERIAL

Supplementary Material for “The covariate-adjusted ROC curve: the concept and its
importance, review of inferential methods, and a new Bayesian estimator”
In the supplement we: (i) discuss further practical considerations and provide examples about
the need of adjusting for covariates, (ii) describe the details of the bootstrap scheme used
for the kernel-based estimator of the AROC curve proposed by Rodríguez-Álvarez, Roca-
Pardiñas and Cadarso-Suárez (2011a), (iii) describe the LPML and WAIC criteria, (iv) present
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the Gibbs sampler scheme used to fit the Dirichlet process mixture of additive normal models
for the conditional distribution of test outcomes in the nondiseased group, and (v) provide
supporting figures and tables for the simulation study and application discussed, respectively,
in Sections 5 and 6.
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FIG 1. (a) Estimated density functions of the BMI in the diseased (dotted line) and nondiseased (solid line) pop-
ulations conditional on gender (top and middle plots) and marginal (pooled) estimated density functions in each
population (bottom plot). The red vertical line corresponds to a decision threshold of 27.55 kg/m2, and the blue
and orange areas depict, respectively, the TNF and TPF associated to this value. (b) Gender-]specific ROC curve,
together with the pooled ROC curve, and the gender-adjusted ROC curve. The red dots on the covariate-specific
and pooled ROC curves correspond to the (FPF,TPF) pairs obtained using 27.55 kg/m2 as the decision thresh-
old.
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FIG 2. Violin plot of the empirical root mean squared error for the AROC curve for the different approaches under
consideration and for K = 4 interior knots. The results are presented for each simulated scenario, sample size,
and for 100 simulated datasets. Freq. Semipar I denotes the semiparametric linear estimator of Janes and Pepe
(2009) that assumes normal errors, whereas Freq. Semipar II denotes the one using the empirical distribution
function of the standardised residuals.
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FIG 3. True (solid black line) and average across the 100 simulated datasets (dashed lines) of the posterior mean
(for the Bayesian estimators) of the covariate-adjusted ROC curve/pooled ROC curve for each simulated scenarios
and for the sample size (nD̄, nD) = (200,200). The shaded area are bands constructed using the pointwise 2.5%
and 97.5% quantiles across simulations. Freq. Semipar I denotes the semiparametric linear estimator of Janes and
Pepe (2009) that assumes normal errors, whereas Freq. Semipar II denotes the one using the empirical distribution
function of the standardised residuals.
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FIG 4. Top row: Age-specific AUC: posterior mean (black line) and 95% pointwise credible band (grey area)
for women (left plot) and men (right plot). The red line corresponds to the estimated pooled AUC and the blue
line to the estimated area under the age-adjusted ROC curve (AAUC). Bottom row: estimated age-adjusted ROC
curve and 95% credible/confidence intervals obtained under our Bayesian nonparametric estimator, the Bayesian
semiparametric method, and the kernel-based approach. For all age-adjusted ROC curves, the analyses were
done, separately, in women and men, with age as the single covariate to adjust for. For comparison purposes, the
estimated pooled ROC curves are also depicted.
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FIG 5. (a) Age and gender-adjusted ROC curves: posterior means and 95% pointwise credible bands under our
Bayesian nonparametric estimator and the Bayesian semiparametric estimator. In both cases, the analyses were
done including the age-by-gender interaction. For comparison purposes, the estimated pooled ROC curve based
on the global sample is also depicted. (b) Posterior mean and 95% pointwise credible band of the AROC-based
threshold values along age for women and men, for a FPF = 0.3.
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