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A Bayesian inference and MCMC18

The Bayesian paradigm works with the posterior distribution of the parameters, given by19

p(θ|y) =
π(θ)f(y|θ)

m(y)
,20

21

where y denotes the observed data; π(θ) the prior distribution for θ; f(y|θ) the observed data22

likelihood (sometimes written as L(θ|y)); and m(y) =
∫
f(y|θ)π(θ)dθ the marginal distribution of23

the data integrated over the parameters. The denominator is typically analytically intractable, so we24

often simply write p(θ|y) ∝ π(θ)f(y|θ). For brevity, we do not review the Bayesian fundamentals25

further here, but see for example, Reich and Ghosh (2019); van de Schoot et al. (2021).26
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Direct inference on the posterior distribution is typically not possible, and so a sampling approach27

is undertaken where we obtain a sample from the posterior distribution, and use these to estimate28

the posterior quantities of interest by their associated empirical estimates of the sampled values29

(i.e. Monte Carlo integration, see Appendix C). We briefly discuss the most common computational30

algorithm for obtaining a sample from the posterior distribution of interest, Markov chain Monte Carlo31

(MCMC), and in particular issues associated with their application to SSMs. MCMC is a family of32

algorithms used in the Bayesian context for generating samples from posterior distributions, see for33

example, Brooks et al. (2011). The idea is to construct a Markov chain with stationary distribution34

equal to the posterior distribution of interest, such that if the chain is run long enough, the stationary35

distribution is reached and future realisations can be regarded as a (dependent) sample from the36

posterior distribution of interest. Multiple chains are typically used (from different starting points)37

and compared to check for convergence of the Markov chains to the stationary distributions (Robert38

et al., 2018). The initial values of the chain, prior to convergence to the stationary distribution, are39

discarded as burn-in with subsequent realisations of the parameter values retained as a sample from40

the posterior distribution, and Monte Carlo integration used to obtain estimates of posterior summary41

statistics of interest, or kernel density estimation for an estimate of the posterior distribution of the42

parameters. For example, to obtain the marginal posterior mean of a parameter, say θ1, we use43

the empirical mean of the N simulated values θ11, . . . , θ
N
1 ; alternatively to obtain the 95% symmetric44

credible interval for θ1 we use the empirical 2.5% and 97.5% quantiles of the simulated values.45

The MCMC algorithm relies on being able to construct a Markov chain such that the stationary46

distribution is of a particular form, i.e., equal to the posterior distribution of interest. There are47

many standard methods for constructing such Markov chains (Brooks et al., 2011). The simplest48

MCMC single-update schemes use univariate samplers for each parameter. Typical choices include,49

for example, the Gibbs sampler simulating from the posterior conditional distribution of the parame-50

ter (notably when conjugate priors are used so that this is of standard form) or Metropolis-Hastings51

update whereby a new value is proposed from some specified proposal distribution and then subse-52

quently accepted/rejected with a given probability that is a function of the posterior and proposal53

distributions. Common proposal distributions include, for example, a random walk, slice-sampler or54

a derivative based sampler such as Metropolis-adjusted Langevin (MALA; Girolami and Calderhead55

(2011)). Single updates are often used due to their simplicity and often perform well in practice.56

However, in the presence of highly correlated parameters, single-update scheme often perform poorly,57

suffering from poor mixing (i.e., slow exploration of the posterior distribution), since parameters are58

updated conditional on the value of the other parameters. In such situations, blocking is a common59
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strategy to improve the mixing, by simultaneously updating highly correlated parameters together.60

Typically additional pilot-tuning is required in specifying efficient blocked proposal distributions.61

Hamiltonian Monte Carlo (HMC; Neal (2011)) represents a distinct, efficient, blocking approach that62

simultaneously updates multiple parameters (which need to be continuous-valued); and is most often63

applied to block update all model parameters. HMC works by analogy to the physics of an ideal64

marble rolling in a bowl with a possibly complicated shape, and in the case of SSMs using data65

augmentation, to the negative log joint posterior, − log p(θ,α1:T |y1:T ). The proposal distribution is66

computationally expensive to compute, as it requires the calculation of gradients, but this is offset67

with significantly better mixing properties with larger moves across the posterior space. We note68

that by definition of HMC, it is only applicable to continuous-valued parameters, so that discrete69

parameters need to be marginalised out within the posterior distribution.70

There is typically a trade-off between the efficient exploration of the posterior distribution for a71

given MCMC updating algorithm and the associated computational cost. MCMC efficiency comprises72

computational efficiency (how fast a computer can execute the steps) and algorithm efficiency (how73

well the MCMC mixes, or moves around the posterior). To account for both of these factors, a74

combined measure of MCMC efficiency for each parameter that is often used is the “effective sample75

size” per sec (ESS/s). The effective sample size essentially corresponds to the equivalent number of76

independent samples of a given parameter (thus accounting for the auto-correlation in the simulated77

values). A slow-mixing but fast-computing algorithm may generate effectively independent samples78

faster than a fast-mixing but slow-computing algorithm, or vice-versa. MCMC efficiency can be79

combined across parameters into a single performance metric either using multivariate ESS (Vats80

et al., 2019) or by looking at the worst-mixing parameter (lowest ESS) on the rationale that all81

parameters must be well sampled to rely on results.82

B Laplace method83

The Laplace method is an analytical approach to evaluating integrals where the integrand is approx-84

imated by a Gaussian kernel where the kernel results from a second order Taylor expansion about a85

critical point of the function, typically a maximum. A non-rigorous demonstration of the basic idea86

for the simplest case is the following. Let f(y) be a twice continuously differentiable, positive valued87

function (on the real line) with a unique maximum at the point yo, thus f ′(yo)=0. The objective is88
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to evaluate the following integral:89

I =

∫ ∞
−∞

f(y)dy =

∫ ∞
−∞

eg(y)dy90

91

where g(y)=ln(f(y)). Because the log transformation is monotonic yo is the unique maximum for92

g(y) and g′(yo)=0. The function g(y) is approximated by a second order Taylor expansion of g(y)93

evaluated at yo:94

g(y) ≈ g(yo) + g′(y)yo(y − yo) +
1

2
g
′′
(y)yo(y − yo)2 = g(yo)− 1

2
|g
′′
(y)yo |(y − yo)295

96

where the equality follows from g′(yo)=0 and because g(yo) is a maximum, g′′(yo) < 0. Then the97

integral can be approximated by:98

I =

∫ ∞
−∞

f(y)dy =

∫ ∞
−∞

eg(y)dy ≈
∫ ∞
−∞

f(yo)e
−
[

1
2

(y−yo)2

|g′′ (yo)|

]
dy = f(yo)

2π

|g′′(yo)|−1
99

100

In the case of vector valued integrands, y = [y1, . . . , yq]
T

101

I =

∫ ∞
−∞

f(y)dy ≈ f(yo) (2π)
q
2

∣∣∣H−1yo

∣∣∣ 12102

103

where yo maximizes f(y) and H is the Hessian of g(y).104

C Monte Carlo integration105

Monte Carlo integration approximates an integral via simulation, and in the case shown below is106

approximating the expected value of some random variable. Suppose we wish to calculate the E[X]107

where X is a random variable with probability density function fX(x):108

E[X] =

∫
xfX(x)dx.109

110

Generate a random sample of N values from fX(x) and denote the values xi, i=1,. . .,N , so-called111

“particles”. An unbiased estimate of E[X] is112

Ê[X] =
1

N

N∑
i=1

xi.

That this is unbiased can be seen by taking the expected value of Ê[X]: E[Ê[X]] = E[X].113
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Importance sampling. Importance sampling is a special case of Monte Carlo sampling where114

samples are generated from an alternative distribution, h(x), which is called an importance sampler115

(or sometimes a proposal density) and the estimate of the expected value is calculated using a weighted116

average of the sample values (Elvira et al., 2020). For example,117

Ê[X] =
1

N

N∑
i=1

xi
f(xi)

h(xi)

Again, that this is unbiased can be seen by taking the expectation, E[Ê[X]] : Eh
[
x f(x)h(x)

]
=
∫
x f(x)h(x)h(x)dx118

=
∫
xf(x)dx = E[X]. One condition on the importance sampler is that its support includes the sup-119

port of fX(x), meaning any value that f can produce can be produced by h.120

When fX(x) equals constant times r(x). Often the pdf fX(x) can be written as the product of121

some constant, say 1/c, and a non-negative function of x, r(x): fX(x) = (1/c)r(x). This is the case for122

Bayesian inference where the posterior is the product of the prior and the observed data likelihood123

divided by the marginal likelihood. Importance sampling can be used to calculate an expectation124

without calculating the constant. Generating N particles from hX(x), and compute the alternative125

estimator126

Ê[X] =

∑N
i=1 xi

r(xi)
h(xi)∑N

i=1
r(xi)
h(xi)

.127

128

This is called the self-normalized importance sampling estimator. The numerator when multiplied by129

1/N will converge to
∫
xr(x)dx and the denominator when multiplied by 1/N will converge to c. By130

Slutsky’s theorem the ratio converges to
∫
x(1/c)r(x)dx =

∫
xfX(s)dx = E[X].131

Estimating an SSM likelihood. A specific application is calculating the likelihood for a SSM132

where that likelihood can be viewed as the expected value of the observation model conditional on133

the states:134

m(y1:T ) =

∫
p(y1:T ,α0:T )dα0:T135

=

∫
f(y1:T |α1:T )g(α0:T )dα0:T136

= Eg[f(y1:T |α1:T )].137
138
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One generates an independent sample of N realizations of α0:T and estimates the above expectation:139

m̂(y1:T ) =
1

N

N∑
i=1

f(y1:T |αi1:T ).140

141

However, this approach of simulating the particles simply from the system process is inefficient and142

suffers from very poor precision such that in most circumstances cannot be applied in this format.143

The particle filters described in Section 3.2.3 use the recursive formulation of the likelihood for a144

more efficient implementation of Monte Carlo integration to SSMs. The APF, which uses importance145

sampling, also improves the efficiency. More details about the estimation of the SSM likelihood146

with particle filters can be found in, for example, Pitt and Shephard (1999); Martino et al. (2017);147

Branchini and Elvira (2021).148

D Recursive filtering algorithm149

The recursive algorithm presented here and in Appendix E yields conditional distributions for the150

states as well as the marginal distribution for the observations. We will ignore the parameters θ,151

treating them as known values, while keeping in mind that the resulting distributions are conditional152

on a specific θ. Further, as the focus of this paper is on inference for θ, the marginal distribution153

for y1:T is the output of primary interest. A similar exposition of these algorithms can be found in154

Kunsch (2001).155

Filtering and smoothing. Conditional distributions for the states can be characterised as filtered156

or smoothed. Filtered distributions for the state αt are conditional on observations up to time t,157

namely, p(αt|y1:t), while smoothed distributions for αt are conditional on all available observations158

up to a time point T where T ≥ t, namely, p(αt|y1:T ). When considering all the states up to time159

T , the smoothed joint distribution is then p(α1:T |y1:T ). Smoothed distributions naturally have less160

variation than filtered distributions.161

Filtering: PMU. In what follows notation for continuous valued state and observation random162

variables will be used, i.e., with probability density functions (pdfs) and integration, but discrete163

values with probability mass functions and summation could be substituted throughout.164

The filtering recursion consists of three steps, one-step ahead prediction (P), marginalisation (M),165

and updating (U). Prediction is calculating p(αt|y1:t−1), the pdf for αt conditional on observations166
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up to time t − 1. Marginalisation is calculating m(yt|y1:t−1), the pdf for the observations up to167

time t. Updating, also known as filtering, is calculating p(αt|y1:t), the pdf for αt conditional on all168

observations up to time t.169

The PMU calculations at time t:170

Predict (P) : p(αt|y1:t−1) =

∫
g(αt|αt−1)u(αt−1|y1:t−1)dαt−1 (1)171

Marginalise (M) : m(yt|y1:t−1) =

∫
f(yt|αt)p(αt|y1:t−1)dαt (2)172

Update (U) : u(αt|y1:t) =
f(yt|αt)p(αt|y1:t−1)

m(yt|y1:t−1)
(3)173

174

The colouring is green for prediction, orange for marginalisation, red for update, and blue for evalua-175

tion of the state or observation pdfs. To initiate PMU at t=0, the predict and marginalisation steps176

do not involve the observations (as there is no y0 value):177

Predict (P): p(α1|y0) =

∫
g(α1|α0)g(α0)dα0178

Marginalise (M): m(y1|y0) = f(y1|α1)p(α1|y0)dα1179

Update (U): u(α1|y1) =
f(y1|α1)p(α1|y0)

m(y1|y0)
180

181

Derivation of the PMU algorithm. Before detailing the justification for each step, there are two182

things to note. First, the marginal distribution for the observations can be written as the product of183

a sequence of conditional distributions, namely184

m(y1:T ) = m(y1)

T∏
t=2

m(yt|y1:t−1). (4)185

186

Second, the conditional independence structure of SSMs is central to the derivation, specifically, (a)187

the first order Markov property of the process model and (b) the independence of observation yt given188

αt of other previous states and observations, which we label observation conditional independence.189
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The derivations for the PMU recursions are as follows.190

Predict (P): p(αt|y1:t−1) =

∫
p(αt,αt−1|y1:t−1)dαt−1191

=

∫
p(αt|αt−1,y1:t−1)u(αt−1|y1:t−1)dαt−1192

=

∫
g(αt|αt−1)p(αt−1|y1:t−1)dαt−1193

Marginalise (M): m(yt|y1:t−1) =

∫
p(yt,αt|y1:t−1)dαt194

=

∫
p(yt|αt,y1:t−1)p(αt|y1:t−1)dαt195

=

∫
f(yt|αt)p(αt|y1:t−1)dαt196

Update (U): u(αt|y1:t) =
p(αt,y1:t)

m(y1:t)
197

=
p(yt|αt,y1:t−1)p(αt,y1:t−1)

m(y1:t)
198

=
f(yt|αt)p(αt|y1:t−1)m(y1:t−1)

m(yt|y1:t−1)m(y1:t−1)
199

=
f(yt|αt)p(αt|y1:t−1)

m(yt|y1:t−1)
200

201

Application of the PMU algorithm. While the Marginalise step yields the conditional density202

value for a specific observation yt, the Predict and Update steps yield conditional density values for203

an arbitrary value of αt value. Thus in principle one could select a sequence of values of αt, and204

plug them into Equations (1) and (3) to yield the densities evaluated at each value. In the case of205

LG-SSMs, the prediction and update densities are Gaussian and the Kalman filter algorithm yields206

the essential mean vectors and covariance matrices.207

In general for a nonlinear, and/or non-Gaussian SSM, evaluation of p(αt|y1:t−1) and m(yt|y1:t−1)208

both require integration (or summation) over the space of αt−1 and αt values, respectively. Exactly209

how these integrations are done is what distinguishes different implementations. Kitagawa (1987) and210

de Valpine and Hastings (2002) present numerical quadrature methods to approximate the integrals211

whereby the spaces of αt−1 and αt are subdivided into discrete pieces. However, the feasibility of212

quadrature diminishes rapidly as the dimension of αt increases. Monte Carlo integration methods213

(Appendix C) provide more feasible solutions for higher dimensions and can be used to both evaluate214

these integrals as well as to provide samples from the prediction and update distributions. Appendix215

F discusses Monte Carlo integration via particle filters, including the bootstrap filter, and describes216

the linkage between the PMU steps shown above and the bootstrap filter. A tutorial on filtering217

algorithms is provided by Doucet and Johansen (2009).218
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E Recursive smoothing algorithm219

The recursive algorithm below yields the conditional density for the time series of states α1:t given all220

observations y1:t for an arbitrary sequence of values of α1:t. This is a more cumbersome procedure221

than the PMU step in that the length of the time series grows. Below, we describe the two-steps222

procedure to obtain the joint pdf u(α1:t|y1:t) := p(α1:t|y1:t) recursively from u(α1:t−1|y1:t−1). At223

iteration t there are two steps, a predict step and an update step.224

1. Predict (P):225

p(α1:t|y1:t−1) = u(α1:t−1|y1:t−1)g(αt|αt−1) (5)226
227

2. Update (U):228

u(α1:t|y1:t) =
p(α1:t,y1:t)

m(y1:t)
229

=
g(yt|α1:t,y1:t−1)p(α1:t,y1:t−1)

m(y1:t)
230

=
g(yt|αt)p(α1:t|y1:t−1)m(y1:t−1)

m(yt|y1:t−1)m(y1:t−1)
231

=
p(α1:t|y1:t−1)g(yt|αt)

m(yt|y1:t−1)
(6)232

233

The marginal likelihood in Equation (6) will have been made available from the PMU process (Equa-234

tion (2)). Note that no integration is required for either step. One limitation of this approach is235

that the dimension keeps growing as t is increased. Moreover, very often the interest is in obtaining236

the marginal smoothing distributions p(αt|y1:T ). It is possible to obtain the sequence of (marginal)237

smoothing distributions recursively and in a backwards manner, departing from the sequence of fil-238

tering distributions p(αt|y1:t), with t = 1, ..., T . In the case of the LG-SSM, the exact smoothing239

distributions are obtained with the backward algorithm called Rauch-Tung-Striebel (RTS), which is240

related to the Kalman filter. See Briers et al. (2010) for more details.241

F PF implementation and the PMU algorithm242

Particle Filtering (PF) methods, which include sequential importance sampling (SIS), bootstrap fil-243

tering (BF; Gordon et al. (1993)), and auxiliary particle filtering (APF, Pitt and Shephard (1999)),244

are Monte Carlo solutions to the filtering recursions described in Appendix D. Doucet and Johansen245
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(2009) provides a detailed tutorial on PFs, while Godsill (2019) is a more recent and concise high-level246

overview.247

We describe a general PF algorithm below, which provides (filtered) samples of α0:T , but our248

primary interest is on inference for θ. That PFs can yield Monte Carlo estimates of the likelihood,249

L(y1:T |θ), is most relevant. This likelihood can then be used to calculate the maximum likelihood250

estimate for classical inference, or as part of the posterior distribution. The general PF algorithm251

relies on the recursive formulation of the likelihood, which can be extended to be of the form,252

L(y1:T |θ) =

T∏
t=1

∫
f(yt|θ,αt)g(αt|αt−1,θ)h(αt−1|y1:t−1,θ)dαtdαt−1, (7)253

254

where h(αt|θ,y1:t−1) denotes the “filtering” distribution of the latent states at time t. For time t = 1,255

h(αt−1|y1:t−1,θ) ≡ g(α0|θ).256

For a specific PF, and commonly used, algorithm, we sketch the bootstrap PF (BF) algorithm257

(Gordon et al., 1993). It begins by simulating a (typically large) set of N values from the initial state258

distribution, g(α0|θ), which are denoted α1
0, . . . ,α

N
0 , the particles. At each subsequent iteration, for259

t = 1, . . . , T , the particles are simulated forward, using the underlying state process, g(αt|θ,αt−1).260

Each particle is reweighted (or resampled), where the iterative weight, wt, is equal to the observation261

process at that time, f(yt|θ,αt). Once the process is completed, an approximation of the likelihood262

can be obtained using Monte Carlo integration (see Appendix C and (Martino et al., 2017, Appendix263

A) and Pitt and Shephard (1999)).264

The BF is a special case of importance sampling (Appendix C), where g(αt|θ,αt−1) is the im-265

portance sampler. This choice makes the weight calculations simple, which is one reason for the266

popularity of the BF. Another reason for its popularity is that it allows one to fit SSMs with quite267

complex process models, ones where evaluation of the process distribution may be exceptionally com-268

plicated, as long as one can simulate from them, so-called “plug-and-play” inference (Ionides et al.,269

2015).270

The PMU connection. The connection between the PMU recursion described in Appendix F and271

the bootstrap filter is made explicit below for times t=1 and t=2. The explanation for predict and272

update steps includes both approximating the densities with probability mass functions, “discretised”273

densities, as well as generating samples from the respective distributions. Note that the bootstrap filter274

is not typically used to generate samples from the conditional prediction distribution, p(αt|y1:t−1),275

and in fact typically uses a step that combines prediction and updating (Doucet and Johansen, 2009,276
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Eq. (9)). An alternative derivation of the BPF from the multiple importance sampling perspective277

can be found in Elvira et al. (2019).278

P at t=1. The predictive density, p(α1|y0), with y0 purely symbolic, is trivial; it is simply p(α1), as279

there is no y0 to condition on. At t=1, a sample of N values of α0 are generated from g(α0), αi0,280

i=1,. . .,N . From these αi0, a sample of N predicted values of αi1 are generated from g(α1|αi0).281

M at t=1. Calculate weights wi1 = f(y1|αi1). Then282

m̂(y1) =
1

N

∑
i=1

wi1,283

284

where as N →∞,285

m̂(y1)→
∫
f(y1|α1)g(α1|α0)g(α0)dα1dα0 = m(y1).286

287

U at t=1. Let α∗1 be an arbitrary constant and define the set α∗1,ε = α∗1 − ε
2 ≤ α1 ≤ α∗1 + ε

2 and let288

Ii(α
∗
1,ε) be an indicator function equal to 1 when αi1 ∈ α∗1. A discrete approximation to the updated289

density is,290

P̂r(α∗1,ε|y1) =
1
N

∑M
i=1 I(α∗1,ε)w

i
1

m̂(y1)
,291

292

where as N →∞,293

P̂r(α∗1,ε|y1)→
∫
I(α∗1,ε)p(α1|y1,α0)dα1dα0 = Pr(α∗1,ε|y1).294

295

Define w̃i1 =
wi

1∑M
j=1 w

j
1

, a self-normalised weight. A sample of size N from P̂r(α1 ∗ |y1) is generated by296

sampling (with replacement) the αi1 with probability w̃i1. Denote the resulting values αir1.297

P at t=2. The prediction density p(α2|y1) can be approximated by298

p̂(α2|y1) =
1

N

N∑
i=1

g(α2|αir1).299

300

An approximate sample from p(α2|y1) is generated by sampling from g(α2|α∗r1), i=1,. . .,N .301

M at t=2. Calculate weights wi2 = f(y2|αi2), using the generated αi2 from the previous prediction302
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step. Then303

m̂(y2|y1) =
1

N

∑
i=1

wi2,304

305

which converges to m(y2|y1).306

U at t=2. As for t=1, let α∗2 be an arbitrary constant and define α∗2,ε = α∗2 − ε
2 ≤ α2 ≤ α∗1 + ε

2307

and let Ii(α
∗
2,ε) be an indicator function equal to 1 when αi2 ∈ α∗2. A discrete approximation to the308

updated density is309

P̂r(α∗2,ε|y1:2) =
1
N

∑M
i=1 Ii(α

∗
2,ε)w

i
2

m̂(y1)m̂(y2|y1)
,310

311

which converges to Pr(α∗2,ε|y1:2). Define w̃i2 =
wi

2∑N
j=1 w

j
2

. A sample of size N from P̂r(α2 ∗ |y1:2) is312

generated by sampling (with replacement) the αi2 with probability w̃i2. Denote the resulting values313

αir2.314

Samples from the smoothed densities can be generated by not resampling the generated αit to315

yield αirt, sequentially incrementing the weights, w1:t = w1:t−1wt, and then resampling the entire316

time series of generated values, (α1, . . . ,αt)
i, with probability w̃i =

wi
1:t∑M

j=1 w
j
1:t

. However, the Monte317

Carlo variance will typically be quite high due to sample impoverishment, many of the time series will318

have w̃i values close to zero, and alternative procedures like the forward filtering-backward smoothing319

formula is preferable (Doucet and Johansen, 2009).320

G PMCMC algorithm321

The explanation below is for a specific implementation of a PMCMC algorithm called the Particle322

Marginal Metropolis Hastings (PMMH) algorithm (Andrieu et al., 2010) and is patterned after the323

description in Kantas et al. (2015).324

An ideal M-H proposal. Ideally, to produce a sample from the posterior for θ, p(θ|y1:T ), using325

MCMC, one would be able to evaluate the following product π(θ)L(y1:T |θ), the main point being326

that α0:T is absent.Then one generates candidate values θ′ from q(θ′|θ) and evaluates the Metropolis-327

Hastings fraction (MHf) directly:328

MHf =
π(θ′)L(y1:T |θ

′)

π(θ)L(y1:T |θ)
· q(θ|θ

′)

q(θ′|θ)
. (8)329

330
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A specific “ideal” proposal which leads to this ideal fraction is the following:331

q(θ′,α′0:T |θ,α0:T ) = q(θ′|θ)p(α′0:T |θ
′,y1:T ), (9)332

333

where θ′ is generated first, and then α′0:T is generated conditional of θ′. The following shows that334

the generic MHf with the proposal choice of Eq. (9) leads to the MHf of Eq. (8).335

MHf =
π(θ′,α′0:T )L(y1:T |θ

′,α′0:T )

π(θ,α0:T )L(y1:T |θ,α0:T )
· q(θ|θ

′)p(α0:T |θ,y1:T )

q(θ′|θ)p(α′0:T |θ
′,y1:T )

336

=
π(θ′)

π(θ)
· g(α′0:T |θ

′)

g(α0:T |θ)
· L(y1:T |θ

′,α′0:T )

L(y1:T |θ,α0:T )
· q(θ|θ

′)

q(θ′|θ)
· p(α0:T |θ,y1:T )

p(α′0:T |θ
′,y1:T )

337

=
π(θ′)

π(θ)
· p(α

′
0:T ,y1:T |θ

′)

p(α0:T ,y1:T |θ)
· q(θ|θ

′)

q(θ′|θ)
· p(α0:T |θ,y1:T )

p(α′0:T |θ
′,y1:T )

338

=
π(θ′)

π(θ)
· p(α

′
0:T |θ

′,y1:T )

p(α0:T |θ,y1:T )
· L(y1:T |θ′)
L(y1:T |θ)

· q(θ|θ
′)

q(θ′|θ)
· p(α0:T |θ,y1:T )

p(α′0:T |θ
′,y1:T )

339

=
π(θ′)L(y1:T |θ′)
π(θ)L(y1:T |θ)

· q(θ|θ
′)

q(θ′|θ)
.340

341

Approximating the ideal proposal. Two difficulties with the ideal setting are (a) the probability342

distribution for the data, L(y1:T |θ), cannot be evaluated analytically, and (b) a sample cannot be343

directly generated from p(α′0:T |θ
′,y1:T ). Particle filters are used to address both difficulties.344

1. For the current value of θ, a particle filter is used to produce an estimate of the marginal345

likelihood, L̂(y1:T |θ) (Equation (7)).346

2. A proposed value for θ′ is generated from q(θ′|θ).347

3. Given θ′, a particle filter is used to produce an estimate of the marginal likelihood for θ′,348

L̂(y1:T |θ
′), and an estimate of the smoothed distribution, p̂(α0:T |y1:T ,θ

′), along with samples349

of α0:T .350

4. A (single) proposed value for the state vector, α′0:T is produced by randomly selecting one of351

the M particles (generated in step 3) according to self-normalised weights w̃i1:T , i=1,. . .,M .352

The approximate Metropolis-Hastings fraction is then calculated:353

M̂Hf =
π(θ′)L̂(y1:T |θ′)
π(θ)L̂(y1:T |θ)

· q(θ|θ
′)

q(θ′|θ)
. (10)354

355

and the proposed vector (θ′,α′0:T ) is accepted with probability min(1,M̂Hf).356
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H SMC2 algorithm357

We sketch the basic idea of the SMC2 algorithm here, and refer the interested reader to Chopin et al.358

(2013).359

To begin, ignoring the complication of latent states, consider the posterior distribution for θ based360

on the y1:T , which by Bayes theorem is simply361

p(θ|y1:T ) =
π(θ)L(y1:T |θ)

m(y1:T )
.362

363

Given a sample of size Nθ from the prior π(θ), θi, i=1,. . .,Nθ, a finite approximation to the posterior364

is the collection of simulated θ and self-normalised weights, (θm, w̃m), m=1,. . .,Nθ, namely365

P̂r(θ∗) =

Nθ∑
m=1

Im(θ∗)w̃m,366

367

where θ∗ is small region around θ, e.g., in a one dimensional case, θ∗ = (θ∗ − ε) ≤ θ ≤ (θ∗ + ε),368

where ε is a small arbitrary positive number; Im(θ∗) is an indicator function for simulated θm being369

in that region, and370

w̃m =
wm∑Nθ
j=1 w

j
, where371

wm = L(y1:T |θ
m).372

373

However, because direct evaluation of L(y1:T |θ
m) is typically impractical, for each θm, SMC2 gener-374

ates a particle filter of size Nα, e.g., auxiliary particle filtering, to produce estimates of L(y1:T |θ
m).375

The joint distribution for the observations is constructed recursively, at time t, L(yt|y1:t−1,θ
i) is376

estimated, and L(y1:T |θ) = L(y1|θ)
∏T
t=2 L(yt|y1:t−1,θ) (see Appendix F).377

A visual display of the computational effort is the following.378

1 2 . . . Nα

1 (α1,1
1:T |y1:T ,θ

1) (α1,2
1:T |y1:T ,θ

1) . . . (α1,Nα
1:T |y1:T ,θ

1)

2 (α2,1
1:T |y1:T ,θ

2) (α2,2
1:T |y1:T ,θ

2) . . . (α2,Nα
1:T |y1:T ,θ

2)

...

Nθ (α
Nθ,1

1:T |y1:T ,θ
Nθ ) (α

Nθ,2

1:T |y1:T ,θ
Nθ ) . . . (α

Nθ ,Nα
1:T |y1:T ,θ

Nθ ).

379

The above representation of the joint sampling of parameters and states is overly simplistic,380
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however, due to the replenishing of θ values when a threshold of a measure of sample impoverishment381

(a “degeneracy” measure such as effective sample size) is crossed. Once that threshold is crossed,382

new values of θ are generated using an MCMC rejuvenation step and Chopin et al. (2013) describe383

a PMMH implementation.384
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