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Abstract

Since the release of the MIMIC-III dataset there have been numerous attempts at automating ICD-9 cod-
ing through artificial neural networks. The problem, cast as a large-scale multi-label classification, is
generally evaluated with standard precision, recall, and F1 measures without regard for the rich onto-
logical structure. In this work we argue for hierarchical evaluation of the predictions of these models,
propose a set of metrics for such evaluation. We describe a structural issue in the representation of the
hierarchy in prior art and propose an alternative representation based on the levels of the ontology. We
also propose further avenues of research involving the proposed ontological representation.

Introduction

Coding of medical documents is important for the purposes of statistics, comparison among
medical institutions, billing for insurance, cohort building, or patient screening (e.g., for the
purpose of assignment to vulnerable groups in the context of the COVID-19 pandemic1). The
task of assigning codes to medical documents is completed by specially trained coders. Labelling
is a lengthy, laborious, and error-prone, and hence expensive process. Furthermore, there are
discrepancies between coding performance among different coders. It is, therefore, desirable to
automate (or at least semi-automate) this process.

Since the release of the MIMIC-III dataset [1] (weakly labelled with the ICD-9 ontology2)
there have been several attempts at training neural models for automated coding of medical doc-
uments [2, 3, 4, 5, 6]. ICD-9 is a tree-structured ontology of medical conditions and procedures.
The documents in MIMIC-III are labelled with multiple ICD-9 codes representing the leaves of
the tree structure.

While some prior art has made use of ontological structure [3, 4, 7], the task has mostly been
treated as a flat prediction of the assigned leaves. This is reflected in the evaluation metrics that

1https://digital.nhs.uk/coronavirus/shielded-patient-list/methodology/
background

2https://www.cdc.gov/nchs/icd/icd9cm.htm
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are used across previous work – precision, recall and F1 score on flat predictions. These metrics
applied to flat vectors disregard the rich ontological structure. [7] are a notable exception – they
fine-tune a BERT [8] model, such that different layers within the model learn to represent the
different levels of the ICD-9 tree. They provide performance statistics for each of these layers.

The aim of this study is to review the use of ontological structure within the prior art of
automated ICD-9 coding, point out issues present in prior approaches, describe methods more
suited for addressing the structured label space including a metric, and propose further avenues
of research utilising ontologies. This study is a part of an ongoing PhD research into improving
the performance in coding medical documents through further use of ontological knowledge.

Background

Within a structured label space some labels are inherently closer to one another than to others -
e.g., in ICD-9 425.0 Endomyocardial fibrosis is closer to 425.3 Endocardial fibroelastosis than to
305.1 Tobacco use disorder. Flat prediction and standard precision/recall/F1 score (from hereon
referred to as standard metrics) treat all mispredictions equally – e.g., having 425.0 be mispre-
dicted as 425.3 is penalised the same way as mispredicting 305.1. This phenomenon has been
addressed in information extraction (IE) by [9] through the use of distance metrics. The IE set-
ting assumes strong labels, which allow for direct comparison between individual predicted and
true labels assigned to a span. The task of document classification uses weak labels and the label
comparison is performed on vectors, hence the IE approach is not directly usable. [10] address
hierarchical label spaces in document classification with set-based measures. The gold standard
and prediction vectors are extended to include non-leaf nodes within the ontology and augmented
according to the ontological structure, and the true-path rule – if a node’s truth value is positive,
so is the truth value of all its ancestors.

Let X = {xi|1, ...,M} and let Y = {yi|1, ..., N} represent the set of predicted and true
codes for a certain document respectively. Assume we have access to an augmentation function
Anj(x) which returns the ancestors of x up to the jth order.

Let Xaug = X ∪ {Anj(xi)|1, ...,M} and let Y aug = Y ∪ {Anj(yi)|1, ..., N} represent
the set of predicted and gold ancestor codes for X and Y respectively. Standard metrics can
then be applied to the Xaug and Y aug sets. A correct assignment on the leaf level results in
correct assignment of ancestors. In the case of incorrect assignments on the leaf level, the closer
a mismatched leaf is to the gold standard leaf within the ontology, the more matches will occur
across the levels of the hierarchy.

On the leaf level each code appears at most once per document. Duplicates can occur when
Anj(x) produces the same ancestor for multiple codes. AsXaug is a set, duplicates are removed.
Hence, the set approach captures whether an ancestor is present, but not how many children of it
were predicted. This results in loss of information regarding over/under predictions of classes on
the ancestral level. For this reason we propose using a metric that retains the descendant counts
for these ancestor codes.

To correctly define the augmentation function we need to ensure our representation of the
hierarchy fits the setting. Previous work involving the ICD-9 hierarchy [3, 4, 5] represents it
through the relation of direct ancestry considering parents and grandparents of the leaf nodes.
As the ICD-9 has leaves at different depths, this representation results in structural issues, such
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Figure 1: Representations of the ICD-9 hierarchy. Previously used representation through an-
cestor relations – “Parent” edges in black, “Grandparent” edges in yellow. Proposed level-based
representation with the lowest-level boundary in blue and second lowest in red. Note the parent-
grandparent inconsistency of the representation though ancestry in the middle level that arises
through leaves appearing at different depths making it unsuitable for hierarchical evaluation.
Representation through levels addresses this structural issue.

as one code being both in the position of a parent and a grandparent for different leaves. For
instance, code 364 has a parent relation to the leaf 364.3 and grandparent to leaf 364.11 (Figure
1). This poses an issue to aggregation and evaluation. We aim to address this issue via produc-
ing a representation of the hierarchy through the levels of the ICD-9 ontology with each level
representing all the nodes at a certain depth in the tree structure (Figure 1).

Method

Augmentation

To implement level-based augmentation, we first define the first three layers of the hierarchy. An
ICD-9 code consists of a “category” (part of the code appearing prior to the decimal point) and
“etiology” (appearing after the decimal point). The etiology can be represented with up to two
digits. We define the basic levels of the hierarchy (encapsulating all the labels in MIMIC-III) as
follows: codes with double digit etiology; codes of single digit etiology; codes described only
with “category” (no etiology). Augmentation can be performed up to a higher user-defined level
within the hierarchy by adding further layers representing chapters within the ontology.

The originally flat predicted and true labels are divided into their respective layers in the
hierarchy. If a code appears in a level that is not the maximum level set by the user, the truth
value of the code is propagated to its direct ancestor through augmentation. The propagation can
be interpreted either as a truth value (binary) or the number of child codes present (non-binary).
The binary interpretation of the propagation results in the ancestor holding the truth value of the
logical OR operation on its children. This mimics the set-based approaches described by [10].
The non-binary interpretation sets the value of the ancestor to be the sum of the values of its
children. Through retaining the numeric information, the non-binary interpretation allows us to
track over- or under-prediction within a family of codes.
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Hierarchical Evaluation

To produce hierarchical precision, recall, and F1 up to a certain level within the hierarchy, the
vectors from each layer are combined for the predictions and true labels respectively. In the case
of binary interpretation, standard metrics can be directly applied to the augmented vectors.

Since the notions of true positive (TP ), false negative (FN ), and false positive (FP ) needed
for calculation of precision, recall, and F1 are defined as binary, to produce the non-binary in-
terpretation of the hierarchical measures, we need to use a non-binary version of TP , FP , and
FN . When comparing the number of predictions and true labels mapped to an ancestor:

TPc,d = min(xc,d, yc,d); FPc,d = max(xc,d − yc,d, 0); FNc,d = max(0, yc,d − xc,d).
Where c represents a particular (ancestor) label, d a specific discharge summary, xc,d and yc,d
is the number of predicted and true (descendant) codes of c in d. The functions min and max
return the minimum and maximum of two real numbers respectively. FP and FN represent
overprediction and underprediction of codes mapping to an ancestor respectively. Suppose 3
descendants of code 364 (e.g., 364.11, 364.21, and 364.3) are predicted and only 2 descendants
of 364 are true for document δ (e.g., 364.11, and 364.24), then TP364,δ = 2 (mismatches between
exact codes are acceptable, as long as they belong to the same ancestor 364), FP364,δ = 1
(overprediction), and FN364,δ = 0. Note that if xc,d and yc,d are binary, these calculations are
equivalent to standard TP , FP , FN .

Conclusion

We have proposed the use of hierarchical evaluation measures in the document classification task
of automated ICD coding - although they can be extended to other structured label-spaces. Unlike
the approaches in prior art that penalise all mispredictions equally, the proposed hierarchical
evaluation measures adjust the penalty based on the performance on the ancestral levels. We have
described a means to represent the hierarchy according to levels within the ontology. Finally we
have proposed the use of non-binary evaluation which preserves data on both over and under-
prediction, as opposed to the binary (set-based) approaches.

Future Work

We intend to use the proposed hierarchical evaluation metrics alongside the flat metrics from
prior art in our future experiments, particularly in the ones incorporating ontological structure
within the model. Code for the proposed metrics along with the level-based representation of
the ontology will be made public. Finally, it would be interesting to incorporate the level-based
representation of the ontology in prior art, which used the direct ancestry representation instead.
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