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A Stochastic Programming Approach for an
Enhanced Performance of a Multi-committees

Byzantine Fault Tolerant Algorithm

Yifei Xie1, Btissam Er-Rahmadi2, Xiao Chen1, Tiejun Ma1, and Jane Hillston1

1 School of Informatics, The University of Edinburgh,
2 Huawei Edinburgh Research Centre

Abstract. Byzantine fault-tolerance (BFT) algorithms enhance trust-
worthiness of distributed systems by guaranteeing their resilience to
Byzantine faults. Traditional BFT algorithms suffer from scalability is-
sues, resulting in performance bottlenecks (e.g., low throughputs) in
large-scale distributed systems. Moreover, distributed systems are gen-
erally deployed on geographically and/or logically distributed networks,
which aggravates the performance-scalability issue. To tackle this chal-
lenge, existing works have proposed a number of new BFT algorithms
(e.g., HotStuff, FastBFT). However, limited work has explored parallel
BFT based on a partitioned set of connected subgroups. This is challeng-
ing due to 1) heterogeneous communications delays between different,
potentially geographically distributed, peers, and 2) peers may have a
random crash and/or Byzantine failures, which contribute to the failure
of the BFT consensus. To address these issues, we propose a stochastic
programming (SP) model to maximise the throughput, while consider-
ing communications delays and failure behaviors as constraints. The SP
model solution provides the optimal multi-committee organisation. Eval-
uation results show 24% throughput enhancement with the SP model.

Keywords: Stochastic Programming · Byzantine Fault Tolerant Algo-
rithm · Parallel Consensus.

1 Introduction

Blockchain is a technology that allows a group of peers to save the same records
in a distributed ledger. Such a decentralised architecture releases the network
peers from dependence on a trusted third party. However to perform their in-
tended operations participating peers need to reach agreements. Consequently,
reaching consensus becomes a critical problem, especially in Byzantine fault con-
ditions. Moreover, scalability becomes the main bottleneck of classical consensus
algorithms like the practical Byzantine Fault Tolerance (PBFT) [1] algorithm,
as they only support small peer sets (usually no more than 20). Small-scale peer
networks do not meet the requirement of the current commercial blockchain ap-
plications. Thus, to address the scalability issue, researchers proposed a multi-
committee-based consensus mechanism (e.g., Elastico [2]) to partition the large-
scale peers set into several parallel consensus committees. However, most of these
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multi-committee solutions take a naive approach to peer set partitioning. They
generally initialise the multi-committee peers set randomly without considering
any optimization of the committee organization.

In this paper, we focus on finding an optimal partitioning scheme for a pre-
viously proposed multi-committee BFT algorithm, ParBFT [3], respecting that
crucial algorithm parameters (e.g., network delay, failure behavior) are uncertain.
Thus, our research explores the most performance optimal partitioning scheme
by building a stochastic programming (SP) optimisation model. The SP model
aims to maximise the transaction throughput, which allows us to optimally solve
the number of committees and allocation of peers within the formed commit-
tees. The remainder of the paper is organized as follows: Section 2 describes the
assumptions and the model. In Section 3 we present the performance evaluation
results on the testbed. Section 4 concludes the work.

2 Stochastic Model

2.1 System Assumption

We consider a distributed system made up of geographically/logically distributed
peers. Specifically, we seek to model the uncertainties of communications and
failure behaviors in a previously proposed multi-committee BFT: ParBFT [3].
ParBFT achieves a parallel consensus via multi-committee scheme, and it in-
cludes three basic phases: pre-prepare, prepare and commit. In pre-prepare, each
leader sends a message to the followers in its committee; follower peers then ver-
ify messages and reply to the leader peer in prepare; finally, leader peers send a
message to the verification committee in commit. In the ParBFT algorithm, the
peer set consists of 1) a verification committee which has at least one verification
peer (verifier), and 2) multiple consensus committees, each of which consists of a
leader peer (leader) and several follower peers (followers). We consider that the
set of leaders and followers forms a set of N peers, denoted as N . We assume that
any two peers i and j are connected to each other via two unidirectional com-
munication links (i, j) and (j, i). As peers in N are geographically distributed,
their communications are subject to network condition changes, which leads to
variable peer-to-peer (P2P) message delays. These delays substantially impact
the BFT algorithm performance in terms of transaction throughput and latency
as consensus messages may reach their destination peers later than expected.

We also consider that N peers are exposed to two types of failures: Crash and
Byzantine failures. Crash failure happens when a peer stops working and does
not resume. A Byzantine failure happens when a peer produces arbitrary, con-
tradictory or conflicting responses at arbitrary times, with or without malicious
intentions. The peers’ failure behaviors considerably affect the BFT algorithm
performance as allocating peers more prone to failures within the same commit-
tees will result in the failure of the consensus in these committees, and hence
on the failure of the overall consensus. We use a failure detector (for e.g., [4,
5]) to detect Crash failures. We record participating peers in previously failed
consensus as Byzantine failures. The security of ParBFT is guaranteed by its
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Byzantine fault tolerant feature, which means each committee can tolerate no
more than one third of faulty peers. In our model, for security reasons, each
committee must be able to tolerate a certain number of Byzantine faulty peers
[1]. We denote the number of faulty peers that can be tolerated in each com-
mittee as fmin. That is, for each committee, the system still works even if each
committee has fmin Byzantine faulty peers. This requires us to ensure that the
number of peers in each committee is guaranteed to be at least 3fmin + 1. In
stochastic programming, there is the notion of “scenario”, which represents the
possible value of a random parameter. Hence, a “scenarios space” (or scenarios
set) represents all possible values of a random parameter. We denote the net-
work delay from j to i in scenario ω as dij(ω) ∈ RN×N , ∀i, j ∈ N . We define
the failure rate of a peer i as the ratio of its failures over an observation time,
denoted as fi(ω) under scenario ω, We also introduce bi(ω) to represent the
status of peer i under scenario ω so bi(ω) = 1 if i fails under scenario ω and
bi(ω) = 0 otherwise. We denote the total number of faulty peers under scenario
ω as B(ω), where B(ω) =

∑N
i=1 bi(ω). In terms of consensus communication, we

denote the available bandwidth at the verification committee as Kbw, and the
required bandwidth by each consensus committee i as qbwi .

2.2 Decision Variables and objective function

To obtain an optimal configuration, we need to decide: the number of commit-
tees, the selection of leaders and the allocation of followers (remaining peers)
to formed committees. Let p be an integer decision variable that represents the
number of consensus committees (also the number of leaders). Let xij be a binary
decision variable such that xij = 1 if i is the leader of j and xij = 0 otherwise,
∀i, j ∈ N , i ̸= j. For i = j, xii = 1 means i is selected as a leader of one of the
formed committees and xii = 0 implies it is a follower.

The transaction throughput is a key metric to evaluate the performance of
a consensus algorithm, and is defined as the number of successful transactions
during an observation time period. Note that a higher transaction throughput
implies that the time spent should be as short as possible for each single trans-
action. Let T (ω) be the time spent on processing a consensus under scenario
ω. Similarly, we denote the time spent on pre-prepare, prepare and commit as
Tp−pre(ω), Tpre(ω) and Tcom(ω), respectively. The time spent in each phase
depends on the communication defined in [3]. Consequently, the consensus time
of one transaction could be represented as:

T (ω) = Tp−pre(ω) + Tpre(ω) + Tcom(ω) (1)

Tp−pre(ω) = max
i,j

(
xij · dij(ω)

)
(2)

Tpre(ω) = max
i,j

(
xij · (dij(ω) + 2dji)(ω)

)
(3)

Tcom(ω) = max
i

(
xii · 2dvi(ω)

)
(4)
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2.3 Performance Constraints

Partitioning of N . Here we introduce the constraints related to the general
formation of the multi-committees. Firstly, each committee should have exactly
one leader. Consequently, the number of committees corresponds to the number
of leaders, which implies:

n∑
i=1

xii = p (5)

Secondly, for each committee, the leader peer establishes links with all the fol-
lower peers to communicate messages; there is no communication between fol-
lower peers. This is expressed by the following constraint:

∀i, j ∈ N : xij ≤ xii (6)

Thirdly, each peer only belongs to one committee. Consequently, a peer j
can either be a follower to exactly one leader in its committee or the leader of
this committee. Thus, we have the following constraint:

∀j ∈ N :

n∑
i=1

xij = 1 (7)

Security and Stability. BFT algorithms require at least 2/3 of the peers to
be honest to reach a consensus. To enhance the stability of the system, we need
to ensure that there are at least 3fmin + 1 peers in each committee

∀i ∈ N :

n∑
j=1

xij + 1 ≥ 3fmin + 1 (8)

Leaders play a critical role in the communications between their respective
followers and between their respective committee and the verification committee.
Consequently, leaders must be the most reliable peers in N and additionally
meet system requirements in terms of reliability. Let F be a system parameter
representing the upper bound of leaders failure rates. This is to prevent less
reliable peers from leading the committees as expressed here:

∀i ∈ N ,∀ω ∈ Ω : xii · fi(ω) ≤ F (9)

Additionally, we need to prevent the grouping of peers susceptible to failures in
the same committees. Thus, it is essential to distribute faulty peers evenly into
committees. This constraint guarantees such a distribution:

∀i ∈ N ,∀ω ∈ Ω :

n∑
j=1

xij · bj(ω) ≤ ⌈B(ω)

p
⌉ (10)
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Committee Number Optimisation Constraint (8) states that the number
of peers in each committee should be no less than 3fmin + 1, which implies that
the number of formed committees p should respect such peer allocation:

1 ≤ p ≤ ⌊ N

3fmin + 1
⌋ (11)

During consensus, committees’ leaders simultaneously communicate with the
verification committee, which consumes its available bandwidth. As a conse-
quence, a high number of formed committees leads to a communication bot-
tleneck in the verification committee communication resources. To avoid such
situations, only peers that collectively respect the verification bandwidth are
allowed to be the committee leaders

p∑
i=1

xii · qbwi ≤ Kbw (12)

3 Performance Evaluation

To evaluate the performance of our proposed SP model, we apply the optimised
committee configuration obtained by solving the SP model to the ParBFT algo-
rithm. First, we apply the optimised committee organisation scheme driven by
the SP model to the ParBFT algorithm and compare it to the non-optimised
ParBFT algorithm that uses a random committee organisation scheme. Second,
we compare with a recent BFT algorithm, FastBFT [6], that is considered one
of the fastest BFT algorithm published recently. Third, we compare the perfor-
mance of our SP model to a deterministic model, standard ParBFT, in which
the parameters are set to constant values. This aims to verify the importance
of adopting random parameters in the SP model. We developed a testbed us-
ing Java and composed of five Microsoft Azure cloud virtual machines (VMs).
Each VM has eight v-CPUs and 32G RAM. We use the same transaction size
and block size as in the Bitcoin system, where transaction size is 250 bytes and
block size is 1 MB. Our settings are similar to FastBFT in [6], which allows a
fair performance comparison. Also, we assume that each committee can tolerate
fmin = 1 faulty peer, and we vary the total number of peers from 40 to 200.

Fig. 1 shows the throughput and latency of our proposed SP model and sev-
eral BFT algorithms with a number of peers varying from 40 to 200, respectively.
Compared to FastBFT, the ParBFT shows a stable throughput improvement
when the number of peers increases as it benefits from the parallel consensus
design. Moreover, the ParBFT achieves 220 % improvements on throughput,
while the FastBFT has a significant decline when the number of peers increases
from 40 to 200. The SP-driven ParBFT algorithm shows the best performance
and can achieve around 20 % throughput improvement compared with standard
ParBFT optimised by deterministic model. When the number of peers increases
to 200, the SP model can improve system throughput up to 24 % (i.e. from 388K
TPS to 480K TPS) compared to the non-optimised ParBFT algorithm. Hence,
the SP model yields effective optimisation on consensus performance.
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Fig. 1: Performance comparison of various BFT algorithms

4 Conclusion

In this paper we presented a stochastic programming model for optimising
the performance of our previously proposed multi-committee BFT algorithm,
ParBFT. The experimental results show that the SP model can improve the
throughput of ParBFT by around 24%. Such an improvement is vital for many
domain applications including blockchain and traditional BFT replica services.
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