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Abstract. Knowledge bases (KBs) are ideal vehicles for tackling many chal-
lenges, such as Query Answering, Root Cause Analysis. Given that the world is
changing over time, previously acquired knowledge can become outdated. Thus,
we need methods to update the knowledge when new information comes and
repair any identified faults in the constructed KBs. However, to the best of our
knowledge, there are few research works in this area. In this paper, we propose
a system called TREAT (Tacit Relation Extraction and Transformation) to auto-
matically construct a probabilistic KB which is continuously self-updating such
that the knowledge remains consistent and up to date.

1 Motivation

Currently, it is common that data-driven machine learning models present one or more
of the following limitations: (1) they can demand a large amount of high-quality train-
ing data [4]; (2) they require a significant amount of computational resources both at
training and prediction time [4]; (3) it can be difficult for humans to interpret the ra-
tionale behind their output [1]. Our idea is to overcome these limitations by involving
knowledge-driven methods. In line with the ambition of the so-called “Third wave of
AI" [7], we envision a solution to use data-driven methods for building and continually
maintaining a KB that can inform a variety of knowledge-driven methods.

A more concrete motivating problem is automated KB construction from a 5G net-
work system’s logs and relevant documentations. Logs contain information on system
architecture and running status, which are good sources for obtaining knowledge. Yet,
considering the logs are weakly structured, vary in different formats, and do not follow
a natural language grammar, we need some novel techniques to acquire knowledge
from them. There have been automated knowledge acquisition techniques by data-
driven methods, e.g. LeKG [11]. However, even state-of-the-art techniques for open
knowledge acquisition are error-prone, due to noise in the data. Thus, we also need to
quantify the uncertainty of the acquired knowledge, and it is necessary to have some
mechanisms for updating the knowledge given newly generated logs, and detecting and
repairing the potential faults within the KB.

To solve the motivating problem above, we proposed an integrated architecture
named TREAT (Tacit Relation Extraction and Transformation) that is presented in
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Section §2. We claim that our research novelty lies in combining the existing technolo-
gies to tackle the knowledge acquisition and updating problem, as well as quantifying
and mitigating the uncertainty within the knowledge.

2 The TREAT System

The TREAT system is designed to use the system logs to automatically construct a self-
updating probabilistic KB for a running network instance. The overall architecture of
the TREAT system is illustrated in Figure 1. The “target network instance” continuously
produces a stream of logs. The TREAT workflow acquires knowledge from the docu-
mentation that forms the initial KB, and from the logs that continuously update the KB.
It also assigns probabilities to the newly obtained knowledge, and updates and revises
the existing knowledge. The knowledge is put in the “PKB” in the diagram, which is a
set of probabilistic triples {p1 :: ϕ1, ..., pn :: ϕn} where each piece of knowledge is a
triple ϕ = (subj, pred, obj) associated with a probability value p indicating the degree
of belief for this piece of knowledge. TREAT’s four phases: acquire, assign, update,
revise together form a never-ending loop so that the “PKB” can keep up-to-date along
with the evolving target network instance. We define the four phases in the following
subsections.

Fig. 1. Architecture and Workflow of the TREAT system

2.1 Knowledge Acquisition

This phase has two main tasks: knowledge extraction, which extracts useful knowledge
from the system logs (and system manual), and knowledge completion, which enriches
the KB based on the existing knowledge.

In the task of knowledge extraction, we developed a combination of text processing
techniques called LeKG[11], which handles knowledge extraction from the documen-
tation of natural language grammar, and logs generated from finite but unknown tem-
plates. The combined techniques involves template matching, Entity Recognition [9],
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Open Relation Extraction [2], and deductive reasoning with logical constraints. Finally,
the output of LeKG is a collection of triples containing knowledge from the documenta-
tion and logs. Afterwards, we performed knowledge completion to expand the extracted
KB.

In the task of knowledge completion, we mainly used a schema-aware iterative com-
pletion (SIC) pipeline recently developed by Wiharja [13]. Within this pipeline, we de-
vised a set of functions that score the correctness of knowledge. During the completion,
we generated candidate knowledge, and used the scoring functions (essentially knowl-
edge graph embedding models [12]) to judge whether a given triple is correct. The
higher the score, the more likely we can believe that the knowledge is correct, and thus
could be put into the KB. However, these scores cannot be interpreted as probabilities,
and they range outside the unit interval [0, 1], but we subsequently leverage these scores
to assign probability values in the next phase.

2.2 Initial Probability Assignment

How could we transform the scores into probabilities? In principle, we can view the
scoring functions S(ϕ) of WP2 as feature extractors [10]. They take raw input data
(i.e., the candidate triples) and produce scores as features of the input data.

Suppose that we have K scoring functions, S1, ..., SK , and set of ground
truth triples (ϕ1, y1), ..., (ϕm, ym), where ϕi is a triple and yi ∈ {0, 1}
is the correctness label of the ith triple, we can make a new dataset
[S1(ϕ1), .., SK(ϕ1), y1], ..., [S1(ϕn), ..., SK(ϕm), ym] where Sk(ϕi) is the score of the
ith triple given by the kth scoring function. In this new dataset, the triples with larger
scores (cosine similarity) are more likely to be labelled 1, and vice versa.

Then, a simple probabilistic classifier P : RK → {0, 1}, such as logistic regression,
can be applied to learn from these extracted features, and output probabilities. We call
this method post-calibration [10], meaning post-processing the output of the original
model to produce well-calibrated probabilities.

2.3 Probability Updating

As explained in §2.1 and §2.2, the “target network instance” continuously produces a
stream of logs, and by the procedures of Knowledge Acquisition and Initial Probability
Assignment, we transform the continuous stream of logs to be a continuous stream of
probabilistic triples. Collecting these probabilistic triples, we obtain a probabilistic KB
PKB = {p1 :: ϕ1, ..., pn :: ϕn}. Yet a running system changes and evolves. To keep our
probabilistic KB update to date, we need to equip it with continuous learning capability
that integrates new information into the existing KB. The task of KB updating is to add
new probabilistic triples p :: ϕ into the KB, or update the probability part p of existing
probabilistic triples.

Before calling the updating procedure, we have an existing PKB, and still, a con-
tinuous stream of probabilistic triples ⟨..., qj :: ϕj , ...⟩ generated from the continuous
log stream. For those newly arrived triples whose propositional part ϕ is not shown in
PKB, we can directly add all these new probabilistic triples into the PKB. Otherwise,
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we can leverage the newly arrived probabilistic triples as new evidence to update the
probabilities of the existing triples.

Updating probabilities is not so straightforward as directly adding a new probabilis-
tic triple, but we have developed a preliminary method based on Jeffery’s Condition-
alisation [6]. The main idea is to regard every probability pi as a random variable ρi
and assume a distribution P (ρi) (conventionally a Beta distribution ρi ∼ Beta(ai, bi)
[5]). Then the updated distribution of the probability value is calculated based on the
following formula

Pnew(ρ) = q ∗ P (ρ|ϕ) + (1− q) ∗ P (ρ|¬ϕ) (1)

where P (ρ|ϕ) and P (ρ|¬ϕ) are the posterior probability calculated by Bayesian Con-
ditionalisation and q is the probability of an observation ϕ being correct. The updated
probability value is the expectation of the updated distribution pnew = E[Pnew(ρ)].

2.4 Knowledge Revision

Apart from updating the probabilities with newly arrived information, an evolving PKB
should also consider potential conflicts introduced to the knowledge, and fix them if
any. In our data model, a piece of probabilistic knowledge (p :: ϕ) consists of the
probability part p and the proposition part ϕ. Most of the literature on probabilistic
knowledge (belief) revision focuses on how to revise the probability part p [14, 3], as
we did in §2.3. In the TREAT project, we not only developed the methods for updating
probability p, but also attempted to figure out methods for modifying the proposition
part ϕ. The TREAT system adopts Li’s ABC [8] to perform revision, because the ABC
provides more operations than just adding/deleting a proposition, but also changing the
language (e.g., modifying predicates) or logical rules.

The ABC uses Datalog as the basic data model. It is convenient to convert triples
into Datalog theories, so ABC perfectly fits our knowledge representation. It detects
faulty knowledge given a Preferred Structure constituted by a set of positive triples and
a set of negative triples such that all positive triples should be entailed by the KB while
all the negative triples should not be entailed. we can place the knowledge extracted
from documentation via templates in the Preferred Structure, or we can ask human
experts to add their knowledge into the preferred structure, which also allows leveraging
the valuable experts’ knowledge (if any). To integrate the ABC in the TREAT system,
a straightforward way is to convert the probabilistic triples into propositional ones by
assigning True to the triples whose probabilities exceed 0.5, and False to the rest.

3 Conclusion

In this article, we investigated how to automatically construct an self-updating prob-
abilistic KB from a continuous log stream. To tackle this problem, we proposed and
implemented a system called TREAT, of which the components include novel methods
like LeKG, ABC, for acquiring knowledge from logs, assigning probabilities to knowl-
edge, updating and revising knowledge in the probabilistic context. We envision that the
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PKB produced and maintained by the TREAT system can automatically update itself
with newly acquired information and revise itself by detecting and repairing inconsis-
tency and other faults, and thus the knowledge in the PKB can remain high-quality.
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