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Abstract6

This paper introduces a Laplace approximation to Bayesian inference in Dirich-7

let regression models, which can be used to analyze a set of variables on a simplex8

exhibiting skewness and heteroscedasticity, without having to transform the data.9

These data, which mainly consist of proportions or percentages of disjoint categories,10

are widely known as compositional data and are common in areas such as ecology, ge-11

ology, and psychology. We provide both the theoretical foundations and a description12

of how Laplace approximation can be implemented in the case of Dirichlet regression.13

The paper also introduces the package dirinla in the R-language that extends the R-14

INLA package, which can not deal directly with Dirichlet likelihoods. Simulation15
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115882RB-I00 research project (JM-M), the Canadian Natural Sciences and Engineering Research Council
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studies are presented to validate the good behaviour of the proposed method, while16

a real data case-study is used to show how this approach can be applied.17

Keywords: Dirichlet regression, Hierarchical Bayesian models, INLA, multivariate likeli-18

hood, random effects19
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1 Introduction20

The use of regression models with multivariate or correlated responses has enormously21

increased in the last few years. Different R-packages have been developed to deal with22

them, MCMCglmm (Hadfield, 2010), SabreR (Nowosad and Stepinski, 2018) or mcglm23

(Bonat, 2018), also packages which uses copulas (Masarotto and Varin, 2017). The use24

of Multinomial likelihood in the case of multivariate discrete response is one of the most25

popular (Monyai et al., 2016; Odeyemi et al., 2019; Piccini et al., 2019).26

Responses can also be continuous, such as Gaussian (Anderson, 1958) or compositional27

data (Aitchison and Egozcue, 2005; Hijazi and Jernigan, 2009). Of particular interest28

are compositional data which consist of proportions or percentages of disjoint categories29

summing up to one, and play an important role in many fields such as ecology (Kobal30

et al., 2017; Douma and Weedon, 2019), geology (Buccianti and Grunsky, 2014; Engle and31

Rowan, 2014), genomics (Tsilimigras and Fodor, 2016; Shi et al., 2016; Washburne et al.,32

2017) or medicine (Dumuid et al., 2018; Fairclough et al., 2018).33

One of the biggest problems one has to face when dealing with models with multivari-34

ate or correlated responses is that of performing inference. Their own complexity makes35

statistical analysis complicated. In the case of compositional data, there are different ap-36

proaches to deal with these additional complications. One method, due to Aitchison (1986),37

is based in the idea that “information in compositional vectors is concerned with relative,38

not absolute magnitudes”, and uses log-ratio analysis to deal with the unit-sum constraint39

(Aitchison, 1981, 1982, 1983, 1984). Dirichlet regression models (Hijazi and Jernigan, 2009)40

are another good way of analyzing compositional data. By using appropriate link func-41

tions, Dirichlet regression provides a GLM-like framework that relates compositional data42

with other relevant variables of interest. Beta regression can be considered a special, and43

effectively univariate, case of the former with only two categories.44

Different packages have been implemented in R (R Core Team, 2021) that analyze com-45

positional data using Beta regression and Dirichlet regression, both under the frequentist46

(Cribari-Neto and Zeileis, 2010; Maier, 2014) and the Bayesian paradigm. In the case of47

the latter, the largest challenge is implementing the posterior approximation. In particular,48
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it has been implemented in BayesX (Klein et al., 2015), Stan (Sennhenn-Reulen, 2018),49

BUGS (Van der Merwe, 2019) and R-JAGS (Plummer, 2016). These packages are mainly50

based on Markov chain Monte Carlo (MCMC) methods, which construct a Markov chain51

whose stationary distribution converges to the posterior distribution. However, the com-52

putational cost of MCMC can be high. On the other hand, the integrated nested Laplace53

approximation (INLA) methodology (Rue et al., 2009), whose main idea is to approximate54

the posterior distribution using the Laplace integration method, has become an alterna-55

tive to MCMC, guaranteeing a higher computational speed for Latent Gaussian models56

(LGMs).57

The INLA methodology is now a well-established tool for Bayesian inference in several58

research fields, including ecology, epidemiology, econometrics and environmental science,59

and is implemented in the R-INLA package (Rue et al., 2017). Nevertheless, and spite of its60

availability for a large number of models, R-INLA does not allow to deal with compositional61

data when the number of categories is bigger than 2, the reason being that it is constructed62

for models with univariate responses.63

Our objective in this work is twofold. We present an expansion of the INLA method for64

the particular case of the Dirichlet regression, providing both its theoretical foundations65

and a description of how it can be implemented for its application, and we introduce the66

package dirinla in the R-language that allows its practical use. To do so, the remainder of67

the paper is structured as follows. Section 2 provides the basics of the Dirichlet regression,68

while Section 3 gives the necessary hints about LGMs and the INLA approach to follow69

the remainder of the paper. Section 4 depicts the new approach, and Section 5 introduces70

the dirinla package and how to use it. Simulation studies about the performance of the71

method introduced is presented in Section 6, followed by an illustration of its use on real72

data in Section 7. Finally, Section 8 concludes.73

2 Dirichlet likelihood74

In what follows we present both the Dirichlet distribution and the Dirichlet regression,75

while introducing some assumptions and the notation that will be used in the rest of the76
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paper.77

2.1 Dirichlet distribution78

The Dirichlet distribution is the generalization of the widely known Beta distribution, and79

it is defined by the following probability density,80

p(y | α) =
1

B(α)

C∏
c=1

yαc−1
c , (1)

whereα = (α1, . . . , αC) is known as the vector of shape parameters for each category, αc > 081

∀c, yc ∈ (0, 1),
∑C

c=1 yc = 1, and B(α) is the Multinomial Beta function, which serves as the82

normalizing constant. The Multinomial Beta function is defined as
∏C

c=1 Γ(αc)/Γ(
∑C

c=1 αc).83

The sum of all α’s, α0 =
∑C

c=1 αc, is usually interpreted as a precision parameter (τ). The84

Beta distribution is the particular case when C = 2. In addition, each variable is marginally85

Beta distributed with α = αc and β = α0 − αc.86

Let y ∼ D(α) denote a variable that is Dirichlet distributed. The expected values are87

E(yc) = αc/α0, the variances are Var(yc) = [αc(α0 − αc)]/[α
2
0(α0 + 1)] and the covariances88

are Cov(yc, yc′) = (−αcαc′)/[α
2
0(α0 + 1)].89

2.1.1 Dealing with zeros and ones90

Dirichlet distributions, as it happens with Beta distributions, are defined in the open91

interval (0, 1). Nevertheless, in practice, data may come from the closed interval [0, 1].92

Although converting compositional data into Multinomial data could be an option, there93

are many situations in real life (see references in the Introduction) where we have to use94

the continuous nature of the compositional data. In such cases, one option to deal with95

zeros and ones in Dirichlet distributions is to transform them (Maier, 2014), in a similar96

way as it happens in Beta distributions (Smithson and Verkuilen, 2006). In particular:97

y∗ =
y(N − 1) + 1/C

N
, (2)

with N being the number of observations of the C dimensional Dirichlet response. This98

transformation compresses the data symmetrically around 0.5, so extreme values are af-99

fected more than values lying close to 1/2. Additionally, as it is pointed out in Maier100
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(2014), if N → ∞ the compression vanishes, that is, larger data sets are less affected by101

this transformation. However, for small N , the transformation can introduce a noticeable102

bias. In the INLA software, a new method has been implemented for the Beta distribution103

that instead treats extreme observations as censored variables, but it is not clear how to104

extend this to the Dirichlet case.105

From now on, we assume that the variable takes values in the open interval (0, 1), so106

that the transformation (2) is not required.107

2.2 Dirichlet regression models108

Let Y be a matrix with C rows and N columns denoting N observations for the different109

categories C of the C dimensional response variable Y•n ∼ D(αn). Let η∗cn be the linear110

predictor for the nth observation in the cth category, so η∗ is a matrix with C rows and N111

columns. Let V (c), c = 1, . . . , C, represents a matrix with dimension N × Jc that contains112

the covariate values for each individual and each category, so V
(c)
n• shows the covariate values113

for the nth observation and the cth category. Let β be a matrix with Jc rows and C columns114

representing the regression coefficients in each dimension. Finally, let also ωcn represents a115

realization of a random effect for the the cth category and the nth observation. Then, the116

relationship between the parameters of the Dirichlet distribution and the elements of the117

linear predictor (including random effects) is set up as:118

g(αcn) = η∗cn = V (c)
n• β•c + ωcn , (3)

where g(·) is the link-function. As αc > 0 for c = 1, . . . , C, log-link g(·) = log(·) is used.119

The regression coefficients β•c are a column vector with Jc elements.120

Dirichlet distributions can also be parametrized in terms of the mean µcn = αcn∑N
n=1 αcn

121

and the precision τ . In this case, the relationship between the mean and the linear predictor122

is stated as:123

µcn =
exp (η∗µcn )∑C
c=1 exp (η

∗µ
cn )

=
exp (V

(c)
n• γ•c + ωµ

cn)∑C
c=1 exp (V

(c)
n• γ•c + ωµ

cn)
. (4)

The regression coefficients γ•c are now a column vector with Jc elements, while ωµ
cn rep-124

resents now a realization of a random effect in this parametrization. Moreover, as one of125
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the categories can be obtained as one less the sum of the rest, we can employ the same126

Multinomial logit strategy used in Multinomial regression: linear predictor of one category127

(base category) is set to zero, whereby this category is virtually omitted and becomes the128

reference.129

The equivalence between the two parametrizations comes from the equalities130

γ̃•c = β̃•c − β̃•r , (5)

and131

ωµ
cn = ωcn − ωrn , (6)

where γ̃•c is a column vector with J ≥ Jc elements that contains Jc non-zero elements132

and J − Jc zero-elements. J dimension comes from a general matrix V with dimension133

N × J which contains all the covariates values (J) for all the observations used in all134

the categories. β̃•c is also a column vector with J ≥ Jc elements, and β̃•r and ωrn are135

the regression coefficients and the realization of a random effect for the base category136

respectively.137

Note that we can include in the formula as many random effects as we consider and138

from a different nature: temporal, spatial, etc. But here, without loss of generality, we have139

added just one to show the equivalence between both parametrizations (proof in Appendix140

A). As the proposal presented in the following Sections relies on the fact that there are no141

other parameters to estimate in the observation likelihood, from now on we focus on the142

first parametrization presented.143

Equation (3) can be rewritten in a vectorized form. In particular, if144

η̃ =


η∗
•1
...

η∗
•N


︸ ︷︷ ︸
CN×1

denotes a restructured linear predictor, being η∗
•n a column vector representing the linear145

predictor for the nth observation and all the categories, the model in matrix notation is146

η̃ = Ax , (7)
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where A is the matrix properly constructed with the covariates values and vectors of 1s for147

the random effects, and x a vector formed by the regression coefficients plus the realizations148

of the random effects. Posteriorly, we will refer to this vector as the Latent Gaussian random149

field.150

3 INLA for Latent Gaussian Models (LGMs)151

In this section, we start with a brief explanation about LGMs, the framework where we are152

going to fit the Bayesian Dirichlet regression (subsection 3.1), followed by the main idea153

of the Laplace approximation (subsection 3.2) and finishing with the INLA methodology154

(subsection 3.3).155

3.1 LGMs156

The popularity of INLA stems from the fact that it allows for fast approximate inference for157

LGMs, which are a large class of models that include a lot of classically important models158

(Rue and Held, 2005). LGMs can be written as a three-stage hierarchical model in which159

observations y can be assumed to be conditionally independent given a latent Gaussian160

random field x and hyperparameters θ1,161

y | x,θ1 ∼
N∏

n=1

p(yn | xn,θ1) .

The versatility of the model class relates to the specification of the latent Gaussian field162

x | θ2 ∼ N (µ(θ2),Q
−1(θ2))

which includes all the latent (non-observable) components of interest, such as fixed effects163

and random terms, describing the underlying process of the data. The hyperparameters164

θ = (θ1,θ2) control the latent Gaussian field and/or the likelihood for the data.165

The LGMs are a class generalising the large number of related variants of additive and166

generalized models. If the likelihood p(yn | xn,θ) such that “yn only depends on its linear167

predictor ηn” yields the generalized linear model setup, the set {xn, n = 1, . . . , N} can168
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be interpreted as ηn, being ηn the linear predictor which is additive with respect to other169

effects,170

ηn = β0 +
∑
j

vnjβj +
∑
k

ωkn , (8)

where β0 is the intercept, v represents the fixed covariates with linear effects {βj}, and the171

terms {ωk} represent specific Gaussian processes. Each ωkn is the contribution of the model172

components ωk to the nth linear predictor (Rue et al., 2017). If a Gaussian prior is assumed173

for the intercept and the parameters of the fixed effects, the joint distribution of x =174

{η, β0,β,ω1,ω2, . . .} is a priori Gaussian. This yields the latent field x in the hierarchical175

LGM formulation. The hyperparameters θ contain the non-Gaussian parameters of the176

likelihood and the model components. These parameters commonly include variance, scale,177

or correlation parameters.178

In many important cases, the latent field is not only Gaussian, but also sparse Gaussian179

Markov random field (Rue and Held, 2005, GMRF). A GMRF is a multivariate Gaussian180

random variable with additional conditional independence properties: xj and x′
j are con-181

ditionally independent given the remaining elements if and only if the (i, j) entry of the182

precision matrix is 0. Implementations of the INLA method frequently use this property183

to speed up computation.184

3.2 Laplace Approximation185

Laplace approximation (Barndorff-Nielsen and Cox, 1989) is a technique used to approxi-186

mate integrals of the form187

In =

∫
exp(nf(x)) dx. (9)

The main idea is to approximate the target with a scaled Gaussian density that matches188

the value and the curvature of the target distribution at the mode and evaluate the integral189

using this Gaussian instead. If x0 is the point where f(x) has its maximum, then190

In ≈
∫

exp(n(f(x0) +
1

2
(x− x0)

2f ′′(x0))) dx

= exp(nf(x0))

√
2π

−nf ′′(x0)
= Ĩn . (10)
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If nf(x) is interpreted as the sum of log-likelihoods and x as the unknown parameter,191

the Gaussian approximation will be very accurate as n → ∞ under appropriate regularity192

conditions.193

If we are interested in computing a marginal distribution p(γ1) from a joint distribution194

p(γ), the Laplace approximation of the integral
∫
p(γ) dγ−1 can be expressed as follows:195

p(γ1) =
p(γ)

p(γ−1 | γ1)

∣∣∣∣
γ−1=γ∗

−1

≈ p(γ)

pG(γ−1;µ(γ1),Q(γ1))

∣∣∣∣
γ−1=γ∗

−1=µ(γ1)

, (11)

where the first equality holds for any valid γ∗
−1, and the mean µ(γ1) and precision Q(γ1)196

are the parameters of the multivariate Gaussian density derived from the derivatives of197

log p(γ) with respect to γ−1, for fixed γ1. If the posterior is close to a Gaussian density, the198

results will be more accurate than if the posterior is very non-Gaussian. In this context,199

unimodality is necessary since the integrand is being approximated with a Gaussian at the200

mode γ∗
−1 = µ(γ1).201

3.3 INLA202

The main idea of INLA approach is to approximate the posteriors of interest: the marginal203

posteriors for the latent field, p(xm | y), and the marginal posteriors for the hyperparame-204

ters, p(θk | y). These posteriors can be written as205

p(xm | y) =
∫

p(xm | θ,y)p(θ | y) dθ , (12)

p(θk | y) =
∫

p(θ | y) dθ−k . (13)

The nested formulation is used to compute p(xm | y) by approximating p(xm | θ,y) and206

p(θ | y), and then using numerical integration to integrate out θ. Similarly, p(θk | y) can207

be computed by approximating p(θ | y) and integrating out θ−k.208

The marginal posterior distributions in (12) and (13) are computed using the Laplace209

approximation presented in subsection 3.2. In Rue et al. (2009) it is shown that the nested210

approach yields a very accurate approximation if applied to LGMs.211

10



All this methodology can be used through R with the R-INLA package. For more212

details about R-INLA we refer the reader to Blangiardo and Cameletti (2015); Zuur et al.213

(2017); Wang et al. (2018); Krainski et al. (2018); Moraga (2019); Gómez-Rubio (2020),214

where practical examples and code guidelines are provided.215

However, and despite the advantages of R-INLA implementation, there are some limi-216

tations when we deal with multivariate responses. The Multinomial case is solved, as the217

Multinomial likelihood can be approximated using the Poisson trick. It consists of trans-218

forming the Multinomial likelihood into a Poisson likelihood with additional parameters219

(Baker, 1994). However, there is no method available when we deal with compositional220

data. In what follows, we propose an expansion of the INLA method for a Dirichlet response221

variable.222

4 Inference in Dirichlet likelihoods223

The INLA methodology is a tool that allows us to deal with a wide range of LGMs.224

However, when a multivariate response is required and several linear predictors are needed225

to explain it, the implementedR-INLAmethodology has some limitations. In the particular226

case of Dirichlet likelihoods, the main idea to incorporate them in the R-INLA is first to227

approximate the effect of the log likelihood on the posterior using the Laplace approach and228

then convert the multivariate response data into observations that R-INLA can deal with.229

The remainder of the Section presents both the theoretical fundamentals to approximate230

the effect of the log-likelihood function log p(Y | x,θ) in the posterior using the Laplace231

approximation that provides the conditioned independent Gaussian pseudo-observations,232

and then an algorithmic representation of the method.233

4.1 Fundamentals of the approximation234

Let ηn := η∗
•n denote the linear predictor corresponding to the nth observation yn := Y•n.235

If l(y | x) represents − log p(y | x) for any y and x, then l(yn | ηn) = − log p(yn | ηn)236

is the log-likelihood function expressed for the nth observation, being yn and ηn vectors237
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with C components. Moreover, if η0
n is a vector with dimension C, we express the gradient238

of l(yn | ηn) in η0
n as g0

ηn
= ∇ηn(l)(η

0
n,yn), and the Hessian of l(yn | ηn) in η0

n as239

H0
ηn
. Depending on which is more computationally convenient, H0

ηn
can be either the true240

Hessian (∇2
ηn
(l)(η0

n,yn)) or the expected Hessian (Eyn|ηn(∇2
ηn
(l)(η0

n,yn))) in η0
n. Let L0

n241

be the result of applying the Cholesky factorization to H0
ηn
, H0

ηn
= L0

n(L
0
n)

T .242

Theorem 4.1. If the Laplace approximation method is applied to l(yn | ηn) with respect243

to η0
n, then the vector244

z0
n := (L0

n)
T [η0

n − (H0
ηn)

−1g0
ηn
] = (L0

n)
Tη0

n − (L0
n)

−1g0
ηn

, (14)

is conditionally independent Gaussian distributed245

l(yn | ηn) ≈ l(z0
n | ηn) = Constant+

1

2
[z0

n − (L0
n)

Tηn]
T [z0

n − (L0
n)

Tηn] , (15)

i.e., z0
n | ηn ∼ N ((L0

n)
Tηn, Id) and z0cn | ηn ∼ N ([(L0

n)
Tηn]c, 1), and the constant value of246

the expression is l(yn | η0
n)− 1

2
(g0

ηn
)T (H0

ηn
)−1g0

ηn
.247

Proof. For proof of the theorem see Appendix B.248

Theorem 4.1 allows us to convert the observation vector yn into Gaussian conditionally249

independent pseudo-observations z0
n. More importantly, this theorem can be expanded to250

multiple observations. In particular, if we denote251

η̃0 =


η∗0
•1
...

η∗0
•N


︸ ︷︷ ︸
CN×1

, g0
η̃ =


g0
1

...

g0
N


︸ ︷︷ ︸
CN×1

, L0 =


L0

1 0
. . .

0 L0
N


︸ ︷︷ ︸

CN×CN

, H0
η̃ =


H0

η1
0

. . .

0 H0
ηN


︸ ︷︷ ︸

CN×CN

,

then the following proposition stands.252

Proposition 4.2. The matrix253

z̃0 := (L0)T η̃0 − (L0)−1g0
η̃ (16)

is conditionally independent Gaussian distributed by columns,254

z̃0 | η̃ ∼ N ((L0)T η̃, ICN) . (17)

255
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Proof. For proof of this proposition see Appendix B.256

This approximation has been constructed for a generic η̃0, but, as we are interested in257

building a Gaussian approximation of the effect of the likelihood on the posterior distribu-258

tion, η̃0 has been chosen as the posterior mode of l(η̃ | Y ). Then:259

p(Y | x,θ) = p(Y | η̃) ≈ p(z̃0 | η̃) = p(z̃0 | x,θ) . (18)

The model posterior is factorized as:260

p(θ,x | y) = p(θ | y) · p(x | y,θ) , (19)

and the approximation is factorized as:261

p(θ,x | z̃0) = p(θ | z̃0) · p(x | z̃0,θ) . (20)

Note that the approximation is constructed for a generic η̃, in other words, this approx-262

imation is conditionally dependent on the linear predictor. The linear predictor can be263

formed by fixed effects or random effects. Here, in the implementation of the algorithm,264

we focus on the case where fixed effects and iid random effects are added to the linear265

predictor.266

4.2 The algorithm267

In what follows, we depict the different steps to compute the marginal posterior distribu-268

tions of the latent field, p(xm | Y ), and the marginal posterior distribution of the hyper-269

parameters p(θk | Y ). To obtain them, it is necessary to numerically find the mode of the270

posterior distribution of the linear predictor η̃0. This can be done by means of an iterative271

method in a similar way to inlabru (Bachl et al., 2019). We define a functional f(pu) of272

the posterior distribution at u which generates a latent field configuration. Our aim is to273

find an invariant point of the functional, so that x0 = f(px0). The choice for f(·) is the274

joint conditional mode f(px) = arg maxxpx(x | z̃0,θ0), being θ0 = arg maxθpθ(θ | z̃0).275

The final algorithm is:276
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1. Let x1 and θ1 be initial candidate points for the latent variables and the hyperpa-277

rameters.278

2. Locate a good candidate in the latent variables for the computation of279

the new pseudo-observations. Compute the mode (x2) in x of p(x | Y ,θ1) by280

means of a quasi-Newton method (Dennis and Moré, 1977) with line search strategy281

and Armijo conditions (Nocedal and Wright, 2006) in − log(p(x | Y ,θ1) ∝ l(Y |282

x,θ1) + l(x | θ1), being p(x | θ1) multivariate Gaussian as we are in the LGMs283

context. η̃1 can be easily calculated from the expression η̃ = Ax.284

3. Calculate the conditionally independent Gaussian pseudobservations z̃1.285

In this case, at the modal configuration established x1, the Hessian matrix H1
η̃ is286

computed. If the submatrix corresponding to the nth individual H1
η̃n

is not posi-287

tive definite, the expected Hessian is used instead to guarantee a positive definite288

H1
η̃. Following the approximation previously presented, the Cholesky factorization is289

computed in H1
η̃ = L1(L1)T . The gradient (g1

η̃) is also calculated in η̃1. According290

to the equation (16), the scale and rotation of the original observations are done to291

get the pseudo-observations z̃1.292

4. Call R-INLA. As pseudo-observations z̃1 are conditionally independent Gaussian293

observations, we are able to call R-INLA. If in Step 2 algorithm has converged for294

a given tolerance, the posterior distributions obtained here are the one that we were295

looking for: p(θ | z̃1) and p(x | z̃1). Else, repeat from step 1 defining x3 = f(px2) as296

the new starting point for the latent variables, and θ2 = arg maxθpθ(θ | z̃1) the new297

starting point for the hyperparameters.298

After depicting the complete method, we focus on an implementation in R (R Core299

Team, 2021) of this approximation.300

14



5 The R-package dirinla301

In what follows we present dirinla, an R (R Core Team, 2021) package developed to fit302

Dirichlet regression models. This package can be installed and upgraded via the reposi-303

tory https://github.com/inlabru-org/dirinla. To show how it works, we present an304

example of a Dirichlet regression without random effect, although, they can be included305

in the model, as done in Section 6. Then, this Section is divided in three parts: the first306

one presents the necessary commands to perform a simulation from a Dirichlet regression307

model; the second one is devoted to show how to fit those models; and the last one de-308

picts how to predict using the package (An extended version of this example is available in309

the vignette of the R-package dirinla). In particular, we firstly illustrate how to simulate310

100 data points from a Dirichlet regression model with three different categories and one311

different covariate per category:312

Y•n ∼ Dirichlet(α1n, . . . , α3n) , n = 1, . . . , 100,

log(α1n) = β01 + β11v1n,

log(α2n) = β02 + β12v2n, (21)

log(α3n) = β03 + β13v3n,

being the parameters that compose the latent field β01 = −1.5, β02 = −2, β03 = 0 (the313

intercepts), and β11 = 1, β12 = 2.3, β13 = −1.9 (the slopes). Note that covariates are314

different for each category. This could be particularized for a situation where all of them315

are the same.316

For simplicity, covariates are simulated from a Uniform distribution on (0,1). To poste-317

riorly fit the model, and following the structure of LGMs, Gaussian prior distributions are318

assigned with precision 10−4 to all the elements of the Gaussian field.319

5.1 Data simulation320

This subsection presents an example of how simulation can be conducted using the functions321

of dirinla.322

First, we simulate the covariates from a Uniform(0,1):323
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R> N <- 100

R> V <- as.data.frame(matrix(runif((3) * N, 0, 1), ncol = 3))

R> names(V) <- paste0(’v’, 1:3)

We then define the formula that we want to fit to keep the values of the different324

categories in a list. This object will be used to construct the A matrix. We use the325

function formula list() from the package dirinla.326

R> formula <- y ~ 1 + v1 | 1 + v2 | 1 + v3

R> names_cat <- formula_list(formula)

The values for the parameters composing the latent field are assigned to conduct the327

simulation. As we have previously depicted, β01 = −1.5, β02 = −2, β03 = 0 are the328

intercepts, and β11 = 1, β12 = 2.3, β13 = −1.9 are the slopes:329

R> x <- c(-1.5, 1, -2, 2.3, 0, -1.9)

We call the function data stack dirich() of the package dirinla to construct the A330

matrix presented in previous sections. This function uses the inla.stack() structure of the331

package R-INLA. As a consequence, the returning object is an inla.stack object. Observe332

that the arguments are the response variable y (in this case it has not been generated yet),333

the names of the categories covariates, a matrix with the values of the covariates data,334

the number of categories d and the number of observations N. The sparse matrix A is then335

computed.336

R> mus <- exp(x) / sum(exp(x))

R> C <- length(names_cat)

R> A_construct <-

+ data_stack_dirich(y = as.vector(rep(NA, N * C)),

+ covariates = names_cat,

+ data = V,

+ d = C,

+ n = N)
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The next step is to construct the linear predictor as η̃ = Ax using the parameters fixed in337

the latent field. Using the exponential transformation it is easy to get the parameters α of338

the Dirichlet distribution:339

R> eta <- A_construct %*% x

R> alpha <- exp(eta)

The last stage is to generate the response variable using the function rdirichlet() from340

DirichletReg (Maier, 2014). The output is a matrix with the response variable summing341

their rows up to one.342

R> y <- rdirichlet(N, alpha)

5.2 Fitting the model343

We now present the functions of dirinla needed to fit Dirichlet regression models, the main344

one being dirinlareg. This function carries out all the steps presented in Section 4, and345

its use (for the simulated data from previous subsection) is as follows:346

R> model.inla <- dirinlareg(

+ formula = y ~ 1 + v1 | 1 + v2 | 1 + v3 ,

+ y = y,

+ data.cov = V,

+ prec = 0.0001,

+ verbose = FALSE)

where we have to specify the model formula, the response variable Y in a matrix format,347

the data.frame with the covariates data.cov, and the precision of the Gaussian prior348

(prec) for the latent field x. If we want to follow the process step by step, we can add the349

instruction verbose = TRUE.350

Once the model is fitted, we can summarize the posterior distribution of the fixed effects351

by means of the function summary applied to the object generated. This object belongs to352

the dirinlaregmodel class. Three model selection criteria are also displayed: Deviance In-353

formation Criterion (Spiegelhalter et al., 2002, DIC), Watanabe-Akaike information criteria354
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(Gelman et al., 2014, WAIC), and the mean of the logarithm of the conditional predictive355

ordinate (Gneiting and Raftery, 2007, LCPO). Lastly, the number of observations and the356

number of categories are also depicted (Table 1).357

Table 1: Output obtained when summary command is employed in a dirinlaregmodel

object.

mean sd 0.025quant 0.5quant 0.975quant mode

y1
intercept -1.5542 0.2014 -1.9497 -1.5542 -1.1591 -1.5542

v1 1.0181 0.3690 0.2936 1.0181 1.7420 1.0181

y2
intercept -1.7601 0.2329 -2.2174 -1.7601 -1.3032 -1.7601

v2 1.9847 0.3971 1.2051 1.9847 2.7636 1.9847

y1
intercept -0.0593 0.2500 -0.5501 -0.0593 0.4312 -0.0593

v3 -1.9470 0.4158 -2.7633 -1.9470 -1.1314 -1.9470

DIC = 1821.0247, WAIC = 1827.6268, LCPO = 913.8319

Number of observations: 100

Number of Categories: 3

Using the implemented plot method, we obtain the marginal posterior distributions358

of the latent field for the different categories (Figure 1). These marginals and a summary359

of each one are stored in model.inla$marginals fixed and model.inla$summary fixed360

(see example.R from the supplementary code to see the details of the code). The plot361

method also depicts the posterior predictive distribution in the simplex (Figure 2).362
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Figure 1: Marginal posterior distributions of the latent field for the different categories.

Real values are indicated with a red vertical line. The sample size is 50.
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Figure 2: Posterior predictive distribution in the simplex. Points represent the original

data.

Finally, the posterior distribution for the scale parameters of the Dirichlet α can also be363

computed. In particular, model.inla$marginals fixed and model.inla$summary fixed364

provide the marginals and a summary for each category. Mean parameters can also be ob-365

tained via model.inla$marginals means or model.inla$summary means, and similarly,366

model.inla$marginals precision or model.inla$summary precision provides the pre-367

cision parameters.368

5.3 Prediction369

In most cases, practitioners want to be able to predict the composition of a new observation.370

The package also provides a function predict to compute posterior predictive distributions371
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for new individuals. To show how it works, we now present how to predict for a value of372

v1 = 0.2, v2 = 0.5, and v3 = -0.1:373

R> model.prediction <-

+ predict(model.inla,

+ data.pred.cov = data.frame(v1 = 0.2 ,

+ v2 = 0.5,

+ v3 = -0.1))

The resulting object also belongs to the dirinlaregmodel class. In a similar way374

as above, the elements summary predictive alphas and marginals predictive alphas375

describe the posterior predictive distribution for the scale parameters of the Dirichlet376

α, obtained for the new values of the covariates. In addition, means (µ) and preci-377

sions (τ) are available via summary predictive means, marginals predictive means,378

summary predictive precision and marginals predictive precision379

6 Simulation studies380

This section provides a comparison of the performance of the INLA approach for Dirichlet381

regression models using the dirinla package with the widely used method for Bayesian infer-382

ence using MCMC algorithms, R-JAGS (Plummer, 2016). The comparison was performed383

in four different simulated scenarios, and consists of comparisons of computational times384

and method accuracy.385

In all the cases to compare dirinla with R-JAGS, we employed three different meth-386

ods to make inference: a standard application of the R-JAGS package with a number of387

iterations enough to achieve a given effective sample size; the INLA methodology through388

the dirinla package; and a “long” application of the R-JAGS package (for simplicity called389

long R-JAGS from now on), in this case with a large amount of iterations to get really390

good representation of the posterior distributions. All computations were performed on a391

computer with a processor Intel(R) Core(TM) i5-10500 CPU @ 3.10GHz and 32 Gb RAM392

memory.393
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To compare the different ways of inference, we implemented four different strategies.394

The first one was to plot the approximate marginal posterior distributions of each param-395

eter jointly with the real value. The second one consisted on comparing computational396

times between the three different methods. The remaining two strategies involved the397

computation of two different ratios:398

ratio1 −method = (E(ϕmethod)− E(ϕlong R-JAGS))/SD(ϕlong R-JAGS) , (22)

ratio2 −method = SD(ϕmethod)/SD(ϕlong R-JAGS) , (23)

wheremethod refers to the method we want to compare with long R-JAGS. It can be either399

dirinla or R-JAGS. ϕ is the parameter of interest. E(·) represents the computed mean of400

the marginal posterior distribution, and SD(·) is the computed standard deviation of the401

posterior distribution. In what follows, we make a brief description of the four different402

scenarios with the aim of extending the explanation at a later stage.403

1. Simulation 1: the first scenario comprised the simulation of data coming from a404

Dirichlet regression with just intercepts in the model, with different data sizes.405

2. Simulation 2: the second scenario is similar to the previous one, but adding some406

complexity to the model. In particular, by adding a covariate per category, and407

checking with different data sizes.408

3. Simulation 3: in the third scenario, we show how the method behaves when random409

effects are added to the model. The simulations and model include random effects410

levels.411

4. Simulation 4: the objective of this last scenario is to check how our INLA approach412

for Dirichlet regression behaves when the number of categories increases. We simu-413

lated data from a Dirichlet regression with no slopes but increasing the number of414

categories.415
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6.1 Simulation 1416

Our first setting is based on a Dirichlet regression with four categories and one parameter417

per category, the intercept, that is:418

Y•n ∼ Dirichlet(α1n, . . . , α4n) , n = 1, . . . , N,

log(α1n) = β01,

log(α2n) = β02,

log(α3n) = β03, (24)

log(α4n) = β04.

Five different datasets of sizes N = 50, 100, 500, 1000, 10000 with this structure were sim-419

ulated letting β0c, c = 1, . . . , 4 to be −2.4, 1.2, −3.1 and 1.3, respectively. We used vague420

prior distributions for the latent field (x = {β0c, c = 1, . . . , 4}). In particular, p(xm) ∼421

N (0, τ = 0.0001), m = 1, . . . , 4. As the response values are not close to 0 and 1, no422

transformation was needed.423

As above mentioned, for each simulated dataset, we employed three different methods424

to make inference: a standard application of the R-JAGS package with 2000 iterations,425

a burnin of 200, a thin number of 5 and 3 chains; the INLA methodology through the426

dirinla package; and long R-JAGS, using 1000000 iterations with a burnin of 100000, a427

thin number of 5 and 3 chains. To compare methodologies, the strategies presented at the428

begining of the section were used.429

As seen in Figure 3 (the rest of the plots are shown in the Simulation 1 of the sup-430

plementary material in https://jmartinez-minaya.github.io/supplementary/CODA/431

tests.html), the posterior densities have similar shape, with the new method tending432

to agree more with the long R-JAGS result than the more variable short run R-JAGS433

does, illustrating how our method reduces estimator variability, at the potential cost of a434

generally small bias.435
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Figure 3: Simulation 1: marginal posterior distributions of the latent field for the different

categories, and using different methodologies: R-JAGS, dirinla and long R-JAGS, when

the sample size is 100. Black vertical lines represent real values.

With respect the computational effort needed to get those results, Figure 4 displays436

that, dirinla methodology has a faster computational speed for given data sizes, for the437

given R-JAGS chain lengths.438
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Figure 4: Simulation 1: computational time in seconds for the different simulated data

with N = 50, 100, 500, 1000 and 10000, and with the different methodologies: R-JAGS,

dirinla and long R-JAGS.

In Figure 5, we see that ratio1-dirinla is so closed to 0 as happen with ratio1-R-JAGS,439

and ratio2-dirinla is always close to 1, similar to ratio2-R-JAGS, meaning that using dirinla440

we obtain as good approximations as with R-JAGS reducing considerably the computa-441

tional cost.442
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Figure 5: Simulation 1: comparing accuracy between dirinla and R-JAGS computing two

different measures: ratio1 (a) and ratio2 (b) for β0c and µc, c = 1, . . . , 4.
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6.2 Simulation 2443

The second setting is based on a Dirichlet regression with a different covariate per category:444

Y•n ∼ Dirichlet(α1n, . . . , α4n) , n = 1, . . . , N,

log(α1n) = β01 + β11v1n,

log(α2n) = β02 + β12v2n,

log(α3n) = β03 + β13v3n, (25)

log(α4n) = β04 + β14v4n.

Again, we simulated five different datasets of sizes N = 50, 100, 500, 1000, 10000. We set445

values for β0c and β1c, c = 1, . . . , 4 to −1.5, 1,−3, 1.5, 2,−3,−1, 5 respectively, and we sim-446

ulated covariates from a Uniform distribution with mean in the interval (0, 1). We assigned447

vague prior distributions for the latent field (x ={β0c, β1c, c = 1, . . . , 4}). Particularly,448

p(xm) ∼ N (0, τ = 0.0001), m = 1, . . . , 8. As the data generated did not present zeros and449

ones, we did not use any transformation.450

As in the previous simulation, we employed the same three different inference methods451

with the same configurations and the four strategies used in the previous simulation. In452

Figure 6 (see Simulation 2 in https://jmartinez-minaya.github.io/supplementary/453

CODA/tests.html for further plots), the posterior distributions are similar in both β0c and454

β1c, c = 1, . . . , 4.455
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Figure 6: Simulation 2: marginal posterior distributions of the latent field for the different

categories, and using different methodologies R-JAGS, dirinla and long R-JAGS, when

the sample size is 100. Black vertical lines represent real values.

Figure 7 depicts that dirinla has a faster computational speed for given data sizes and456

for given R-JAGS chain lengths. In Figure 8, we show that ratio1-dirinla and ratio1-R-457

JAGS are so close to 0 in all cases, and ratio2-dirinla and ratio2-R-JAGS are always close458

to 1. Again, we conclude that using dirinla we get similar approximations to R-JAGS,459

while substantially reducing the computational cost.460
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Figure 7: Simulation 2: computational time in seconds for the different simulated data

with N = 50, 100, 500, 1000 and 10000, and with the different methodologies: R-JAGS,

dirinla and long R-JAGS.
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6.3 Simulation 3461

The third setting is based on a Dirichlet regression with a different covariate per category462

without intercept and adding two shared independent random effects.463

Y•n ∼ Dirichlet(α1n, . . . , α4n) , n = 1, . . . , N,

log(α1n) = β11v1n + ω1in ,

log(α2n) = β12v2n + ω1in ,

log(α3n) = β13v3n + ω2in , (26)

log(α4n) = β14v4n + ω2in .

We simulated four different datasets of sizes N = 50, 100, 500, 1000. We set values for β1c464

for c = 1, . . . , 4 to −1.5, 2, 1,−3 respectively, and we simulated covariates from a Uniform465

distribution on the interval (−1, 1). Random effects ω1 and ω2 were simulated from Gaus-466

sian distributions with mean 0 and standard deviations σ1 = 1/2 (precision τ1 = 4) and467

σ2 = 1/3 (precision τ2 = 9) varying the levels of the factor (I), in particular, they were set468

to I = 2, 5, 10, 25. The in sub-index assigns each individual n to a level of the factor.469

As we are in the context of Bayesian LGMs, we established Gaussian prior distributions470

for the latent field, in this case, formed by the parameters corresponding to the fixed effects471

and the random effects. In particular, we assigned Gaussian prior distributions with mean472

0 and precision 0.0001 to {β1c, c = 1, . . . , 4}, and Gaussian priors distribution with mean473

0 and precisions τ1 and τ2 for the two shared random effects ω1 and ω2. Two types of474

priors for the τ1 and τ2 parameters were employed. Half-Gaussian priors with location 0475

and precision parameter 1 were used for R-JAGS, long R-JAGS and dirinla. For dirinla,476

and additional model with a PC-prior(1, 0.01) (Simpson et al., 2017) was also used. The477

generated data did not contain zeros and ones, so we did not use any transformation. As478

these models have two hyperparameters, we increased the number of iterations of the R-479

JAGS method to 20000 and burnin to 2000 to achieve a given effective sample size of the480

MCMC method.481

In Figures 9 and 10 (see Simulation 3 in the supplementary material, https://jmartinez-minaya.482

github.io/supplementary/CODA/tests.html for the complete simulation summaries), we483
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display the posterior distribution of the parameters and the hyperparameters with 2 levels484

in the factors obtained with the different methods and the different priors. In the case of485

the precision parameters, we also depict the priors used for them: PC-prior (pc) and Half486

Gaussian (hn). We observe that the shapes of the posterior densities are similar in all the487

cases.488
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Figure 9: Simulation 3: marginal posterior distributions of the parameters corresponding

to the fixed effects using different methodologies R-JAGS, dirinla with different priors and

long R-JAGS, when the sample size is 100 and the levels of the factor (I) are 2. Black

vertical lines represent real values.
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Figure 10: Simulation 3: marginal posterior distributions of the hyperparameters with

their logarithmic transformations using different methodologies R-JAGS, dirinla and long

R-JAGS, when the sample size is 100 and the levels of the factor (I) are 2. Priors are also

depicted in the plot. Black vertical lines represent real values.

Figure 11 shows that dirinla provides higher computational efficiency. And, in view of489
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Figure 12, ratio1-dirinla and ratio1-R-JAGS are both closed to 0. Similar is the behaviour490

of ratio2, in both cases, it is closed to 1, proving that when we include random effects in491

the model, we can also get similar approximations by decreasing the computational cost.492
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Figure 11: Simulation 3: computational time in seconds for the different simulated data

with N = 50, 100, 500 and 1000, and with the different methodologies: R-JAGS, dirinla

and long R-JAGS when the levels of the factor (I) are 2.
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Figure 12: Simulation 3: comparing accuracy between dirinla and R-JAGS when the prior

used is Half Gaussian computing two different measures: ratio1 (a) and ratio2 (b) for β1c,

c = 1, . . . , 4, and σ1 and σ2, when the levels of the factor (I) are 2.

If we look at the rest of the simulations conducted (See Simulation 3 in the supplemen-493
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tary material, https://jmartinez-minaya.github.io/supplementary/CODA/tests.html),494

we observe that large N and small J shows the influence of the different priors. And large495

J display the difficulties of dirinla in approaching the posterior of the hyperparameters.496

6.4 Simulation 4497

This last simulation is based on a Dirichlet regression with just one parameter per category498

and without covariates as in Simulation 1. The idea is that for a fixed data size, we increase499

the number of categories and then simulate from all those models and compare inferential500

methods. In particular, we used N = 100 and C = 5, 10, 15, 20 and 30. We also employed501

R-JAGS, dirinla with the same configuration as in simulations 1 and 2. However, in the502

case of long R-JAGS, iterations were reduced to 100000 and burnin to 10000.503

After comparing computational times needed (Figure 13), we also plot (see Figure 14)504

the measures ratio1 and ratio2 computed for the Dirichlet means µc, c = 1, . . . , C to see505

how accurate is our method in comparison with R-JAGS. Once more, dirinla shows a506

higher computational speed than R-JAGS and a similar accuracy.507
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Figure 13: Simulation 4: computational time in seconds for the different simulated data

with C = 5, 10, 15, 20 and 30, N = 100, and with the different methodologies: R-JAGS,

dirinla and long R-JAGS.
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Figure 14: Simulation 4: Boxplot comparing the ratio1 and ratio2 for dirinla and R-JAGS

computed for the Dirichlet µc, c = 1, . . . , C. In this case, just intercepts were added to the

model. The sample size was 100.

7 Real example: Arabidopsis thaliana508

After validating the use of the package and the approximation in simulated examples, this509

Section shows an application of the INLA approach for Dirichlet regression models in a510

real setting. In particular, we worked with a collection of 301 accessions of the annual511

plant Arabidopsis thaliana in the Iberian Peninsula using the four genetic clusters (gc)512

infered in Mart́ınez-Minaya et al. (2019): gc1, gc2, gc3 and gc4; categories whose values513

are summing up to one. Here, we depict how these four gcs can be modeled using Dirichlet514

regression in terms of two covariates: the annual mean temperature (BIO1) and the annual515

precipitation (BIO12) (Mart́ınez-Minaya et al., 2019). The aim is explain the distribution516

of each gc using those two climatic covariates. The complete dataset was downloaded from517

the repository https://zenodo.org/record/2552025#.YtbLgHZByUl.518
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The Dirichlet regression model that relates the proportion of each gc, i.e., the multi-519

variate response Y•n, to the covariates is520

Y•n ∼ Dirichlet(α1n, . . . , α4n) , n = 1, . . . , 301,

log(α1n) = β01 + β11BIO1n + β21BIO12n,

log(α2n) = β02 + β12BIO1n + β22BIO12n,

log(α3n) = β03 + β13BIO1n + β23BIO12n, (27)

log(α4n) = β04 + β14BIO1n + β24BIO12n .

Remark that due to the different scale of the covariates, we have scaled both to have mean521

0 and standard deviation 1. We assigned vague prior distributions for the latent field, in522

particular p(xm) ∼ N (0, τ = 0.01), m = 1, . . . , 12. As the data did not include zeros and523

ones, we did not do any transformation. In a similar approach as in the previous Section,524

the number of iterations used in R-JAGS were 20000 with a burnin of 2000, a thinning of525

5 and 3 chains, while in the case of the long R-JAGS we used 1000000 of iterations with a526

burnin of 100000, a thinning of 5 and 3 chains.527

Figure 15 displays the marginal posterior distributions for β0c, β1c and β2c, c = 1, . . . , 4.528

In most cases distributions obtained with R-JAGS perfectly match with those obtained529

using dirinla. R-JAGS took 405.152 seconds, dirinla 8.517 seconds and long R-JAGS530

9886.677.531
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Figure 15: Marginal posterior distributions of the parameters corresponding to the fixed

effects using three different methodologies: R-JAGS, dirinla and long R-JAGS

As in the previous examples, we also computed the measures ratio1 and ratio2 for532

dirinla and R-JAGS. Results are depicted in Table 2 and, we can observe that approaches533

done for dirinla seems to have a good behaviour in comparison with R-JAGS not only in534

accuracy but also in computational cost.535
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Table 2: Comparing accuracy between dirinla and R-JAGS computing ratio1 and ratio2

for β0c, β1c and β2c, c = 1, . . . , 4.

ratio1 ratio2

dirinla R-JAGS dirinla R-JAGS

β01 0.2255 -0.0020 1.0594 1.0026

β02 0.2279 0.0237 1.0344 1.0013

β03 0.2274 -0.0071 0.9957 1.0042

β04 0.2197 0.0075 1.0575 1.0003

β11 -0.0056 -0.0219 1.0886 0.9967

β12 -0.0116 -0.0180 1.0322 0.9977

β13 -0.0108 -0.0099 0.9549 1.0023

β14 0.0011 -0.0097 1.0586 1.0011

β21 0.0509 -0.0115 0.9318 0.9945

β22 0.0560 -0.0006 0.9499 1.0097

β23 0.0836 -0.0137 0.9996 0.9890

β24 0.0612 -0.0042 1.1022 1.0110

8 Concluding remarks and future work536

In this paper the INLA methodology is extended to fit models with Dirichlet response. In537

particular, we present both the calculations and a package to make inference and prediction538

for Dirichlet regression. The main idea underneath the proposed method is to approximate539

the multivariate likelihoods with univariate ones that can be fitted by R-INLA, in particu-540

lar, Gaussian likelihoods. This idea is similar to the one proposed for modeling Multinomial541

likelihood in R-INLA, where using the Poisson trick (Baker, 1994) to reparametrize the542

model we just need to fit independent Poisson observations. Simpson et al. (2016) use a543

similar strategy, constructing a Poisson approximation to the true log-Gaussian Cox pro-544

cess likelihood and enabling to make inference on a regular lattice over the observation545

window by counting the number of points in each cell. This technique has been already546
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implemented in the R package inlabru (Bachl and Lindgren, 2018; Bachl et al., 2019).547

It is widely known that there exist a close connection between the Bayesian integrated548

likelihood and an adjusted profile likelihood (Lee et al., 2018). In particular, the integrated549

likelihood is approximately the adjusted profile likelihood in the case of orthogonal pa-550

rameters (Cox and Reid, 1987), we just need to use the Laplace integral approximation to551

proof it. For the case of Dirichlet response that we deal with in this paper, we propose a552

quadratic approximation of the likelihood, allowing us to measure the effect of the likeli-553

hood in the posterior. However, for the case of the adjusted profile likelihood, we have not554

found a similar approximation for the Dirichlet regression. Maybe, the method we have555

developed can help to do approximations using the adjusted profile likelihood of Dirichlet556

response.557

Finally, all examples presented here are focused on models that include fixed and i.i.d.558

random effects. As we are converting the multivariate observations to conditionally inde-559

pendent Gaussian observations that only depend on the linear predictor, and not directly560

on the individual latent variables, it should be expected that more complex random effects561

can be incorporated in the model structures. In particular, the R-INLA method itself uses562

the same hierarchical model building technique to separate general complex structured ran-563

dom effect components (including spatial, temporal, and spatio-temporal models) from the564

observation models, that are only linked to the combined linear predictor values. For such565

more general models, the computational scaling cost benefits in comparison with R-JAGS566

should be even more pronounced, due to the sparse matrix algebra taken advantage of by567

R-INLA.568

SUPPLEMENTARY MATERIAL569

R-package dirinla: R-package dirinla containing code to perform the Dirichlet regression570

using R-INLA described in the article. The package also contains the necessary code571

to reproduce the real and simulation examples presented in the article. It can be572

installed from https://github.com/inlabru-org/dirinla.573

Simulations: the document test.html (also in https://jmartinez-minaya.github.io/574
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supplementary/CODA/tests.html) contains a complete scenario of simulations by575

checking the performance of the dirinla R-package.576
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Gómez-Rubio, V. (2020). Bayesian Inference with INLA. CRC Press.634

Hadfield, J. D. (2010). MCMC Methods for Multi-Response Generalized Linear Mixed635

Models: The MCMCglmm R Package. Journal of Statistical Software 33 (2), 1–22.636

Hijazi, R. H. and R. W. Jernigan (2009). Modelling Compositional Data using Dirichlet637

Regression Models. Journal of Applied Probability & Statistics 4 (1), 77–91.638

Klein, N., T. Kneib, S. Klasen, and S. Lang (2015). Bayesian Structured Additive Distri-639

butional Regression for Multivariate Responses. Journal of the Royal Statistical Society:640

Series C (Applied Statistics) 64 (4), 569–591.641

Kobal, M., D. Kastelec, and K. Eler (2017). Temporal Changes of Forest Species642

Composition Studied by Compositional Data Approach. iForest-Biogeosciences and643

Forestry 10 (4), 729.644
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(2019). A hierarchical Bayesian Beta Regression Approach to Study the Effects of Geo-652

graphical Genetic Structure and Spatial Autocorrelation on Species Distribution Range653

Shifts. Molecular ecology resources 19 (4), 929–943.654

Masarotto, G. and C. Varin (2017). Gaussian Copula Regression in R. Journal of Statistical655

Software 77 (8), 1–26.656

Monyai, S., M. Lesaoana, T. Darikwa, and P. Nyamugure (2016). Application of Multino-657

mial Logistic Regression to Educational Factors of the 2009 General Household Survey658

in South Africa. Journal of Applied Statistics 43 (1), 128–139.659

Moraga, P. (2019). Geospatial Health Data: Modeling and Visualization with R-INLA and660

Shiny. CRC Press.661

Nocedal, J. and S. Wright (2006). Numerical Optimization. Springer Science & Business662

Media.663

Nowosad, J. and T. Stepinski (2018). Spatial Association between Regionalizations Using664

the Information-Theoretical V-Measure. International Journal of Geographical Informa-665

tion Science 32 (12), 2386–2401.666

Odeyemi, Y., M. Pollind, R. Peeler, K. Nozawa, D. Vesely, A. Page, C. Rakovski, and H. El-667

Askary (2019). Review of Climate Research and Funding 1993˜ 2017: A Multinomial668

Logistic Regression Approach. Journal of Environmental Informatics Letters 1 (2), 94–669

101.670

Piccini, C., A. Marchetti, R. Rivieccio, and R. Napoli (2019). Multinomial Logistic Re-671

gression with Soil Diagnostic Features and Land Surface Parameters for Soil Mapping of672

Latium (Central Italy). Geoderma 352, 385–394.673

Plummer, M. (2016). rjags: Bayesian Graphical Models using MCMC. R package version674

4-6.675

45



R Core Team (2021). R: A Language and Environment for Statistical Computing. Vienna,676

Austria: R Foundation for Statistical Computing.677

Rue, H. and L. Held (2005). Gaussian Markov Random Fields: Theory and Applications.678

Chapman & Hall.679

Rue, H., S. Martino, and N. Chopin (2009). Approximate Bayesian Inference for Latent680

Gaussian Models by using Integrated Nested Laplace Approximations. Journal of the681

Royal Statistical Society: Series B (Statistical Methodology) 71 (2), 319–392.682

Rue, H., A. Riebler, S. H. Sørbye, J. B. Illian, D. P. Simpson, and F. K. Lindgren (2017).683

Bayesian Computing with INLA: a Review. Annual Review of Statistics and Its Applica-684

tion 4, 395–421.685

Sennhenn-Reulen, H. (2018). Bayesian Regression for a Dirichlet Distributed Response686

using Stan. arXiv preprint arXiv:1808.06399 .687

Shi, P., A. Zhang, H. Li, et al. (2016). Regression Analysis for Microbiome Compositional688

Data. The Annals of Applied Statistics 10 (2), 1019–1040.689

Simpson, D., J. B. Illian, F. Lindgren, S. H. Sørbye, and H. Rue (2016). Going off Grid:690

Computationally Efficient Inference for log-Gaussian Cox Processes. Biometrika 103 (1),691

49–70.692

Simpson, D., H. Rue, A. Riebler, T. G. Martins, and S. H. Sørbye (2017, February). Penal-693

ising Model Component Complexity: A Principled, Practical Approach to Constructing694

Priors. Statistical Science 32 (1), 1–28. Publisher: Institute of Mathematical Statistics.695

Smithson, M. and J. Verkuilen (2006). A Better Lemon Squeezer? Maximum-likelihood696

Regression with Beta-Distributed Dependent Variables. Psychological Methods 11 (1),697

54.698

Spiegelhalter, D. J., N. G. Best, B. P. Carlin, and A. Van Der Linde (2002). Bayesian699

Measures of Model Complexity and Fit. Journal of the Royal Statistical Society: Series700

B (Statistical Methodology) 64 (4), 583–639.701

46



Tsilimigras, M. C. and A. A. Fodor (2016). Compositional Data Analysis of the Microbiome:702

Fundamentals, Tools, and Challenges. Annals of Epidemiology 26 (5), 330–335.703

Van der Merwe, S. (2019). A Method for Bayesian Regression Modelling of Composition704

Data. South African Statistical Journal 53 (1), 55–64.705

Wang, X., Y. Y. Ryan, and J. J. Faraway (2018). Bayesian Regression Modeling with INLA.706

Chapman and Hall/CRC.707

Washburne, A. D., J. D. Silverman, J. W. Leff, D. J. Bennett, J. L. Darcy, S. Mukherjee,708

N. Fierer, and L. A. David (2017). Phylogenetic Factorization of Compositional Data709

Yields Lineage-level Associations in Microbiome Datasets. PeerJ 5, e2969.710

Zuur, A. F., E. N. Ieno, and A. A. Saveliev (2017). Beginner’s Guide to Spatial, Temporal,711

and Spatial-Temporal Ecological Data Analysis with R-INLA. Highland Statistics Ltd,712

Newburgh.713

47



Appendix714

A Equivalence between parametrizations715

In this Appendix, we present the proof for the equivalence between the two parametrizations716

on Dirichlet regression models presented in the equations (3) and (4).717

As mentioned in the text, we just need to construct a matrix V with dimension N × J718

which contains all the observed values for all the observations of all the covariates using in719

the different categories. Note that if the used covariates are the same in all the categories720

V is equal to V (c). We rewrite equation (3) as:721

g(αcn) = η∗cn = Vn•β̃•c + ωcn , (28)

being β̃•c a J column vector having Jc non zero values, and being zero the rest of the722

elements; and equation (4)723

µcn =
exp (η∗µcn )∑C
c=1 exp (η

∗µ
cn )

=
exp (Vn•γ̃•c + ωµ

cn)∑C
c=1 exp (Vn•γ̃•c + ωµ

cn)
. (29)

being γ̃c a J column vector having Jc non zero values and being zero the rest of the724

elements. ω
µ(c)
cn represents a realization of a random effect for this parametrization.725

In the alternative parametrization (28), as we have C categories for which the means726

must always sum up to 1, we employ a Multinomial logit strategy as in Multinomial re-727

gression, where the linear predictor of one category is set to zero, whereby it is virtually728

omitted and becomes the reference. Let η∗µ1n be the reference, then:729

η∗µ1n = 0 .

Rewriting the equation (29) reveals that730

µcn =
exp (Vn•γ̃•c + ωcn)∑C
c=1 exp (Vn•γ̃•c + ωcn)

=
exp (Vn•β̃•c − Vn•β̃•1 + ωcn − ω1n)∑C
c=1 exp (Vn•β̃•c − Vn•β̃•1 + ωcn − ω1n)

, (30)

so that731

γ̃•c = β̃•c − β̃•1 , (31)

and732

ωµ
cn = ωcn − ω1n , (32)

as we wanted to proof.733
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B Likelihood approximation effect734

This Appendix presents both the proof for the Theorem 4.1 and the Proposition 4.2, which735

is the expansion of the theorem to multiple observations. Let ηn := η•n denote the linear736

predictor corresponding to the nth observation yn := Y•n; let also define l(y | x) =737

− log p(y | x) for any y and x, and so, let l(yn | ηn) = − log p(yn | ηn) denote the log-738

likelihood function expressed for the nth observation, being yn ∈ RC and ηn ∈ RC . Using739

the Taylor series expansion in vector η0
n, we obtain the approximation:740

l(yn | ηn) ≈

≈ l(yn | η0
n) + [∇ηn(l)(η

0
n,yn)]

T [ηn − η0
n]

+
1

2
[ηn − η0

n]
T [∇2

ηn
(l)(η0

n,yn)][ηn − η0
n]

= l(yn | η0
n) + (g0

ηn
)T [ηn − η0

n] +
1

2
[ηn − η0

n]
TH0

ηn
[ηn − η0

n] (33)

= C1 +
1

2
[ηn − (η0

n − (H0
ηn
)−1g0

ηn
)]TH0

ηn
[ηn − (η0

n − (H0
ηn
)−1g0

ηn
)] ,

where g0
ηn

= ∇ηn(l)(η
0
n,yn) and H0

ηn
is either the true Hessian (∇2

ηn
(l)(η0

n,yn)) or the741

expected Hessian (Eyn|ηn(∇2
ηn
(l)(η0

n,yn))). C1 is a constant whose value is l(yn | η0
n) −742

1
2
(g0

ηn
)T (H0

ηn
)−1g0

ηn
. Considering now the Cholesky factorization of H0

ηn
, H0

ηn
= L0

n(L
0
n)

T ,743

expression (33) can be rewritten as follows:744

l(yn | ηn) ≈ (34)

≈ C1 +
1

2
[(L0

n)
Tηn − (L0

n)
T (η0

n − (H0
ηn
)−1g0

ηn
)]T

[(L0
n)

Tηn − (L0
n)

T (η0
n − (H0

ηn
)−1g0

ηn
)] .

Defining745

z0
n := (L0

n)
T [η0

n − (H0
ηn
)−1g0

ηn
] = (L0

n)
Tη0

n − (L0
n)

−1g0
ηn

, (35)

a conditionally Gaussian approximation is constructed.746

l(yn | ηn) ≈ l(z0
n | ηn) = C1 +

1

2
[z0

n − (L0
n)

Tηn]
T [z0

n − (L0
n)

Tηn] . (36)

49



Thus, z0
n | ηn ∼ N ((L0

n)
Tηn, Id), i.e., z

0
nc | ηn ∼ N ([(L0

n)
Tηn]c, 1). The observation vector747

yn has been converted into conditionally independent Gaussian pseudo-observations z0
n.748

This approximation can be expanded to the N observations.749

To present a proof for Proposition (4.2), we rewrite l(Y | η) for all the observations N750

as in equation (34).751

l(Y | η) ≈

≈ NC1 +
1

2

n∑
n=1

[(L0
n)

Tηn − (L0
n)

T (η0
n − (H0

ηn
)−1g0

ηn
)]T (37)

[(L0
n)

Tηn − (L0
n)

T (η0
n − (H0

ηn
)−1g0

ηn
)] .

Using the notation752

η̃0 =


η0
•1
...

η0
•N


︸ ︷︷ ︸
CN×1

, g0
η̃ =


g0
1

...

g0
N


︸ ︷︷ ︸
CN×1

, L0 =


L0

1 0
. . .

0 L0
N


︸ ︷︷ ︸

CN×CN

,

753

H0
η̃ =


H0

η1
0

. . .

0 H0
ηN


︸ ︷︷ ︸

CN×CN

,

equation (37) can be rewritten as follows:754

l(Y | η̃) ≈

≈ NC1 +
1

2
[(L0)T η̃ − (L0)T (η̃0 − (H0

η̃)
−1g0

η̃)]
T (38)

[(L0)T η̃ − (L0)T (η̃0 − (H0
η̃)

−1g0
η̃)] .

Defining755

z̃0 := (L0)T (η̃0 − (H0
η̃)

−1g0
η̃) = (L0)T η̃0 − (L0)−1g0

η̃ , (39)

we obtain p(z̃0 | η̃),756

z̃0 | η̃ ∼ N ((L0)T η̃, ICN) , (40)
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and the observation matrix Y has been turned into Gaussian conditionally independent757

pseudo-observations z̃0, a likelihood which R-INLA can deal with.758

C Calculus for the Dirichlet likelihood759

In this Appendix, we present all the calculus required for the particular case of the Dirichlet760

likelihood. For the sake of simplicity, we present those required just for one observation.761

We start with presenting the likelihood in terms of the linear predictor, we continue with762

the gradient, followed by the Hessian and finishing with the expected Hessian.763

C.1 Likelihood764

The density function corresponding to Dirichlet distribution has been depicted in ex-765

pression (1). Using the Dirichlet regression displayed in Equation (3), we know that766

αc = exp(ηc), c = 1, . . . , C. Then the density function or the likelihood for just one767

observation can be expressed as:768

p(y | η1, . . . , ηC) =
1

B(exp(η1), . . . , exp(ηC))

C∏
c=1

yexp(ηc)−1
c . (41)

Taking logarithms and using the definition of the B function, the next expression is ob-769

tained:770

log p(y | η) = log

(
Γ(exp(η1)) · · ·Γ(exp(ηC))
Γ(exp(η1) + · · ·+ exp(ηC))

)
+

C∑
c=1

(exp(ηc)− 1) log(yc) . (42)

C.2 Gradient771

Here, the gradient of the log likelihood is calculated.772

∂l

∂ηc
= exp(ηc)

[
ϕ(exp(ηc))− ϕ

(
C∑
c=1

exp(ηc)

)]
− exp(ηc) log(yc) , (43)

where c = 1 . . . , C and ϕ is the digamma function.773
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C.3 Hessian774

The second derivatives are calculated for the log likelihood. Let c and d two naturals such775

as 1 ≤ c ≤ C and 1 ≤ d ≤ C, then776

∂2l

∂2ηc
= exp(ηc)

[
ϕ(exp(ηc))− ϕ

(
C∑
c=1

exp(ηc)

)]
+

+ exp(2ηc)

[
ϕ1(exp(ηc))− ϕ1

(
C∑
c=1

exp(ηc)

)]
−

− exp(ηc) log(yc) (44)

and777

∂2l

∂ηc∂ηd
= − exp(ηc) exp(ηd)

[
ϕ1

(
C∑
c=1

exp(ηc)

)]
,

where ϕ is the digamma function and ϕ1 is the trigamma function.778

C.4 Expected Hessian779

The expected second derivatives are calculated for the log likelihood. Thus780

E

(
∂2l

∂2ηc

)
= exp(2ηc)

[
ϕ1(exp(ηc))− ϕ1

(
C∑
c=1

exp(ηc)

)]

and781

E

(
∂2l

∂ηc∂ηd

)
= − exp(ηc) exp(ηd)

[
ϕ1

(
C∑
c=1

exp(ηc)

)]
,

where ϕ is the digamma function and ϕ1 is the trigamma function.782
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