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A Further details on the owls example

Figure 2 in the main manuscript shows estimates of the evidence for the following eight
models. For each of these, we consider the case that the immigration rate depends on the
abundance of voles as in Abadi et al. (2010) (i.e. we estimate δ1 6= 0) and the case that the
immigration rate does not depend on the abundance of voles (i.e. we enforce δ1 = 0).

1. full model as specified in Section 5 (with the Gaussian priors specified there) – i.e.
both the productivity rates ρt and the recapture probabilities pa,t are time-varying.

2. like Model 1 but with constant capture probabilities over time, i.e. enforcing pa,2 =
. . . = pa,T , for all a ∈ {1,A} by setting β2 = . . . = βT = β.

3. like Model 1 but with constant productivity rates over time, i.e. enforcing ρ1 = . . . = ρT
by setting γ1 = . . . = γT = γ.

4. like Model 3 but additionally assuming that the survival probabilities do not follow a
linear trend, i.e. enforcing α3 = 0.

5. like Model 4 but additionally assuming that survival probabilities do not depend on
the gender, i.e. enforcing α1 = 0.

6. like Model 2 but with constant productivity rates over time, i.e. enforcing ρ1 = . . . = ρT
by setting γ1 = . . . = γT = γ.

7. like Model 6 but additionally assuming that the survival probabilities do not follow a
linear trend, i.e. enforcing α3 = 0.

8. like Model 7 but additionally assuming that survival probabilities do not depend on
the gender, i.e. enforcing α1 = 0.

B Further details on the herons example

Figure B.1 shows the marginal posterior distributions of the estimated heron counts and
productivity rates for some of the models not included in Figure 4 in the main manuscript.
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C Detailed algorithms

C.1 Full particle filter

In this section, we state slightly extended versions of the sequential Monte Carlo (SMC)
algorithm for filtering (Algorithm 1 in the main manuscript) and of the SMC algorithm for
model comparison (Algorithm 4 in the main manuscript).

We begin by stating (in Algorithm C.1) a version the SMC algorithm for filtering em-
ployed within our simulations. It employs a low-variance resampling scheme termed system-
atic resampling (Carpenter et al., 1999) and which resamples only when the effective sample
size (ESS) falls below some pre-specified threshold ESS? ∈ (0, 1). For our simulations, we
used ESS? = 0.9. (Del Moral et al., 2012). Since we do not necessarily resample at every
step, the estimator p̂(y|θ) provided by Algorithm C.1 differs slightly from the estimator
defined in Section 3.1 of the main manuscript (see e.g. (Del Moral et al., 2006, Equation 15).
Note also that in Algorithm C.1, the ESS is scaled such that it takes values between 0 and
1. This potentially differs from some of the literature in which this quantity is scaled such
that it takes values between 1 and N . Finally, note that Algorithm C.1 permits the use of
proposal kernels qθ,t(xt|xt−1) which differ from the model transitions fθ(xt|xt−1) (Doucet
et al., 2000). This could be even further generalised to the use of auxiliary particle filters
(PFs) (Pitt and Shephard, 1999; Johansen and Doucet, 2008).

As always, Algorithm C.1 uses the convention that actions prescribed for the nth particle
are to be performed conditionally independently for all n ∈ {1, . . . , N}.
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C.1 Algorithm (PF with adaptive systematic resampling).

1. At Step 1,

(a) sample xn1 ∼ qθ,1(x1),

(b) set Wn
1 := wn1 /

∑N
k=1 w

k
1 , where wn1 :=

µθ(x
n
1 )gθ(y1|xn1 )

qθ,1(xn1 )
.

2. At Step t = 2, . . . , T ,

(a) If ESS t−1 := 1/
∑N
n=1(Wn

t−1)2 < ESS?,

i. ξt−1 := 1,

ii. sample a1:Nt−1 via systematic resampling based on the weights W 1:N
t−1 .

Else,

i. ξt−1 := 0,

ii. set ant−1 := n.

(b) sample xnt ∼ qθ,t(xt|x
ant−1

t−1 ),

(c) set Wn
t := wnt /

∑N
k=1 w

k
t , where

wnt :=
[
I{ξt−1 = 1}+ wnt−1 I{ξt−1 = 0}

]fθ(xnt |xant−1

t−1 )gθ(yt|xnt )

qθ,t(xnt |x
ant−1

t−1 )
.

3. Set T := {t ∈ {1, . . . , T − 1} | ξt = 1} ∪ {T} and

p̂(y|θ) :=
∏
t∈T

1

N

N∑
n=1

wnt .

C.2 Full SMC algorithm for evidence approximation

In this subsection, we state the SMC sampler which we employ to perform inference in
the applications described in Sections 5 and 6 of the main manuscript. More precisely, we
now employ the PF with adaptive systematic resampling from Algorithm C.1 (instead of
Algorithm 1 in the main manuscript) to approximate the marginal count-data likelihood.
Furthermore, we make the following modifications to the SMC sampler itself.

Adaptive systematic resampling. We employ systematic instead of multinomial resam-
pling and we resample only when the ESS falls below some pre-specified threshold
ESS? ∈ (0, 1). For our simulations, we used ESS? = 0.9.

Adaptive tempering schedule. we specify the temperature schedule adaptively in such
a way that the conditional effective sample size (CESS) decreases to a pre-specified
amount CESS? ∈ (0, 1) at each iteration (Zhou et al., 2016). When resampling at every
step, this reduces to the ESS-based approach introduced in Jasra et al. (2010) and for
which some theoretical justification is provided in Beskos et al. (2016). In this work,
we employ two different thresholds, indicated by subscripts α and β, for tempering
the different likelihood terms as described in Section 4.3 of the main manuscript. This
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provides an easy way to control the number of steps and hence the computational
cost allocated to each of the two stages of the algorithm. In the applications, we
used CESS?α = 0.9999 and CESS?β = 0.99 for the little owls models1 and CESS?α =
CESS?β = 0.9999 for the grey herons models.

Adaptive proposal kernel. We use the particles from previous steps to guide the con-
struction of the proposal distributions for the parameters (e.g. see Chopin (2002);
Peters et al. (2010)). More specifically, at each step, we propose a new set of parame-
ter values ϑ from the two-component Gaussian mixture

q(ϑ|θ;λΣ) := 0.95 Normal(ϑ; θ, 2.382d−1θ λΣ) + 0.05 Normal(ϑ; θ, 0.12d−1θ Idθ ).

Here, dθ ∈ N denotes the dimension (length) of the parameter vector θ and In is the
(n, n)-identity matrix. In addition, λ > 0 is some scaling factor which we adaptively
set to keep the acceptance rate of the Metropolis–Hastings (MH) updates within rea-
sonable bounds (Jasra et al., 2010). That is, λ is increased by a factor of 2 (decrease by
a factor of 1/2) if the acceptance rate of the MH updates exceeded 0.5 (dropped below
0.2). For further tuning of particle Markov chain Monte Carlo (PMCMC) kernels and
the delayed-acceptance technique, see Sherlock et al. (2015); Sherlock et al. (2015);
Doucet et al. (2015).

We stress that adapting the tempering schedule or the proposal scale in the way de-
scribed above no longer guarantees that the evidence estimate is unbiased. However, any
potential bias is normally far outweighed by the variance reductions brought about by these
modifications.

The resulting SMC sampler is outlined in Algorithm C.2, where we use the convention
that any action specified for some Index m is to be performed conditionally independently
for all m ∈ {1, . . . ,M}. This algorithm is a special case of Zhou et al. (2016, Algorithm 4).
Again, we note that the ESS and CESS are scaled such that they take values between 0 and
1.

C.2 Algorithm (adaptive, delayed-acceptance SMC for model choice).

1. Initialisation, Stage 1:

(a) Sample θm0 ∼ p(θ|Mi),

(b) Set Ṽ m0 := 1/M , ṽm0 := 1 and ξ0 := 0, a0 := 0, λ := 1 and s := 1.

2. While αs−1 < 1, writing ums−1 := p(w|θms−1,Mi), do:

(a) set αs := α ∧ 1, where α solves CESS s−1(α) = CESS?α, where

CESS s−1(α) := M
[
∑M
m=1 Ṽ

m
s−1(ums−1)α−αs−1 ]2∑M

m=1 Ṽ
m
s−1[(ums−1)α−αs−1 ]2

.

(b) Set V ms := vms /
∑M
k=1 v

k
s , where vms := ṽms−1(ums−1)αs−αs−1 .

(c) Set Σs :=
∑M
m=1 V

m
s (θms−1 − µs)(θms−1 − µs)T.

1For the standard tempering scheme needed in the efficiency comparison in Subsection ?? above, we used
CESS? = 0.9993 as this led to a similar computational cost as the refined tempering scheme (nonetheless,
recall that the comparison in Subsection ?? takes computational cost into account).
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(d) If ESS s := 1/
∑M
m=1(V ms )2 < ESS?,

i. set ξs := 1, ṽms := 1 and Ṽ ms := 1/M .

ii. sample b1:Ms−1 via systematic resampling based on the weights V 1:M
s .

Else,

i. set ξs := 0, ṽms := vms and Ṽ ms := ṽms /
∑M
k=1 ṽ

k
s

ii. set bms−1 := m,

(e) Propose ϑ ∼ q(ϑ|θ) := q(ϑ|θ;λΣs), where we write θ := θ
bms−1

s−1 , and set θms := ϑ
with probability (w.p.) min{1, r}, where

r :=
q(θ|ϑ)

q(ϑ|θ)
p(ϑ|Mi)

p(θ|Mi)

[
p(w|ϑ,Mi)

p(w|θ,Mi)

]αs
;

otherwise, set θms := θ.

(f) (potentially) adapt λ and set s← s+ 1.

3. Initialisation, Stage 2:

(a) Sample p̂ms−1(y|θms−1,Mi) using Alg. C.1 (with θ = θms−1).

(b) Set βs−1 := 0.

4. While βs−1 < 1, now writing ums−1 := p̂ms−1(y|θms−1,Mi)p(w|θms−1,Mi), do:

(a) Perform Steps 2a–2d (with βs and CESS?β instead of αs and CESS?α).

(b) Sample θms via Alg. 3 (using Alg. C.1 instead of Alg. 1 to approximate the

marginal likelihood in Step 3 (and with α = βs, θ = θ
bms−1

s−1 , p̂(y|θ) = p̂
bms−1

s−1 (y|θb
m
s−1

s−1 ,Mi)
and q(ϑ|θ) = q(ϑ|θ;λΣs)).

(c) (potentially) adapt λ and set s← s+ 1.

5. Set S := s− 1, S := {s ∈ {1, . . . , S − 1} | ξs = 1} ∪ {S} and

p̂(z|Mi) :=
∏
s∈S

1

M

M∑
m=1

vms .
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a. Constant productivity.
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b. Productivity regressed on frost days.

2
0
0
0

4
0
0
0

6
0
0
0

P
o
p
u
la
ti
o
n
(a
g
e
>

1
)

estimated counts (posterior median)

observed count

0
1

2

1930 1940 1950 1960 1970 1980 1990

P
ro
d
u
ct
iv
it
y

estimated productivity rate (posterior median)

c. Direct density dependence.

Figure B.1. Marginal posterior distributions of the estimated heron counts and produc-
tivity rates in the same setting as in Figure 4 in the main manuscript.
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