Epigenomic Assessment of Cardiovascular Disease Risk and Interactions With Traditional Risk Metrics

Kenneth Westerman, PhD; Alba Fernández-Sanléz, PhD; Prasad Patil, PhD; Paola Sebastiani, PhD; Paul Jacques, DSc; John M. Starr, MD, PhD; Ian J. Deary, MD, PhD; Qing Liu, PhD; Simin Liu, MD, ScD; Roberto Elosua, MD, PhD; Dawn L. DeMeo, MD; José M. Ordovás, PhD

BACKGROUND: Epigenome-wide association studies for cardiometabolic risk factors have discovered multiple loci associated with incident cardiovascular disease (CVD). However, few studies have sought to directly optimize a predictor of CVD risk. Furthermore, it is challenging to train multivariate models across multiple studies in the presence of study- or batch effects.

METHODS AND RESULTS: Here, we analyzed existing DNA methylation data collected using the Illumina HumanMethylation450 microarray to create a predictor of CVD risk across 3 cohorts: Women’s Health Initiative, Framingham Heart Study Offspring Cohort, and Lothian Birth Cohorts. We trained Cox proportional hazards-based elastic net regressions for incident CVD separately in each cohort and used a recently introduced cross-study learning approach to integrate these individual scores into an ensemble predictor. The methylation-based risk score was associated with CVD time-to-event in a held-out fraction of the Framingham data set (hazard ratio per SD=1.28, 95% CI, 1.10–1.50) and predicted myocardial infarction status in the independent REGICOR (Girona Heart Registry) data set (odds ratio per SD=2.14, 95% CI, 1.58–2.89). These associations remained after adjustment for traditional cardiovascular risk factors and were similar to those from elastic net models trained on a directly merged data set. Additionally, we investigated interactions between the methylation-based risk score and both genetic and biochemical CVD risk, showing preliminary evidence of an enhanced performance in those with less traditional risk factor elevation.

CONCLUSIONS: This investigation provides proof-of-concept for a genome-wide, CVD-specific epigenomic risk score and suggests that DNA methylation data may enable the discovery of high-risk individuals who would be missed by alternative risk metrics.

Key Words: cardiovascular disease ■ DNA methylation ■ epigenomics ■ risk prediction
Cross-sectional associations have been found across multiple relevant tissues, namely blood, aorta, and other vascular tissues. Some investigations aimed at cardiovascular risk factors have discovered CpGs predictive of CVD development, while Mendelian randomization approaches have suggested causality of at least some of these CpG-risk factor associations. A few studies directly modeling incident CVD as a primary outcome have either been conducted using only global (not locus-specific) methylation levels, or have found limited additional predictive power in the presence of known risk factors. A recent large-scale meta-analysis found multiple CpG sites predictive of incident coronary heart disease, but focused on univariate approaches. We have previously investigated methylation regions and modules associating with incident CVD, generating mechanistic insights but without aggregating these results into a direct predictor of risk. Additionally, it is unclear how the CVD risk tracked by DNA methylation is redundant with or complementary to existing risk metrics, including genetic scores and those based on traditional cardiovascular risk factors (eg, the Framingham Risk Score for generalized CVD). Combining signal across population-scale cohorts can increase sample size while attenuating the effect of study-specific biases and confounding factors, but can be prone to emergent sources of confounding from "batch" effects or other systematic biases in methylation data across cohorts. This is especially problematic when there is notable class imbalance (ie, different outcome frequencies) across cohorts. The most common method for dealing with this heterogeneity is meta-analysis, but standard meta-analysis approaches are restricted to univariate (one CpG site at a time) models. Other approaches include batch effect correction on the input data set (eg, ComBat), direct adjustment for batch/study in linear models, or adjustment for derived variables intended to capture technical biases (eg, surrogate variable analysis), but these approaches can often lead to over- or underestimates of true biological effects. An alternative approach described recently, cross-study learning, instead trains an ensemble predictor consisting of one or multiple models per cohort. This strategy allows the use of arbitrarily complex models while avoiding technical confounding from direct combination of the data sets.

To develop an improved DNA methylation-based cardiovascular risk predictor using multiple heterogeneous training cohorts, we used a cross-study learning method to develop an ensemble of penalized time-to-event regression risk models. The resulting composite risk score performed well in a held-out data set, associating with survival even in the presence of traditional risk factors, and showing similar performance to models trained on naively merged data sets. External validation was achieved in a case-control study for prevalent myocardial infarction (MI). Further, interactions were assessed between the composite methylation-based risk score and other risk predictors, finding that it is potentially most effective in those with low Framingham Risk Scores.
METHODS

Study Participants and Phenotype Collection

Phenotypes (demographic, anthropometric, biochemical, and clinical), DNA methylation data, and imputed genotypes were available either from publicly available controlled-access databases or upon request from the cohorts. Cohort-specific details are provided in Data S1. Blood-based biochemical markers (total cholesterol, low-density lipoprotein cholesterol, high-density lipoprotein cholesterol, triglycerides, fasting glucose, high-sensitivity C-reactive protein, and systolic blood pressure) were log10-transformed for all analyses. In the Lothian Birth Cohort 1936, LDL was estimated from total cholesterol and triglycerides using the Friedewald equation. Diabetes mellitus was defined as either use of diabetes mellitus medication or a measured fasting blood glucose level of >125 mg/dL. Antihypertensive medication use, smoking status, and diabetes mellitus status were assumed to be false where missing, though missing data rates for these variables in the held-out FHS (Framingham Heart Study) subset were low (0.1%, 0.1%, and 7%, respectively). Analysis of these data sets was approved by the Tufts University Health Sciences Institutional Review Board (protocol 12592), and all subjects gave informed consent.

DNA Methylation Data Processing

DNA methylation data for all initial cohorts (Womens Health Initiative [WHI], FHS, and Lothian Birth Cohorts [LBC]) were collected using the Illumina HumanMethylation450 microarray platform21 and downloaded as raw intensity files. FHS methylation data were collected in 2 primary batches in 2 centers—1 in subjects from a nested case-control for CVD measured at Johns Hopkins University (FHS-JHU), and the other in a larger set of remaining Framingham Offspring participants measured at the University of Minnesota (FHS-UM). Preprocessing was performed using the minfi and wateRmelon packages for R22,23 Sample-wise filters were as follows: robust overall signal in the main cluster based on visual inspection of an intensity plot, <10% of probes undetected at a detection threshold of P<1e-16, and a reported sex matching methylation-based sex prediction. Probes were removed using the following criteria: >10% of samples undetected at a detection threshold of P<1e-16, location in the X or Y chromosomes, non-CpG probes, cross-hybridizing probes, probes measuring SNPs, and probes with an annotated single-nucleotide polymorphism at the CpG site or in the single-base extension region. Samples were normalized using the Noob method for background correction and dye-bias normalization, followed by the BMIQ method for probe type correction.24,25 Blood cell fractions for 6 blood cell types (CD4+ T-cells, CD8+ T-cells, B-cells, natural killer cells, monocytes, and granulocytes) were estimated using a common reference-based method,26 and 5 of these (excluding granulocytes) were included in cell count-adjusted statistical models. After quality control and filtering steps, 390 597 CpG sites were shared between the 3 data sets, formatted as beta values (roughly equal to the ratio of methylated signal to total microarray signal, or $\beta = \frac{M}{U+M}$).

DNA methylation data for the REGICOR (Registre Gironí del COR) cohort were collected using the Illumina MethylationEPIC microarray platform27 and analyzed using the watermelon23 and methylumi28 R packages. Samples were excluded based on detection $P>0.05$ in at least 1% of probes or failure to cluster in the appropriate sex based on X chromosome methylation. Probes were excluded based on detection $P>0.05$ in at least 1% of samples, a bead count <3 in at least 5% of samples, discarding by Illumina based on underperformance (n=1031) or changes in the manufacturing process (n=977), non-CpG targets, and cross-hybridization (n=43 979). A batch normalization was performed by standardizing beta values to mean zero and unit variance within each bisulfite conversion batch before analysis. After quality control and preprocessing, 811 610 CpG sites across 391 individuals were available for analysis. Participants were further excluded from analysis because of unknown smoking habits (n=10) and unavailable information regarding diabetes mellitus, hypertension, or hyperlipidemia (n=53). Surrogate variable analysis19 was used to calculate 2 surrogate variables, representing potential technical and biological confounders, for adjustment in MRS replication models.

CVD Risk Modeling

Study-specific CVD risk models were trained using penalized Cox proportional hazards regressions with the elastic net penalty. CVD events were defined as including coronary heart disease, stroke, and death from CVD (see Data S1 for cohort-specific details), and times were right-censored based on the most recent exam available in each cohort. The elastic alpha parameter was initially set at 0.05 (closer to ridge regression) to retain a higher number of CpGs with non-zero weights while still performing feature selection.29 Inner cross-validation loops varying alpha between 0.05 and 0.95 showed negligible differences in model performance (evaluated by mean squared error). The penalty parameter $\lambda$ was optimized through 5-fold cross-validation (use of 10-fold cross-validation did not meaningfully change the results). For each model, only the most variable 100 000 CpGs according to median
absolute deviation (<25% of all available sites shared across platforms) were included to decrease the computational burden and ensure that the selected CpGs would have meaningful interindividual variation.

The cross-study learner (CSL) was constructed as an ensemble of study-specific regression models. Scores from each single-study learner (SSL) were combined using the “stacking” approach, implemented as follows. First, predictions from each SSL to both itself and the other training data sets were combined into a design matrix (with dimensions N\text{total}×# SSLs). This formed the input to an additional penalized Cox regression (ridge regression with λ optimized through 5-fold cross-validation and coefficients restricted to be non-negative) of all training studies at once. Coefficients from this regression, corresponding to input study-specific SSLs, were normalized to sum to 1 to produce the CSL weights. For use in new data sets, SSL scores were each standardized to mean zero and unit variance before calculating their weighted sum (using the “stacking” weights) as the final CSL score.

A series of approaches for combining information across cohorts were tested as alternatives to the CSL. The naïve “combined” approach consisted of simply aggregating observations from all training sets into a single data set and training an elastic net regression as described above while adjusting for study as a fixed effect. The ComBat method trained across all studies as with the “combined” approach, but included an empirical Bayes-based preprocessing step to directly remove mean differences across studies that were not associated with the outcome of interest (incident CVD events).18

MRS evaluation in FHS-UM was performed using Cox proportional hazards models, with a series of models adjusting for covariates including demographics, anthropometrics, biochemical values, and cell subtype estimates. Additional sensitivity models incorporated flexible spline bases for age and cell type fractions (pspline function) and an interaction between age and sex. Robust standard errors were used to account for family structure as has been suggested for clustered data30 and used for epigenetic risk models in FHS.31 The proportional hazards assumption was assessed using the cox.zph R function, and no violation was detected (P>0.05). To compare risk scores generated using different models (combined and ComBat-preprocessed) to the CSL, Cox regressions adjusting for the “basic” covariate set were used to evaluate each MRS alone, the CSL MRS plus the combined MRS, and the CSL MRS plus the ComBat-preprocessed MRS in the held-out FHS-UM data set. Likelihood ratio tests were then used to compare each of the 2-MRS models to that CSL-only model, with the resulting P values indicating whether either of these alternative scores provided additional benefit. MRS evaluation in the REGICOR case-control used logistic regression models, adjusting for the same sets of covariates where possible, though traditional biochemical risk factors were only available in discrete low versus high categories.

The biology underlying the CSL model was evaluated through a series of enrichment tests using the component CpG loci and annotated genes. Gene ontology-based enrichment analysis of each cohort-specific model was performed using the gometh function from the missMethyl package for R.32 This procedure uses gene annotations for CpGs from the HumanMethylation450 microarray annotation from Illumina (v1.0 B2). Enrichment analysis is then performed for each gene ontology category using Wallenius’ non-central hypergeometric distribution to account for inconsistent representation of CpG sites across genes. The overall merged set of CpGs included in the final CSL model was then tested for enrichment in transcription factor binding sites using HOMER tool.33 CpG loci (with respect to genome build hg19) were provided as inputs, with 200 base-pair windows and repeat-masked sequences.

**Genomic Risk Score Calculation**

Imputed genotype data for WHI were retrieved from dbGaP (accession: phs000746.v2.p3). Variants were filtered for imputation R²>0.3, and annotated with rsIDs, loci, and allelic information using the 1000 Genomes Phase 3 download from dbSNP (download date: April 13, 2018). Weights for the genetic risk score calculation (6 630 151 variants) were based on the genome-wide CVD score developed by Khera et al.15 We note that these scores were developed only for populations of European descent, and thus are not optimized for the mixed-ancestry WHI population. Genomic risk scores (GRS) were then calculated as the weighted sum of allelic dosages, normalized by the number of relevant SNPs available. Genotype data processing and GRS calculation were performed using PLINK 2.0.

**Risk Score Interaction Analysis**

Interaction analysis was performed using similar Cox regression models to those above, adjusting for the “basic” set of covariates and using robust standard error estimates. To facilitate visual comparisons, main-effect regressions for the MRS were fitted within risk strata defined by the Framingham Risk Score (FRS) or genomic risk score (GRS), both separately in each data set having >25 events in the group, and after merging these data sets and allowing for stratified baseline hazards (strata() argument to the coxph function). To obtain overall interaction effect estimates, an interaction between MRS and either FRS or GRS was introduced into a combined regression including all data sets,
while allowing stratified baseline hazards. We note that main effects in the interaction analysis are biased away from the null since the regression data sets were used for training the MRS. Regressions assessing the GRS excluded non-European ancestry participants to match the ancestry used to develop the CVD score.15

For quasi-replication of these associations in the REGICOR data set, stratified logistic regressions were used to discriminate MI cases from controls using the MRS, while adjusting for estimated cell count fractions as well as 2 surrogate variable analysis components (as in the main REGICOR models). In the absence of continuous values for blood pressure and lipids, an empirical risk function was generated by first performing a logistic regression on the following cardiovascular risk factors: age, sex, estimated cell count fractions, body mass index, diabetes mellitus, smoking status, hyperlipidemia (binary), and hypertension (binary), along with 2 surrogate variable analysis components. Predicted risks based on this model were then used to stratify subjects into 4 risk groups by evenly splitting the range of predicted risks into 4 segments (thus resulting in strata based on raw risk, rather than percentiles).

RESULTS

Cross-Study Learner Model Development

Epigenomic model development was performed in 3 cohorts, including the WHI, FHS, and LBC 1936. The FHS data set was divided into 2 functionally separate groups (FHS-JHU and FHS-UM) based on differences in subject selection and geographic location of laboratory methylation analysis (see Methods). Further population details can be found in Table 1.

Figure 1 outlines the computational workflow. Briefly, a cross-study learning (CSL) model was developed by training time-to-event elastic net regressions on 3 of the data sets, while holding out the FHS-UM subset for evaluation. The FHS-UM subset was chosen to hold out as it more closely represents the larger free-living Framingham population. While there is moderate heterogeneity between the included cohorts (for example, in original cohort study designs, details of CVD definitions, and length of follow-up), the intent of the present investigation was to explore the extraction of shared signal across cohorts with recognized heterogeneity. Next, a model re-trained on all 4 data sets were subject to external replication in the REGICOR study. CSL model CpGs were characterized as to their potential biological function, and model performance was assessed across strata of alternative cardiovascular risk metrics.

The initial predictor was developed by training individual penalized Cox proportional hazards regression models (single-study learners, or SSLs) in each of the 3 training cohorts (WHI, FHS-JHU, and LBC). Scores from these models were aggregated through a “stacking” method, in which the outcomes

<table>
<thead>
<tr>
<th>Study/Subset</th>
<th>WHI</th>
<th>FHS-JHU</th>
<th>LBC</th>
<th>FHS-UM</th>
</tr>
</thead>
<tbody>
<tr>
<td>Sample size</td>
<td>2023</td>
<td>484</td>
<td>818</td>
<td>2103</td>
</tr>
<tr>
<td>Age, y</td>
<td>65 (59–70)</td>
<td>71 (64–77)</td>
<td>69 (88–70)</td>
<td>64 (59–71)</td>
</tr>
<tr>
<td>Sex (women)</td>
<td>2023 (100%)</td>
<td>145 (30%)</td>
<td>406 (50%)</td>
<td>1270 (60%)</td>
</tr>
<tr>
<td>Ancestry</td>
<td>959 (47%)</td>
<td>484 (100%)</td>
<td>818 (100%)</td>
<td>2103 (100%)</td>
</tr>
<tr>
<td>Body mass index, kg/m²</td>
<td>29.1 (25.5–33.3)</td>
<td>28.2 (25.5–31.3)</td>
<td>27.5 (24.9–30.3)</td>
<td>27.4 (24.3–31)</td>
</tr>
<tr>
<td>LDL cholesterol, mg/dL</td>
<td>150 (126–175)</td>
<td>88 (73–107)</td>
<td>118 (89.5–150.3)</td>
<td>107 (87–128)</td>
</tr>
<tr>
<td>HDL cholesterol, mg/dL</td>
<td>51 (43–60)</td>
<td>49 (40–60)</td>
<td>56.1 (47.2–68.3)</td>
<td>56 (45.8–69)</td>
</tr>
<tr>
<td>Triglycerides, mg/dL</td>
<td>127 (92–177)</td>
<td>101.5 (75–141.2)</td>
<td>128.4 (97.4–171.2)</td>
<td>102 (73–142)</td>
</tr>
<tr>
<td>Fasting glucose, mg/dL</td>
<td>96 (88.6–108)</td>
<td>106 (97–116)</td>
<td>Unavailable</td>
<td>100 (94–109)</td>
</tr>
<tr>
<td>Systolic blood pressure, mm Hg</td>
<td>131 (120–143)</td>
<td>130 (117–143)</td>
<td>148.7 (137–161.3)</td>
<td>126 (116–138)</td>
</tr>
</tbody>
</table>

Continuous values shown as: median (interquartile range). CVD indicates cardiovascular disease; FHS-JHU, Framingham Heart Study Offspring Cohort (Johns Hopkins University subset); FHS-UM, Framingham Heart Study Offspring Cohort (University of Minnesota subset); HDL, high-density lipoprotein; LBC, Lothian Birth Cohorts 1936; LDL, low-density lipoprotein; and WHI, Women’s Health Initiative.
and model predictions from each of the individual data sets are combined, and a regression is used to assign weights to each of the model scores (see Methods). This procedure led to FHS-JHU dropping out of the ensemble model, with weights for this initial predictor as follows: 0.57 (WHI), 0.0 (FHS-JHU), and 0.43 (LBC). This result means that the FHS-JHU score did not transfer to the rest of the data sets (ie, to WHI and LBC) as well as the scores from the other 2 components models.

Assessment in Held-Out FHS Subset

Stacking of the 3 initial predictors resulted in model weights of 0.57, 0, and 0.43 for WHI, FHS-JHU, and LBC, respectively (ie, the FHS-JHU sub-model did not contribute to the initial stacked ensemble model). The resulting ensemble predictor was evaluated using robust Cox proportional hazards models in FHS-UM, showing strong associations with incident CVD in an unadjusted model (hazard ratio [HR]=1.58, 95% CI, 1.37–1.83), which was attenuated partially through adjustment for standard covariates (age, sex, and estimated cell type fractions; HR, 1.28; 95% CI, 1.10–1.50) as well as CVD risk factors (HR, 1.29; 95% CI, 1.09–1.51). Results for the unadjusted model and 3 risk factor-adjusted models are shown in Table 2, and associated Kaplan–Meier curves across epigenetic risk tertiles are shown in Figure 2.

Additional sensitivity analyses were performed to assess the robustness of these results to variations in the model-building or evaluation approach. Hazard ratios in the held-out FHS-UM were no higher using

Table 2. MRS Performance in Held-Out FHS Subset

<table>
<thead>
<tr>
<th>Model</th>
<th>HR Per SD MRS*</th>
<th>P Value</th>
</tr>
</thead>
<tbody>
<tr>
<td>Unadjusted†</td>
<td>1.58 [1.37–1.83]</td>
<td>5.4e-10</td>
</tr>
<tr>
<td>Basic‡</td>
<td>1.28 [1.10–1.50]</td>
<td>2.0e-03</td>
</tr>
<tr>
<td>Plus risk factors§</td>
<td>1.29 [1.09–1.51]</td>
<td>2.7e-03</td>
</tr>
<tr>
<td>FRS only∥</td>
<td>1.36 [1.19–1.58]</td>
<td>2.0e-05</td>
</tr>
</tbody>
</table>

FHS indicates Framingham Heart Study; FRS, Framingham Risk Score; HR, hazard ratio; and MRS, methylation-based risk score.

*Estimated hazard ratio per SD of the methylation-based risk score [95% CI].
†No covariates.
‡Adjusted for age, sex, and estimated cell type fractions.
§Additionally adjusted for body mass index, low-density lipoprotein cholesterol, high-density lipoprotein cholesterol, systolic blood pressure, diabetes mellitus status, and current smoking.
∥Adjusted for Framingham Risk Score (uses all risk factors other than body mass index and cell type fractions).
penalized logistic regression in training (unadjusted HR, 1.52; 95% CI, 1.32–1.76), excluding individuals with past events in training (unadjusted HR, 1.55; 95% CI, 1.33–1.81), or adjusting for race in WHI (unadjusted HR, 1.20; 95% CI, 1.03–1.39). Neither were these results affected by training using the full set of 390 597 CpGs. Similarly, variations in the evaluation regressions did not produce meaningfully different results, either when excluding all individuals who experienced prior CVD events (Table S1), analyzing incident CVD as a binary outcome using logistic regression (unadjusted odds ratio per SD=2.15, 95% CI, 1.91–2.42), or stratifying by sex. Adjustment for age and cell type fractions as flexible spline functions as well as an age-sex interaction to assess possible residual confounding did not decrease estimated HRs from the basic model (saturated model HR, 1.31; 95% CI, 1.12–1.52). Use of the MRS for binary incident CVD prediction resulted in a c-statistic of 0.642 (95% CI, 0.599–0.685), compared with 0.691 (95% CI, 0.653–0.729) for the Framingham Risk Score alone and 0.695 (95% CI, 0.655–0.734) using the 2 scores together.

Results from comparison of CSL performance to models trained on combined data sets (either naive combination or including preprocessing using ComBat) are shown in Figure S1. The ComBat-preprocessed model had modestly higher hazard ratios in FHS-UM, while relative differences with the combined model depended on the covariates included. However, likelihood ratio tests using the basic model covariates (age, sex, and cell type fraction-adjusted) did not reveal a strong added benefit of either the combined (P=0.58) or ComBat (P=0.08) risk scores over that using only the CSL.

Final CSL Model Characterization

The stacking regression in the final CSL model defining the methylation-based risk score (MRS) gave the most weight to WHI (0.48) and LBC (0.38), while retaining non-zero weights for FHS-JHU (0.06) and FHS-UM (0.08). This result indicates that the WHI and LBC-trained models were better able to transfer across the combined-cohort set of outcomes compared with the other models. There was little overlap of specific CpG sites across cohort-specific models, with a maximum of 13 CpGs shared between 2 models (WHI and FHS-UM) and no CpGs shared between >3 or (Figure 3A). This could result from heterogeneity in the complex relationships between DNA methylation and CVD across populations. However, it may also reflect the tendency of the elastic net regression to select only a single feature from a group of correlated features, where the specific CpGs selected in different data sets varied because of the presence of biological and technical noise. However, even if the SSLs were capturing different biological mechanisms, the CSL model is designed to capture such heterogeneous signal from across cohorts. Despite the lack of site-specific overlap, there was broad agreement for 3 of the 4 component SSL models at the level of enriched biological processes, with all except FHS-JHU enriched most strongly for proximity to genes involved in homophilic cell adhesion (Figure 3B). MRS component CpGs tended to be found in similar genomic loci to the overall set of variable CpGs and were enriched in gene bodies and depleted in CpG islands compared with the full microarray CpG set. However, MRS CpGs did show a modest enrichment in and around CpG islands compared with the set of variable CpGs (Figure 3D). To seek more clarity as to potential biological mechanisms represented by the MRS, the HOMER tool was used to calculate enrichment of transcription factor binding motifs in the MRS component CpG sites. Using the union of all individual SSL CpG sites as input, no strong enrichments were found (all q>0.5). To better understand the stability of the risk score over time, intraclass correlation coefficients (ICCs) were calculated for 2 sets of grouped samples: 26 technical replicates from FHS and ~1000 longitudinal samples (across 3 visits, or about 6 years total) from LBC (Table S2). The technical replicates showed an ICC of 0.85, while the longitudinal samples showed an ICC of 0.68. As would be expected, the ICC for samples closer in time (Waves 1 & 2; ICC=0.69) were higher than that for samples more distant in time.
(Waves 1 & 3; ICC=0.61). Based on the observation of imperfect stability of the MRS over time as well as the partial attenuation in held-out hazard ratios after adjustment for age, its component CpGs (the 1305-element union of all CpGs in any of the 4 individual SSL models) were examined for overlap.
with established epigenetic age metrics. While no enrichment was seen for the original cross-tissue DNAm age from Horvath, strongly enrichment was seen for the morbidity-directed PhenoAge (9 of 513 CpGs; \( P = 2.3e-5 \)) and especially the blood-specific aging marker from Hannum et al (13 of 71 CpGs; \( P = 5.9e-21 \)). We note that these overlaps do not constitute a major fraction of either CpG set but are nonetheless highly statistically significant. The PhenoAge metric is based on some known cardiovascular risk factors (eg, C-reactive protein) and is known to associate with CVD but is not trained in any of the cohorts included here.

**Discrimination in Myocardial Infarction Case-Control Study**

As one form of replication, the MRS was investigated for its discriminative performance in a nested case-control for prior myocardial infarction in the REGICOR cohort (Table 3; cohort description in Table S3), which was matched for sex and age and thus free of potential confounding by these variables. We note that this data set contained prevalent (rather than incident) events, and thus provides replication in a similar but not identical biological context. These methylation data were collected on the next generation of Illumina methylation microarray (MethylationEPIC), which does not perfectly overlap with the HumanMethylation450 platform, but contained \( \approx 93\% \) of the CpGs input to the MRS model training procedure. The MRS was able to discriminate cases and controls in both unadjusted (odds ratio=1.79, \( P = 6.33e-6 \)) and, to a lesser degree, risk factor-adjusted models (odds ratio=1.61, \( P = 0.019 \)). Odds ratios were qualitatively similar across modeling strategies (Combined, ComBat, and CSL) for all of the adjustment models (Figure S1B).

**Interactions With Alternate Risk Metrics**

To understand how the present risk score interacts with other established CVD risk metrics, the performance of the MRS was re-evaluated after stratifying individuals by risk scores reflecting either demographic and biochemical features (Framingham Risk Score), or genetic variants (GRS based on Khera et al). First, the marginal effects of these risk scores were confirmed in each population. The FRS was strongly predictive in WHI and FHS, while surprisingly showing no association with CVD incidence in LBC (Table S4). As the data set with the largest number of available events, imputed genotypes were retrieved for WHI and GRS calculated, demonstrating a moderate association with CVD (odds ratio per SD=1.28, \( P = 1.1e-6 \)).

In pooled Cox models using study-specific baseline hazards and performed using the final 4-study MRS, it appeared that the MRS was more effective in those in lower “traditional” risk strata (based on models stratified by FRS categories; Figure 4A). As a sensitivity analysis, the cohorts were fully stratified into separate models, in which this pattern was visually clear in WHI and FHS-JHU (Figure S2). The pattern did not appear in LBC, although we note that the Framingham Risk Score also did not show a “main effect” for incident CVD in this cohort. A similar pattern appeared with respect to genetic risk in WHI (European ancestry participants only based on the formulation of the relevant risk score), in which maximum MRS performance was achieved in the lowest alternative risk stratum. Supplementing these visual comparisons, combined Cox regressions across all cohorts (allowing for different baseline hazards across studies) showed a strong MRS-FRS interaction effect (7% reduction in HR for the MRS per 10% increase in FRS; \( P = 8.27e-05 \)), while that for the MRS-GRS interaction did not reach nominal statistical significance (2% reduction in HR for the MRS per SD increase in GRS; \( P = 0.719 \)).

To explore the clinical potential of these interactions further, we returned to the initial MRS (trained in 3 data sets with FHS-UM held out). The FHS-UM data set was filtered to include only participants with lower CVD risk based on the FRS (<10% estimated 10-year risk). Within this lower-risk subset, participants in the upper MRS quintile had more than double the risk of the remainder of the participants: 7% (12/176) of the upper MRS quintile experienced incident events, while 3% (19/701) of the remaining 4 MRS quintiles experienced incident events.

FRS could not be calculated in the REGICOR data set, as not all risk factors were available as continuous values. However, stratified models replicated the observation of greater MRS discrimination in the lowest alternative risk stratum. An empirical risk function was generated through logistic regression of MI status on cardiovascular risk factors (age, sex, body mass index, diabetes mellitus, smoking status, hyperlipidemia [binary], and hypertension). Predicted MI risk using this
model was used to stratify subjects into 4 risk groups, with MRS odds ratios (per SD) of 4.49 in the lowest-risk group versus 1.20 in the highest-risk group. More detailed results from these analyses are shown in Table S5.

**DISCUSSION**

Epigenetic signatures of cardiometabolic diseases and aging in general are being actively explored as biomarkers of disease risk that are potentially modifiable and reveal underlying biological mechanisms. Here, in a novel application of a cross-study ensembling method, we introduce a DNA methylation-based score specific to cardiovascular disease risk. The model performs similarly to one trained on a direct combination of the component data sets and may perform best in individuals predicted to be at lower risk based on traditional risk factors.

We opted to use cross-study learning to train our risk model based on the expectation that differences across cohorts (e.g., demographic, behavioral) may contribute to heterogeneity in both the marginal distribution of the CpG features and the conditional distribution of the CVD outcome. Under these conditions, the generalizability of a single-study predictor is often obscured or overstated.\(^{36,37}\) The performance of the CSL model was similar to that of models trained on the merged cohorts with or without batch adjustment via ComBat. This suggests that the assumptions made by these direct combination strategies (i.e., that the heterogeneity structure can be captured by variation in the marginal effects of each CpG site) are met. In practice, this underlying structure is unknown, and we highlight that the CSL was able to produce similar gains in accuracy without making specific assumptions.

In assessing the stability of the MRS, we observed reasonable reproducibility between technical replicates (ICC=0.85). ICCs for LBC subjects over time were somewhat lower (ICC=0.68), which is to be expected because of not only changes in environment, but also the known epigenetic evolution with age that we observed to be enriched in the components of our score. Furthermore, this value is at the upper end of the range of single-CpG repeatability measurements over time calculated in the combined Lothian Birth Cohorts (1921 and 1936).\(^{38}\) These ICC

---

**Figure 4.** Interactions of MRS with other biomarkers of CVD risk.

A. Hazard ratios for the MRS within subsets of 10-year generalized CVD risk according to the Framingham Risk Score. B. Hazard ratios for the MRS within quartiles of a genetic cardiovascular risk score (in European-ancestry WHI participants only). Hazard ratios are estimated using the final MRS, which was trained using each of these data sets. Cox regressions included stratum-specific baseline hazards and were adjusted for age, sex, and estimated cell subtype fractions. Error bars represent standard errors for the hazard ratio estimates. Annotated P values describe the test of interaction between the MRS and the alternative risk metric. FRS indicates Framingham Risk Score; GRS, genetic risk score; and MRS, methylation-based risk score.
values suggest an imperfect but usable reproducibility of the MRS, and an aggregate marker that is fairly robust considering the low replicability that has been observed for individual sites in technical replicates (general median ICC of 0.3 and mode of 0.75 in a “high reliability” cluster).39

Our observation that different CpGs tended to be selected across studies (Figure 3) is in agreement with the relative lack of replication seen in prior cardiovascular epigenomic studies.7 However, the enrichment of the MRS component CpGs for proximity to genes related to cell-cell adhesion (in all subsets except FHS-JHU) is indicative of shared underlying biological mechanisms. As we have previously observed in the WHI and FHS cohorts, it appears that immune activation is central to the prognostic information contained in leukocyte DNA methylation.34 For example, epigenetic processes have been shown to be involved in the activation and increased adhesion of monocytes in response to environmental insults and metabolic stress, though these have been explored primarily in relationship to histone modifications.40 Our results provide preliminary support for an attractive model in which a methylation-based score could act as a monitor of cumulative stress in leukocytes and their corresponding activation towards a more atherogenic state.

Existing epigenetic scores have shown varying strengths of association with incident cardiovascular disease. An early investigation examined blood-based methylation in LINE-1 elements, finding strong associations of global hypomethylation with prevalent and incident ischemic heart disease (LINE-1), though additional reports showed opposite associations of methylation at repetitive elements with CVD.41 Guerrera et al developed a biomarker for MI based on global LINE-1 and ZBTB12 gene methylation that provided a modest net reclassification index improvement (0.23–0.47) compared with traditional risk factors only. Multiple epigenetic aging metrics, though not developed specifically for CVD, have been shown to predict incident CHD, including PhenoAge (odds ratios from 1.02–1.08) and GrimAge (hazard ratio=1.07, adjusted for age and technical factors).5,31 While these associations are statistically significant, they do not represent clinically meaningful improvements in discrimination. Our observed hazard ratio of 1.28 (Basic model in the held-out FHS-UM data set) indicates that this MRS may be closer to clinical relevance. We note that our component CpG sites overlap strongly with those of these established epigenetic metrics including PhenoAge, suggesting that it captures some of the same biological patterns. However, the mechanistic significance of the specific methylation signals captured by these aging-related metrics, whether as markers of epigenetic regulation breakdown or the work of an “epigenetic maintenance system”, is still unclear.34,42

In examining the potential clinical utility of a novel risk score for CVD, it is important to understand to what extent it is redundant with or complementary to existing risk metrics. We first note that the strength of this epigenetic score in adjusted models is lower than that found for traditional risk scores (Table S4) and some novel biochemical risk measures such as high-sensitivity Troponin I (adjusted HR for global CVD=3.01).43 However, analysis of interactions between different risk metrics can be clinically relevant, as demonstrated for example in a recent investigation exploring the interaction between genetic and lifestyle-based risk prediction for dementia.44 Here, we saw a pattern of stronger epigenetic risk associations in individuals whose cardiovascular risk based on traditional metrics (here, the Framingham Risk Score) was low. This pattern replicated in the REGICOR data set (though FRS could not be directly calculated), with improved MRS discrimination in lower-risk subjects based on an empirical risk function. While these associations are preliminary, they suggest that an epigenetic risk score could help identify higher-risk individuals who otherwise would not have been detected by other metrics. While we did not identify any robust patterns of differential MRS performance in strata based on a genetic cardiovascular risk score, there may have been lower power to detect any such patterns from the outset given the modest discriminatory performance of the GRS in WHI.32

Multiple limitations should be acknowledged. While lymphocytes are known to be important in CVD pathogenesis, epigenetic signals have been reported in other CVD-relevant tissues, such as aorta and other vascular tissues,7 that were not examined here. Additionally, the present definition of CVD was chosen to balance specificity of CVD subtypes with sample size, but this balance could be altered to focus on more specific disease subtypes (eg, myocardial infarction) or a broader definition of CVD (eg, including heart failure). Finally, while the REGICOR data set provided an important age- and sex-matched case-control setting for replication of the MRS, this work would benefit from future replication in an independent cohort enabling assessment of incident disease.

In summary, we have developed an epigenetic risk score for cardiovascular disease that provides additional value beyond existing risk measures and may show improved performance in populations otherwise designated as low risk. Furthermore, we have shown a novel application of a cross-cohort ensembling method that may provide significant value to future investigations in genomic epidemiology.
ARTICLE INFORMATION
Received November 13, 2019; accepted March 10, 2020.

Affiliations
From the JM-USDA Human Nutrition Research Center on Aging at Tufts University, Boston, MA (K.W., P.J., J.M.O.); Cardiovascular Epidemiology and Genetics Research Group, REGICOR Study Group, IMIM (Hospital del Mar Medical Research Institute), Barcelona, Catalonia, Spain (A.F.-S., R.E.); Pompeu Fabra University (UPF), Barcelona, Catalonia, Spain (A.F.-S.); Department of Biostatistics, Boston University School of Public Health, Boston, MA (P.P., P.S.); Department of Psychology (J.M.S., I.J.D.) and Centre for Cognitive Ageing and Cognitive Epidemiology (J.M.S., I.J.D.); University of Edinburgh, United Kingdom; Department of Epidemiology, Brown University School of Public Health, Providence, RI (G.L., S.L.); CIBER Cardiovascular Diseases (CIBERCV), Madrid, Spain (R.E.); Medicine Department, Medical School, University of Vic-Central University of Catalonia (Uvic-UCC), Vic, Catalonia, Spain (P.E.); Channing Division of Network Medicine, Department of Medicine, Brigham and Women’s Hospital, Boston, MA (D.L.D.); MD3A Alimentación, CEI, UAM, Madrid, Spain (J.M.O.); Centro Nacional de Investigaciones Cardiovasculares (CNIC), Madrid, Spain (J.M.O.).

Acknowledgments
We thank all LBC 1936 study participants and research team members. Code supporting the analyses described here can be found at https://github.com/kwesterman/meth_cvd. Code and instructions related to the original cross-study learning approach can be found at https://github.com/prapti/csmi_rep.

Sources of Funding
This work was supported by the US Department of Agriculture, Agriculture Research Service (B050–51000-098-00D). Dr. Westerman was additionally supported by National Institutes of Health predoctoral training grant ST32HL06972-14. The WHI program is funded by the National Heart, Lung, and Blood Institute, National Institutes of Health, US Department of Health and Human Services through contracts HHSN268201600018C, HHSN268201600010C, HHSN268201600020C, HHSN268201600022C, HHSN268201600030C, and HHSN268201600040C. This article was prepared in collaboration with investigators of the WHI but has not been reviewed by the WHI and does not necessarily reflect the opinions of the WHI investigators or the National Heart, Lung, and Blood Institute. The Framingham Heart Study is conducted and supported by the National Heart, Lung, and Blood Institute in collaboration with Boston University (Contract No. N01-HC-25195 and HHSN268201500001I). This article was not prepared in collaboration with investigators of the Framingham Heart Study and does not necessarily reflect the opinions or views of the Framingham Heart Study, Boston University, or National Heart, Lung, and Blood Institute. The LBC 1936 is supported by Age UK (Disconnected Mind program) and the Medical Research Council (MR/M01311/1). Methylation typing in LBC 1936 was supported by Centre for Cognitive Ageing and Cognitive Epidemiology (Pilot Fund award), Age UK, The Wellcome Trust Institutional Strategic Support Fund, The University of Edinburgh, and The University of Queensland. LBC 1936 work was conducted in the Centre for Cognitive Ageing and Cognitive Epidemiology, which supported Dr. Deary and is supported by the Medical Research Council and Biotechnology and Biological Sciences Research Council (MR/K026992/1).

Disclosures
None.

Supplementary Materials
Data S1
Tables S1–S5
Figures S1–S2
References 45–49

REFERENCES


SUPPLEMENTAL MATERIAL
Data S1.

Supplemental Methods

Women’s Health Initiative

WHI methylation data came from the BA23 ancillary study, a combined case-control and pseudo case-cohort sampling of 2129 women from the Women’s Health Initiative study. WHI is a larger prospective cohort beginning in 1993 that included over 160,000 postmenopausal women from across the United States. Included subjects had no self-reported CVD at baseline, and cases were chosen based on incident centrally adjudicated angina, revascularization, or CHD event during follow-up. Inclusion criteria for methylation measurement resulted in an oversampling of African American and Hispanic participants. Blood samples used for measurement of DNA methylation and clinical biochemistry were taken at baseline. Data are available in the dbGaP public repository (accession: phs000200.v11.p3; downloaded on September 27, 2017).

Framingham Heart Study Offspring Cohort

FHS methylation data came from a substudy of the Framingham Heart Study that measured DNA methylation in 2726 subjects from the Offspring Cohort. The Framingham Offspring Cohort was originally established in 1971 to follow 5209 children of the original Framingham Heart Study participants and their spouses. Fasting blood samples for both methylation and clinical biochemistry were collected from participants at Exam 8, which took place from 2005-8. Blood samples were also provided for clinical biochemistry measurements in previous exams, constituting the “past exposures” examined here. Data are available in the dbGaP public repository (accession: phs000007.v29.p10; downloaded on September 27, 2017). Adjudicated cardiovascular event data was collected through 2015, and events were defined here as any of: myocardial infarction, angina pectoris, stroke (approximately 90% being ischemic), or death from CHD (Framingham event codes 1-29). FHS methylation data were collected in two primary batches in two centers – one in subjects from a nested case-control for CVD measured at Johns Hopkins University (FHS-JHU), and the other in a larger set of remaining Framingham Offspring participants measured at the University of Minnesota (FHS-UM).
Lothian Birth Cohorts

The Lothian Birth Cohorts consist of two birth cohorts (born in 1921 and 1936) established in the Lothian region of Scotland\textsuperscript{48,49}. Only the 1936 cohort was analyzed here. Blood samples were collected in three waves starting in 2004, with our primary analyses here focusing on samples from Wave 1 (2004-2007). Cardiovascular outcomes were defined as general CVD or stroke determined at each wave, and event times for survival models were approximated based on the time between Wave 1 and the wave at which the event was reported. LBC data are accessible through the European Genome-phenome Archive (accession: EGAD00010000604).

REGICOR

The REGICOR dataset analyzed here consisted of a nested case-control for myocardial infarction within the larger REGICOR (REgistre GIroní del COR) cohort from the Girona Province in Catalonia (Spain). Whole blood samples were collected from 391 total participants, with those from cases generally collected within 24 hours of the event. Characteristics for this population are available in Supp. Table S3.
Table S1. MRS performance in held-out FHS subset without past CVD events.

<table>
<thead>
<tr>
<th>Model</th>
<th>HR per s.d. MRS</th>
<th>p</th>
</tr>
</thead>
<tbody>
<tr>
<td>Unadjusted¹</td>
<td>1.55</td>
<td>1.9e-08</td>
</tr>
<tr>
<td>Basic²</td>
<td>1.27</td>
<td>7.3e-03</td>
</tr>
<tr>
<td>Plus risk factors³</td>
<td>1.30</td>
<td>6.0e-03</td>
</tr>
<tr>
<td>FRS only⁴</td>
<td>1.37</td>
<td>7.7e-05</td>
</tr>
</tbody>
</table>

¹ No covariates
² Adjusted for age, sex, and estimated cell type fractions
³ Additionally adjusted for BMI, LDL, HDL, SBP, diabetes status, and current smoking
⁴ Adjusted for Framingham Risk Score only

Table S2. MRS stability as evaluated by using multiple within-subject measurements. Generic ICC heuristics for reference: 0-0.5 = poor, 0.5-0.75 = moderate, 0.75 - 0.9 = good, 0.9-1 = excellent.

<table>
<thead>
<tr>
<th>Cohort</th>
<th>Group type</th>
<th># of pairs/groups</th>
<th>ICC</th>
</tr>
</thead>
<tbody>
<tr>
<td>FHS</td>
<td>Duplicates</td>
<td>26</td>
<td>0.85</td>
</tr>
<tr>
<td>LBC36</td>
<td>Samples over multiple visits</td>
<td>758</td>
<td>0.68</td>
</tr>
<tr>
<td>LBC36</td>
<td>Samples over subsequent visits (Wave 1 &amp; 2)</td>
<td>758</td>
<td>0.69</td>
</tr>
<tr>
<td>LBC36</td>
<td>Samples over longer time frame (Wave 1 &amp; 3)</td>
<td>758</td>
<td>0.61</td>
</tr>
</tbody>
</table>

Table S3. Description of REGICOR myocardial infarction nested case-control population (continuous variables presented as: mean (standard deviation))

<table>
<thead>
<tr>
<th>Sample size</th>
<th>391</th>
</tr>
</thead>
<tbody>
<tr>
<td>Prior myocardial infarction</td>
<td>50.1%</td>
</tr>
<tr>
<td>Ancestry (% European)</td>
<td>100%</td>
</tr>
<tr>
<td>Age</td>
<td>63.2 (6.9)</td>
</tr>
<tr>
<td>Sex (% female)</td>
<td>48.6</td>
</tr>
<tr>
<td>Smoking</td>
<td>21.5%</td>
</tr>
<tr>
<td>Body mass index</td>
<td>28.5 (4.8)</td>
</tr>
<tr>
<td>Hypercholesterolemia</td>
<td>53.0%</td>
</tr>
<tr>
<td>Hypertension prevalence</td>
<td>57.1%</td>
</tr>
<tr>
<td>Diabetes prevalence</td>
<td>24.7%</td>
</tr>
</tbody>
</table>
Table S4. Validation of Framingham Risk Score.

<table>
<thead>
<tr>
<th>Study</th>
<th>HR per s.d.</th>
<th>MRS</th>
<th>p</th>
</tr>
</thead>
<tbody>
<tr>
<td>WHI</td>
<td>1.50</td>
<td></td>
<td>4.7e-61</td>
</tr>
<tr>
<td>FHS-JHU</td>
<td>1.40</td>
<td></td>
<td>9.9e-06</td>
</tr>
<tr>
<td>FHS-UM</td>
<td>1.63</td>
<td></td>
<td>8.5e-22</td>
</tr>
<tr>
<td>LBC</td>
<td>1.01</td>
<td></td>
<td>9.2e-01</td>
</tr>
</tbody>
</table>

Table S5. Risk factor-stratified MRS performance in the REGICOR dataset.

<table>
<thead>
<tr>
<th>Risk factor group</th>
<th>OR per s.d.</th>
<th>MRS [95% CI]</th>
<th>N</th>
</tr>
</thead>
<tbody>
<tr>
<td>Q1</td>
<td>4.49</td>
<td>[1.64-12.28]</td>
<td>119</td>
</tr>
<tr>
<td>Q2</td>
<td>1.17</td>
<td>[0.67-2.04]</td>
<td>90</td>
</tr>
<tr>
<td>Q3</td>
<td>2.58</td>
<td>[1-6.68]</td>
<td>60</td>
</tr>
<tr>
<td>Q4</td>
<td>1.2</td>
<td>[0.31-4.59]</td>
<td>55</td>
</tr>
</tbody>
</table>
Performance metrics are shown as a function of the test dataset, either FHS-UM (a) or REGICOR (b), and the covariate adjustment. Performance is quantified by either hazard ratio from Cox models (a) or odds ratio from logistic models (b). Covariate sets used for adjustment for models named here are identical to their descriptions for the regression models presented above. Errors bars represent standard errors for the hazard ratio or odds ratio estimates.
Figure S2. Interactions of MRS with other biomarkers of CVD risk.

a) Hazard ratios for the MRS within subsets of 10-year generalized CVD risk according to the Framingham Risk Score. b) Hazard ratios for the MRS within quartiles of a genetic cardiovascular risk score (in white participants only for WHI). Hazard ratios are estimated using the final MRS, which was trained using each of these datasets. Stratum-specific Cox regressions were adjusted for age, sex, and estimated cell subtype fractions. Estimates for strata with less than 25 incident events are not shown. Error bars represent standard errors for the hazard ratio estimates (cut off above in panel (a) for ease of visualization of other points).