Teaching and Learning in Dermatology: From Gutenberg to Zuckerberg via Way of Von Hebra

Citation for published version:

Link:
Link to publication record in Edinburgh Research Explorer

Document Version:
Publisher's PDF, also known as Version of record

Published In:
Acta Dermato-Venereologica

Publisher Rights Statement:
© 2013 The Authors
© 2013 Acta Dermato-Venereologica

General rights
Copyright for the publications made accessible via the Edinburgh Research Explorer is retained by the author(s) and / or other copyright owners and it is a condition of accessing these publications that users recognise and abide by the legal requirements associated with these rights.

Take down policy
The University of Edinburgh has made every reasonable effort to ensure that Edinburgh Research Explorer content complies with UK legislation. If you believe that the public display of this file breaches copyright please contact openaccess@ed.ac.uk providing details, and we will remove access to the work immediately and investigate your claim.
The World Wide Web (www) and other internet-based technologies offer enormous potential for enhancing teaching in dermatology. There is also the possibility that if these technologies are adopted uncritically, either because of ignorance of how people learn, or because they are viewed primarily as ways to reduce institutional costs, that they might diminish learning, thereby reducing the value proposition that undergraduate students receive from Medical Schools. I review the history of recent technological change with a focus on what value such technologies bring to both student and institution. After summarising some of the core principles underpinning successful learning, and modern theories of medical expertise, I critically discuss some of the ways the Web and allied technologies might enhance the learning of dermatology. Key words: elearning; teaching; cognitive psychology; dermatology; learning.

(Accepted June 6, 2012.)


Jonathan Rees, Grant Chair of Dermatology, University of Edinburgh, Lauriston Building, Lauriston Place, Edinburgh EH3 9HA, United Kingdom. E-mail: reestheskin@me.com

In 1989 a young British physicist, Tim Berners-Lee, working at the international physics research institute CERN near Geneva, wrote a proposal for a hypertext based scheme that would allow data to be exchanged between computers across all of the internet (1, 2). In early 1991 he released what we now know as the World Wide Web (www, the ‘Web’) onto the internet. There are two key features of this single revolutionary event that are often forgotten: he did not need to get anybody’s permission to release it, and at most only a handful of individuals were involved prior to launch. This was no Human Genome Project (1).

Only four years later, writing in the journal Science in 1995, Eli Noam, a professor of finance and economics at Columbia University, imagined what the birth of the Web might mean for the University (3). The article’s title signalled its content: ‘Electronics and the Dim Future of the University’. Noam presciently argued that this new method of disseminating information would undermine the dominant financial models of higher education. Universities, he argued, were traditionally involved in three activities (i) the acquisition of new knowledge, (ii) the preservation of new knowledge and (iii) the transfer of this knowledge to others. All of these activities, especially the preservation and transfer of knowledge, would be changed irrevocably by the ability of the Web to allow low cost distribution of information. Noam’s paper was, however, considerably more nuanced than many that came after. He pointed out that whereas the discovery of new knowledge and transmission of this knowledge would indeed become ever more important in modern society, the issue for the continued existence of Universities was whether the present economic foundations of higher education could be maintained given the changes in information distribution afforded by the Web. To survive in this new disrupted world Universities had to add value to what could now be achieved by merely pointing a browser to a Web page.

In 2001, just 10 years after the first Web page appeared, MIT President Charles Vest hatched plans to release on the Web almost all the material from all of the 2,000 courses taught on the MIT campus (4). The course materials were visible to all with access to the Web, but no course credits or certification were available – the benefits and kudos of an MIT education were still confined to those on campus. Ten years later, in 2011, exactly two decades after the public birth of the Web, Stanford University made available courses specifically for an online audience. These free online courses were not now merely passive collections of videos and lecture slide shows, but contained assignments and these assignments were marked (albeit by computer) (5, 6). Within months over 100,000 persons had registered for a single course in computing science. In 2012, Stanford and MIT began discussing how credits were to be offered to those who successively completed parts of these courses (7).

As we enter the second decade of the 21st century, 20 years after the first Web page, and 15 years after Noam had published his essay on the future of the University in the age of the Internet (4), Science, (the leading US journal that had published Eli Noam’s essay) published

*The title for this review owes considerably to: From Gutenberg to Zuckerberg: What You Really Need to Know About the Internet. London: Quercus; 2012 (2).
more papers on education than on skin disease or skin biology. As well as a series of articles on science education in a section labelled “Education Forum” (8–10), a number of primary research articles were published. These included research studies on how to improve learning in large-enrolment classes (by the physics Nobel Laureate Carl Wieman and colleagues) (11, 12), a paper on how retrieval practice influences long-term learning (13), how writing down thoughts before an exam can improve performance in that exam (14), and a paper showing that graduate students’ teaching experiences can improve their research skills (15).

WHY IT MATTERS

The events described above may seem distant to those of us who teach clinical dermatology to the next generation of doctors. Is it not grossly fanciful to imagine that these technological developments have anything to do with how we should (or will) teach undergraduate medical students and train future specialists? Replace campus-based and time-honoured bedside teaching with distant learning from providers situated halfway across the world? Surely, this is just eccentric techno-utopianism! And why is a prestigious research journal like Science suddenly so concerned with undergraduate learning, rather than filling its scarce pages with ever more cell biology and genetics?

In what follows, I will argue that far fetched although it may seem, the threat that Noam highlighted is real, and that to respond to it we need to consider three related issues. First, we need to be aware of the history of previous tectonic shifts in communication and education. Second, technology will inevitably force upon us some long overdue soul searching about how we teach clinical dermatology — or more importantly how students learn it. We will be forced to ask questions that have received little attention. Are we really very good at what we do? Could we do it better and at lower unit cost. What evidence do we possess for justifying current teaching patterns? Third, whatever we now think, as Noam correctly pointed out (3), the Web radically changes the financial model for higher education. As the cost of distributing (some) materials approaches zero, from a student’s learning perspective, value can now only come from something else (4). But what is this something else? If you believe that teaching dermatology is just about delivering 10 lectures to two hundred students at a time, followed by brief clinical exposures to clinicians with patients, then perhaps a little bit of techno-utopian shock therapy is indeed necessary.

GUTENBERG MEETS VON HEBRA

The best example we have of the effects of the invention of a radical new means of communication (such as the Web) comes from the example of what happened to the world when, in 1455 in Mainz, Johannes Gutenberg invented printing with moveable type (16). John Naughton, in a book whose title I have borrowed for this article (2), asks us to imagine a Gedankenexperiment. You are a medieval pollster standing on the bridge in Mainz just twenty years after Gutenberg’s invention (as we are just over twenty years after the birth of the Web) asking pedestrians the following questions:

On a scale of 1 to 5… how likely do you think that Herr Gutenberg’s invention will:

• Undermine the authority of the Catholic Church?
• Trigger a Protestant reformation?
• Enable the rise of modern science?
• Create entirely new social classes and professions?

Of course, we cannot help but smile at this juxtaposition of technology and history, but that is only because we now know the answers. To the inhabitants of Mainz, a mere two decades after the invention, the ramifications of the invention of moveable type were unknown. But, here we are, just two decades after the birth of the Web.

From the perspective of a dermatologist there is however a more telling example of the effect of technological change. In my office I have a copy of Daniel Turners ‘De Morbis Cutaneis’, printed using technology similar to that of Gutenberg in 1714 (17). I confess I have not delved into it very far, and that is because it contains only a single image — ironically, a black and white print of the author! There are no pictures of skin disease. The then available technology meant that the only economically viable way to produce a book was to produce one that was almost entirely text-based. Note the link between technology and economics. If we now jump forward to the mid 19th century, things were very different. Von Hebra’s magisterial ‘Atlas der Hautkrankheiten’ (8), married the then available technology, with the skills of physician-artists, allowing dissemination of knowledge in way that previously one could only have obtained by travel. Prior to this moment, anybody from the UK wishing to learn dermatology would have been advised to visit Vienna or Paris (as an aside, based on my own experience and practice, I would still recommend such visits). Technology had not only made the world smaller but radically democratized the available expertise. If, in the early 1980’s, we wanted to see the cutaneous manifestations of the newly described syndrome AIDS, something that was then outside the clinical experience of most clinicians, we did not visit San Francisco, we visited the library. Now of course we don’t need to even visit the library, we just search online. Today, you don’t need a personal introduction to visit the clinic of the master, you can just search the web and find thousands and thousands of pictures of skin disease. Many of these images are available for free, and nor do you have to attend a medical school to view them.
I KNOW HOW TO TEACH!

If technology doesn’t meet a need it will wither – at least in the long term– and the history of genuine technological advance in teaching and learning is more failure than success. A standard quip is that the last genuinely transformative educational technology was either the blackboard, or the bus that takes children to school. Sceptics will read the last lines of the previous paragraph and (rightly) retort that teaching is a lot more than just having access to (or control over) the resources. The Web may for instance allow access to thousands of images, but there is much much more to learning, and if we do accept that good teaching exists, then surely it cannot be provided for free. After all, even professors have to eat. This is of course the kernel of the value proposition that any University has now to offer: where once materials were scarce and costly, there is now an abundance of material that is cheap, so the University has to offer more. But more of what?

Ever since Galileo history suggests that nihilism about the influence of technological change on society is frequently misplaced. So, imagine we were talking about clinical medicine, rehearse in your mind the sorts of arguments you would muster if the introduction of new therapies for psoriasis was denied on the grounds that current treatments “worked OK”. Indeed, current treatments might work, but to deny outright that improvement might be possible would seem perverse. We live in a time when all qualifying doctors know more medicine than William Osler: why would we imagine we might not be able to do even better? As individuals we (mostly) assume we are good at teaching, and in general many academics appear sceptical that teaching delivery can be improved upon greatly or optimised. We are suspicious of attempts to systematise teaching or of the need to assess its efficacy except by anecdote. Whereas we might accept that teaching styles evolve (“usually because of unproven educational fads”), the idea that we need experimental and analytical science to sort out how to do it well, seems a little far fetched. After all these years, surely we know how to teach. The following vignettes suggest otherwise.

---

**Summary of cognitive delusions of those who do not want to examine their teaching efficacy:**

- “The old ways are best! Look at me!” (an n of 1 study with no control and based on subjective recall – why do we bother with experimental science?)
- “I am an expert dermatologist, of course I can teach beginners!”
  Imagine the converse: I am an expert educationalist, of course I can teach it.”
- “Well I have only dabbled in dermatology but I have a Masters in Medical Education so I can teach it”
- “The feedback on my teaching is good.” So is the feedback on the political rulers of a country just north of South Korea.
- “All our students say they feel confident about their skills in dermatology.” Most of the inhabitants of a country just north of South Korea also say they feel materially well off.

---

"It worked for me”. Upon hearing arguments similar to those made above, colleagues referring to their own experiences will say, ‘Well it worked for me when I was student. I learned my dermatology from Dr Baggins and he was very good’ (18). But imagine you were talking about a therapy rather than teaching. Are your really saying that because you took drug X and the outcome was good that drug X caused that particular outcome. Is this how you would expect your students to assess whether a drug works? And the very people who make this argument are usually those who have followed in the master’s shoes – what about the silent majority who chose other specialties (18)?

"I am an expert therefore I know how to teach my subject". One of the things we know about domain expertise is that experts see and organise the world in a different way from novices, and that experts in a particular domain may be less, rather than more, able to see the world the way a beginner does (19, 20). To the expert, Wickham’s striae are self evident – if a student has 20/20 vision why can’t he see them? The Nobel Laureate, Carl Wieman, refers to this as the ‘Curse of knowledge’ (20). If you want to know what causes difficulty for beginners you have to acquire expertise in teaching beginners. What beginners find difficult is not always self-evident, and subject experts are quite capable of being ignorant of the minds and problems of the subject novice.

"Well I have only dabbled in dermatology but I have a Masters in Medical Education so I can teach it". This is, of course, almost the converse of the previous error. One of the overriding principles of research into learning is that of content specificity (21). Dermatologists do not possess generic visual skills, nor do radiologists or pathologists (22). What each specialist possesses is expertise within a domain (23). Insights into learning and teaching are valid insofar as we can show that they improve learning within a particular domain, but if the teacher is unable to diagnose lichen planus then his role in teaching others how to do so is, to understate it, severely curtailed. As a report from the National Academy of Sciences highlighted, it is one of the most popular and dangerous myths about teaching that it is a generic skill and that a good teacher can teach any subject (19). You may wish to involve young trainees in clinical teaching for all sorts of good reasons, but remember that just as good teaching has a long term positive role, bad teaching may act so as to inhibit future learning such that even more effort is required than if the first teaching session was null (as with drugs, it is possible to do more harm than good). The teacher will require not just knowledge of pedagogy in general, but knowledge of pedagogy in a particular clinical domain. The implication here is that teaching requires 3 areas of expertise and specialist knowledge: pedagogy in general, clinical competence...
in the relevant clinical area, and finally knowledge of how to teach in a particular clinical domain (19).

"I must teach well because the feedback is positive". It is difficult to attend any meeting or undertake any course without being chastised for not filling in the seemingly mandatory ‘feedback’. In fact although such feedback is not totally worthless (‘did the lecturer turn up?’), it is often of questionable value, serving some administrative role rather than being a vehicle for promoting learning. If we want to promote learning we need to measure learning outcomes (18). Student’s perceptions of what they need to know, how well they think they have learned a topic and how clinically competent they think they are, are not reliable or valid measures of learning or competence. Eric Mazur, the Harvard physicist, and promoter of ‘Peer Instruction’ recalls how painful it was to discover the dissociation between how students graded his lectures (terrific) and what they had learned (poor) (24–26). From feeling satisfied with his abilities and course based on feedback, he had to unpick all that he had previously believed about learning, and devise outcome measures that tested what the students had really learned. As Clark Glymour has argued, such faculty evaluation feedback may actually drive out serious measures of learning and act so as to lower teaching standards (27, 28). Sadly, most Universities and professional organisation embrace such measures because they are cheap, because they do not challenge what they already do, and because they think such feedback makes them appear ‘in touch’ and ‘sympathetic’ to their students.

“My students say they feel confident seeing patients with skin disease so I must be getting it right”. Any reassurance you gain from this line of argument needs dispelling quickly (29–31). Students do not intuitively know what knowledge they need to posses, and students and doctors are often poor judges of their own clinical competence. Most doctors and students think they are better than average and if you want to judge how good your students are you need some measures of outcome – and of course, so do they. The idea that ‘self-reflection’ or some measure of the ability of a student or doctor to be a reflective practitioner provides a worthwhile measure of competence is mistaken. For instance we have recently shown that students who claim certitude about their ability to diagnose skin cancer in the absence of objective evidence should give great concern – particularly if you are a patient with a potential skin cancer (32).

“You learn medicine by being an apprentice.” John Burton in the preface to his (rightly) celebrated and witty undergraduate textbook (33), pointed out that there were no colour images in the book (because of cost) but that in any case colour plates were of limited value. To acquire expertise, he explained, you needed to spend a lot of time in the clinic seeing patients with an acknowledged master who could discuss the differential diagnosis with you. But of course you can see far more images on the www than you can in clinic, and this apprentice model he described assumes that both teacher and student have enough time to undergo or provide such training. For undergraduate and increasingly postgraduate medicine this is almost certainly not the case. Most medical schools have hundreds of students, who are attached to dermatology for extremely short periods of time. The lecture was a scaleable solution for how one teacher could ‘instruct’ many students in the absence of written texts or as a supplement to them, but we still have no off-the-shelf solution to how we can scale the apprentice system without greatly increasing costs. Ask yourself a pair of simple questions: how many melanomas do students see when they are attached to dermatology, and how many do you think they need to see to become competent at spotting suspicious features in apparently benign nevi? Is your teaching in line with your expectations (32)?

“They were fine when they finished the attachment, but their performance seems to have deteriorated since then. I blame the subsequent psychiatry attachment for confusing them.” Most medical schools have carousel structures for attachments such as dermatology. It does not require profound insights into cognitive psychology to know that student performance deteriorates after they finish any single attachment (32). The reasons are not hard to fathom. The specialist knowledge they have accumulated is not subject to use, the students have no need to ‘retrieve’ or consolidate the learned information, and consequently what knowledge they have acquired is gradually lost. This is a particular problem for subjects such as dermatology because few other non-specialists have any knowledge of it, and those that should, such as primary care physicians (in the UK at least) have received virtually no formal tuition themselves, and consequently are not in a position to teach it. We have known ever since the work of Ebbinghaus in 1885 about the importance of review for student learning (34), and today people write papers heavy with mathematical notation on how best to optimise student learning in the light of Ebbinghaus’s work (35). There is seemingly a clear conflict between the economics of course delivery and individual learning.

A variant of this problem is the belief that ‘brief interventions’ will change clinical behaviour (36). For instance, studies are reported showing (for example) that exposing a group of GPs to a seminar on skin cancer improves factual knowledge in the short term (37). Well, of course it would be very surprising if it didn’t. The crucial question is whether the change is long term and, if there is a benefit, how is it to be maintained, and what other aspect of learning this particular intervention replaces. It is of course not difficult to show that almost any teaching intervention improves outcomes when the control is ‘no intervention’, but in practice
any intervention will come at the expense of some other intervention either in the same domain or in another domain of medicine. No control, is not a control.

WHAT WE REALLY DO KNOW ABOUT LEARNING

The previous section may have given the impression that we know little about student learning or how to maximise it. This is far from the truth (19, 22, 38, 39). In practice, however, rather than relying on secure knowledge that has been subject to experimental scrutiny, individual teachers and institutions often cling to what has been termed ‘folk pedagogy’ – think of it as the educational counterpart of ‘folk medicine’ or what your grandmother might have told you about how to treat pemphigus (18, 40). There is a widespread professional reluctance to examine teaching performance analytically and admit that much of it is done very badly. This is not just an issue for individual teachers however, but reflects institutional biases too. Derek Bok, one of Harvard’s most successful Presidents, recently pointed out that few Universities took teaching seriously or make serious attempts to improve student learning (41). Examining student learning critically is uncomfortable for many, if not, most institutions.

In order to support my belief that we do indeed know a lot about how to improve learning – even though this knowledge is frequently ignored – I summarise some key findings about the cognition of (medical) learning and clinical practice below. Following this section I return to the role that technology may or may not play in dermatology teaching and learning.

LEARNING AND COGNITIVE LOAD THEORY

Modern theories of educational instruction emphasise that learning strategies must take notice of the informational processing abilities of the human brain (42–44). Key amongst these limitations is the central role of working memory that can only hold material for a short time and is severely limited in the number of units (‘chunks’) of information it can hold at any one time (45). Whereas sensory memory can hold a large amount of information for a very short period of time (<1 second), and long-term memory may be apparently unlimited, learning requires transfer from sensory memory and integration of this new knowledge with prior knowledge within the working memory. The limited capacity of working memory means that this process can be influenced for good or bad. For instance, extraneous material may place an unnecessary load on working memory, meaning that the core information is not processed in a meaningful way. Because it is thought that informational processing is dual channel, then use of both pictorial and auditory channels may increase the ability of working memory. For instance, use of diagrams and speech is to be preferred to the use of diagrams and text of the spoken words and the spoken words themselves (42). If the amount of information passed into working memory is too great then, the ability to process this information and ‘make sense’ of this input is disturbed. Think of a rapid fire slide lecture in which it appears that there is never a pause to integrate the sensory information with what is ‘going on’. In this instance, cognitive working capacity is so busy trying to keep up with the flow of information, that it is not possible to engage in meaningful learning to understand ‘what is going on’. Some of the predictions from cognitive load theory run against what often seems to pass for best practice. For instance people may learn better from black and white drawings than from colour photographs, and many video effects may detract processing time from working memory and consequently impair learning (43). A review of this topic is provided by Mayer in the context of multimedia learning (44).

Interventions based on cognitive load theory have large effect sizes – if we are thinking using the clinician’s mindset, we would say that these interventions described above are far more effective than the majority of treatments employed by cardiologists or neurologists. Norman has summarised a number of other proven practical learning strategies that have also been shown to improve learning, again with large effect sizes (39). For instance, we know distributed practice in which learning is spaced out over time is accompanied by large improvements in learning. We know that varied and contrasting practice is also important – if you wish to teach students about how you diagnose and treat common skin cancers, whereas initially you may only want to include a single class of lesions, you would be better later to broaden their exposure to more than one type of lesion. If the lecture has been on basal cell carcinomas then seeing only pictures of classical nodular BCCs at the end of a lecture is unlikely to be

Summary of proven strategies to improve student learning:

- Use more than one sensory channel (e.g. pictorial and auditory).
- Mixed practice facilitates transfer better than practice on only disease (i.e. compare and contrast; test on images of multiple different diagnostic groups).
- Do not duplicate or clutter material (do not read out the same body of text verbatim that is on a slide).
- High quality simulations or figures are not necessarily better than low quality ones (2D may be better than 3D representations, and line drawings better than video).
- Distributed (over time) learning and revision is preferable to once only intense periods of learning. Tested recall is often better than re-study of the already presented material.
- Content matters! Generic visual diagnostic skills are easily overestimated – students need exposure to multiple examples of all the various rashes you expect them to know about.
as useful as providing contrasting images of different types of BCC as well as say squamous cell carcinomas and a range of other lesions. Finally, as mentioned in the opening section, we know that periodic testing has greater beneficial effects on learning than other types of self study time, such as going over the learned material passively once again.

THE BASIS OF CLINICAL EXPERTISE IN DERMATOLOGY: THE IMPORTANT ROLE OF NON-ANALYTICAL REASONING

Views on the nature of expertise in medicine have changed considerably over the last twenty years (38). At one time it was imagined that experts possessed some particular and general ‘critical thinking skills’ that enabled them to diagnose patients, and that this skill was absent in beginners. It was thought that experts were able to successfully reason from basic science to clinical diagnosis in a way that beginners couldn’t, and diagnostic reasoning progressed by some form of hypothetico-deductive process. Most of these beliefs are now thought in large part to be either false or insufficient models to explain medical diagnostic skills. In truth, and with the benefit of hindsight, their applicability to expertise in dermatology always seemed far-fetched.

More recent work, particularly in dermatology has emphasised the role of non-analytic models of clinical reasoning (NAR) (23, 46, 47). Diagnosis here is viewed as a problem of categorisation, and the impetus for this work has come from how humans are able to classify everyday objects such as cats and dogs, and faces (48). Such abilities often seem effortless, are fast, and frequently not the subject of conscious scrutiny. On the face of it there are strong parallels with how dermatologists work: diagnosis is often ‘blick’ diagnosis – it is apparently not subject to conscious scrutiny – and the process is often difficult to convey to others in such a manner that they can emulate the process.

There are various theories of how categorisation is achieved, including prototype theory and exemplar theory. In the former, to caricature it at least, a person has a single prototype for each diagnostic class, based on their prior experience (48). When a future case requires diagnosis, the new instance is compared with the properties of the various classes in memory and the one with the most properties in common is deemed the correct diagnosis. There is as Norman says a ‘feature-by-feature’ matching (47). Exemplar theory by contrast holds that an expert may hold in their memory a large number of examples based on prior experience. When a new case is seen, the clinician is able to match this index case with a particular case or example held in their memory. The diagnosis is that of the class to which the referent example belongs. Neither of these theories provides exact mechanisms for how these cognitive tasks are undertaken in a neurological manner, nor do they demand that the processes involved are conscious or subject to conscious examination (48).

The idea of NAR has great implications for teaching and learning in dermatology, as well as in many other areas of medicine. For instance, work based on it has shown that accurate diagnosis may be better achieved if the diagnosis is made quickly rather than if conscious deliberation is involved, something that runs against much current advice to students. Because diagnosis may not be subject to conscious deliberation then experts may not be able to explain how they arrived at a diagnosis – they may be able to tell a convincing story and in a teaching situation probably feel obliged to, but in reality the reasons they give for their expertise in a particular instance may be mistaken. The expert may therefore indeed recognise a BCC or a melanoma correctly but the reasons he verbalises for why he thinks this is the correct diagnosis are not necessarily the ones that allow him to make that diagnosis (23). NAR also calls into question many attempts to use rules to make a particular diagnosis. For instance, use of rules such as the ABCD or various checklists for melanoma cannot be taken as literal accounts of how experts make a diagnosis (49). Indeed, given the nature of expert diagnosis it is quite possible that the verbalisation of signs is biased – the diagnosis is already known to the expert and his reporting of the qualities such as colour variation, and irregularity are likely the result rather then cause of the process that has led to the correct diagnosis. Dreyfus and Dreyfus, in a now classic text on the nature of artificial intelligence, pointed out that the idea that expertise is accounted for by experts possessing more and more refined rules, that the beginner has to acquire and learn as they move from novice to expert, may be the reverse of what really happens (50). Beginners may start with simple rules, but with time, rather than use sophisticated rule-based strategies, they instead build up a large library of exemplars, which they then use to classify particular situations. The expert relies not on rules but just has to hand a large library of personal examples to guide action. Certainly this view chimes with a lot of my own prejudices from teaching students, where rule based strategies seem to function more in a a social role providing ‘something to say’ whilst students are guided through more and more images of skin disease that allow them to expand their own exemplar library.

THE IMPORTANCE OF DELIBERATE PRACTICE, STRUCTURED FEEDBACK AND DOMAIN EXPERTISE

The danger of believing that acquiring medical expertise involves learning some particular and special type of transferable reasoning strategy, or that if only you learned the basic cell biology or physiology, that you
can then be set free to become an expert, is because it misinforms how to teach and train doctors. Asking students to learn dermatology is not a way to develop higher level visual reasoning skills. Learning dermatology is not a way to promote reading of X-rays. Learning clinical diagnostic skills in dermatology may not even promote learning in dermatopathology except where some of the factual knowledge is common. Expertise is in large part about possessing more knowledge and skill in a particular domain.

There is a growing literature about various diverse forms of expertise, covering both mental skills such as chess, motor skills such as physical sports, and for some activities that involve both such as painting and surgery (for reviews see Ericsson (21, 51–54). There seem some commonalities across many of these domains. Acquiring expertise requires continued practice and exposure, but also structured and preferably immediate feedback (52). Here we return to the master and apprentice model where the master criticises and comments on the work of the novice. Practice is not just about ‘seeing patients’ but about seeing patients in an environment that is structured around the learners weakness. Acquisition of musical expertise provides a clear example. The novice improves by practice of course, but this practice is not just attempting to play any old concert piece, rather the novice progresses through exercises chosen to focus on particular skills more intensely that can be achieved by a performance of any particular repertoire piece. Eric Cantona, honed his footballing skills by long practice against a wall or an empty goal not just by playing games. Along the way, the novice requires long periods of intense practice but also receives detailed feedback on his individual performance. Finally, the skill needs to be sustained – if you don’t use it you are in danger of losing it. Andrés Segovia— or for that matter Eddie Van Halen or Steve Vai — practiced not just by playing concerts each day, but by practising exercises that focussed on individual elements of skill.

They then put the individual elements together on the concert platform. There is a lesson here. It is almost an article of faith for many that trainees (just) learn by seeing patients. On the other hand, structured non-clinic learning may promote some aspects of learning in ways that are superior and more efficient than learning based purely on seeing patients on a day-to-day basis.

**HOW EXACTLY WILL THE WEB AND ALLIED TECHNOLOGY ENHANCE LEARNING?**

Readers will have detected two threads to this essay. The first was an account of recent changes in our ability to communicate and disseminate material — the Web. The second, was an overview from ‘ten thousand feet’ of some recent work into the cognition of learning and medical expertise. I now need to bring these two strands together and the nature of this juxtaposition is critical for my purpose. If the new virtual world the Web offers is to sustain and change dermatological education, it is on the basis that it is better than the alternatives. In the context of this review, this means that the technology improves learning or promotes the same learning at lower unit cost. It is this demand, and indeed empirical question, that links the two threads of this review together. It is not just about copying the status quo – the online world a copy of the real world — but a question of to what extent the online world can promote student learning given what we know about how students learn. But of course predicting the transformative powers of technology is difficult. Think of the example I quoted earlier of the pollster on the bridge at Mainz enquiring about peoples’ opinion on the transformative potential of Gutenberg’s technology. Who would have thought, just a few years ago, that 1 in 10 humans on this planet would communicate with each other using a network designed to rank attractiveness of members of the opposite sex (Facebook) or signal using a character limit of 140 (Twitter). This uncertainty notwithstanding, it is surely possible to create a value framework for how technology might enhance learning, and a useful place to start is with the question of whether the new technology is merely propping up the status quo or enhancing student learning.

Much traditional teaching at medical schools uses the lecture format to pass knowledge from teacher to student. The lecture format dates from before the printed text and, in part, was a technological solution to the absence of cheap textual material that students could buy and read in private (4). Lectures are largely a one way medium, with the students being fairly passive (if indeed awake) but one that is capable of being scaled up to deal with hundreds of students. The Web obviously allows this scaling almost infinitely with little apparent diminution of value. For the many medical schools in the UK that do not employ full time academics in dermatology it may be sensible to tap into lectures produced elsewhere that are available on the Web. Indeed for many domains of knowledge, freely available Web lectures such as those from the major US research universities are likely much better in quality than those given face-to-face locally in many UK Universities.

There is however nothing sacrosanct about lectures as a medium of education, and using online lectures produced elsewhere may or may not be sensible. Debates still rage about the value of lectures, but one of the core findings from multimedia research is that the medium often matters very little (43). What does matter is how well the content obeys the types of learning principles I have outlined elsewhere in this essay – cognitive load theory, mixed practice, reinforcement and so on — whether it is provided via a computer screen or a paper book is less...
important. So placing lectures on the web is attractive, but in one sense this is the virtual world aping the real world, when the invention of the now traditional real world format was a solution to a problem (the absence of books) that we no longer face. So, virtual lectures comprising simple video formats are far less interactive than live lectures that for instance make use of clickers and other forms of interaction. Live lectures, being unique events, may enhance student attention in a way that students no longer maintain if they know they can watch the lecture at their leisure. Ironically, many online lectures seem to follow the format of the traditional one hour lecture, something that might make sense in the real world, but is unnecessary in a virtual time frame where shorter times may favour learning and attention. And sadly the same tired Powerpoint bullet point ridden slides seem as common online as in the real world. Of course, online asynchronous lectures, allow students to watch the same material again and again, and to segment the material as they wish, but this advantage comes at the cost of loss of intimacy. And what does the Web offer beyond the lecture?

Earlier, I pointed out how the development of cheap colour prints democratised dermatological education. In the context of dermatology, the Web seems to offer major possibilities. Just as at the moment there is a lively debate about the value of commercial journal publishers versus academic led repositories such as ArXiv, publishing medical textbooks is largely in the hands of commercial publishers, whose interests are not necessarily congruent with those of learners. The most pertinent issue for dermatology is the ability of Web based material (or iBooks) to allow publication of texts with thousands of images at very low cost. For dermatology this may be a major fillip to promote learning and clinical skills. Given the role of NAR in dermatological diagnosis the ability to expose students in a structured way to large volumes of relevant and well annotated images may be a real boon to student learning. For instance, at my own institution, despite considerable investment of time and resource, and with students receiving more than the average undergraduate exposure for the UK, clinical exposure to skin cancers was at such a low level that meaningful clinical skills were unlikely to develop (32). In practice, our students use the free resource provided by the New Zealand dermatology society (http://dermnetnz.org/), or freely available online textbooks that contain more clinical photographs than standard undergraduate dermatology texts (note a conflict of interest: the current author is the author of one of these online texts). The ability to disseminate high quality photographs at next to zero cost may be not just a real boon to undergraduates but also postgraduates. When your trainees finish their specialist training, how many cases of melanoma have they seen? How many patients with Merkel cell carcinoma? It is hard to imagine that such virtual cases could not be used as a basis to improve clinical skills, just as Hebra’s Atlas did in his own day. There are however downsides. Many images on the web are of poor quality, and the diagnosis for some images is wrong even on sites that are supposedly ‘certified’ as high quality (such as the English NHS).

Online lectures and online atlases are of course virtual copies of what we can do in the real world. Whereas the former seems to this author of minor value, the latter may well be transformative in that atlases of thousands of images – if well annotated and indexed – offer a simulated learning experience that is almost qualitatively different from that available to most medical students today. The Web however offers opportunities to do things that are not simply practical outside a one-to-one master-pupil apprenticeship. One of the striking aspects of the Web such as Facebook and Twitter is the social nature of enquiry and information sharing they encourage. It is possible to find out what your friends and colleagues are doing, respond to it and interact with it. In education this means using Web based interaction to learn from your peers, to react asynchronously to textural and image material, and to find out how you are doing in relation to your colleagues or peers. Interactive and automatically marked quizzes and games (“gamification”) also allows teachers to be better able to assess what students have learned and what topics they are having difficulty with. We may not be able to provide one-to-one tuition, but a web of learners offers enormous opportunities for self and peer assessment and goal sharing. We are also no longer tied to the linear series of lectures or chapters in a book. Different media can be tied together, linked using hypertext, and the learner themselves allowed to navigate at their own speed through knowledge domains. I doubt if we have even scratched the surface of how we can use online material to promote learning in dermatology.

SOME CAVEATS: DISRUPTION IS UNCOMFORTABLE, ESPECIALLY FOR INSTITUTIONS

In the introduction of this essay I quoted Eli Noam’s seminal essay in which he drew attention to the economics of Universities and how the Web will challenge traditional financial models (3). Many of the opportunities the Web offers will promote learning if they are linked to sound pedagogical principles. The danger is that rather then the goal being to enhance learning they are used to just cut costs without enhancing learning or student value (4). So, for instance, if the cost of materials continues to drop (whether it be online lectures or books or atlases) then students are no longer dependent on a particular institution for that material. The value for a particular student at a particular institution has to come from something else. This might be seminars, one-to-one clinic tuition or a particular ‘esprit’ only
available in the physical milieu of that institution: for clinical medicine this will obviously include talking to and examining real patients. What is no longer tenable (ignoring the issues of certification and degree awarding powers for the moment) is for a medical school to justify its value to an individual student much as it could once have done when course material was geographically local and restricted. Many institutions will be reluctant to embrace this change, particularly given the almost worldwide financial crisis in higher education, instead thinking that the new technology just allows them to charge the same (whether fees to individual students or the state) but reduce their overhead costs (4, 55).

The online world also allows a promulgation of material and approach that (I hope) would fail if it was classroom-based. There are of course the obvious examples of images that are clearly annotated incorrectly or are of very poor quality, or textual material that has not been edited well or is presented badly. However there are other problems. Some of the E-learning packages the present author has seen seem to lack any sense of pedagogical logic and often appear merely as a way of satisfying bureaucratic goals — “we know all staff completed the training package because an electronic trail exists” — rather than promoting real learning. Or, in an attempt to solve the age old timetabling problem of undergraduate medicine, instead of reducing the syllabus or concentrating on extracting learning value from each unit, the curriculum solution is all too often just to pile on virtual lectures that the students are supposed to watch in their “spare time” (this allows the institution to tick the administrative box that the subject was covered, and of course assumes that students unlike staff have lots of free time…).

Finally, whilst I do believe new technologies has lots to offer, there is still too widespread a tendency to imagine that just because it involves a computer it must be better. For instance modern technologies also allow richer audiovisual presentation, including 3D visualisation for anatomy and skin lesions (56), and richer animation in lectures. Surely that will promote learning? Well, the evidence suggests that it may not (57). 2D figures may actually be superior to 3D images, and videos in lectures may inhibit deep learning (43). It may be novel, but just because it is branded ‘E-learning’ does not mean it is useful. As Alan Kay, one of the legendary computing scientists who passed through Xerox PARC, and a long time researcher into how computers can enhance human learning, pointed out only a few years ago, the computer revolution hasn’t happened — yet (58).

REFERENCES


