Assessing the Significance of Changes in ENSO Amplitude Using Variance Metrics

T. RUSSON, A. W. TUDHOPE, G. C. HEGERL, AND A. SCHURER
School of GeoSciences, University of Edinburgh, Edinburgh, United Kingdom

M. COLLINS
College of Engineering, Mathematics and Physical Sciences, University of Exeter, Exeter, United Kingdom

(Manuscript received 6 February 2013, in final form 16 March 2014)

ABSTRACT

The variance of time series records relating to ENSO, such as the interannual anomalies or bandpass filtered components of equatorial Pacific SST indices, provides one approach to quantifying changes in ENSO amplitude. Robust assessment of the significance of changes in amplitude defined in this way is, however, hampered by uncertainty regarding the sampling distributions of such variance metrics within an unforced climate system. The present study shows that the empirical constraints on these sampling distributions provided by a range of unforced CGCM simulations are consistent with the expected parametric form, suggesting that standard parametric testing strategies can be robustly applied, even in the case of the nonlinear ENSO system. Under such an approach, the sampling distribution of unforced relative changes in variance may be constrained by a single parameter $\tau_d$: the value of which depends on the choice of method used to extract the ENSO-related component of time series variability. In the case of interannual anomaly records, the value of $\tau_d$ is also substantially dependent on the overall spectral properties of the climatic variable under consideration. In contrast, the $\tau_d$ value for bandpass filtered records can be conservatively constrained from the lower edge of the filter passband, allowing for the direct but robust assessment of the significance of relative changes in ENSO amplitude, regardless of the climatic variable under consideration. Example applications of this approach confirm marginally significant $F$-test $p$ values for multidecadal changes in central Pacific instrumental SST variance and highly significant ones for centennial changes in central Pacific coral $\delta^{18}O$ variance.

1. Introduction

The El Niño–Southern Oscillation (ENSO) phenomenon arises in the coupled ocean–atmosphere dynamics of the tropical Pacific and constitutes the most significant mode of interannual climate variability in the modern climate system. Instrumental records of tropical Pacific sea surface temperature (SST) show a decline in the average magnitude of ENSO events from the late nineteenth century into the mid-twentieth century, followed by a larger increase into the late twentieth century (Rayner et al. 2003). Proxy reconstructions of ENSO extend the historical record to cover sizeable portions of the last millennium and show multidecadal to centennial changes in variability as large as those seen over the twentieth century (Cobb et al. 2013; McGregor et al. 2010; Li et al. 2011; Fowler et al. 2012). The amplitude of ENSO variability is thought to be sensitive to the mean-state climate of the tropical Pacific (Cane and Zebiak 1985; Guilyardi 2006; Choi et al. 2012; Watanabe and Wittenberg 2012), such that the historical changes may represent detectable responses to forced changes in mean state. However, long unforced climate model simulations are also capable of yielding relatively large multidecadal changes in the amplitude of ENSO variability (Wittenberg 2009), suggesting that detecting such a response against the range of behavior associated with the unforced ENSO system may not be easy.

To quantitatively address whether historical changes in the amplitude of ENSO variability are significant, in the sense of being unlikely to have arisen from random time-domain sampling within an unforced climate system, it is necessary to both select a metric with which to
quantify ENSO amplitude over any specified interval and to define the unforced sampling distribution of that metric. Such metrics may be based on the properties of individual events (Hereid et al. 2013) or on the variance of time series that are thought to be dominated by ENSO-related variability. The latter approach, which forms the focus of the present study, is widely used in paleoclimatic studies, due principally to the difficulty of objectively identifying individual events in noisy data. To illustrate the variance approach, Fig. 1a shows the 25-yr running variance of two measures of the ENSO-related variability present within the central equatorial Pacific (5°N–5°S and 170°E–120°W) Niño-3.4 SST index, as calculated from the monthly resolution instrumental Hadley Centre Sea Ice and Sea Surface Temperature dataset (HadISST; Rayner et al. 2003). The two methods used to extract the ENSO-related component of variability are the removal of the averaged annual cycle to leave an interannual anomaly record and the application of a 2–8-yr bandpass filter. As an example of an unforced CGCM simulation containing
qualitatively similar time-domain changes in ENSO amplitude to those seen in the historical records, Fig. 1c shows the running variances of the same two measures of ENSO-related Niño-3.4 SST variability derived from a 1000-yr preindustrial control simulation of the Met Office Hadley Centre Coupled Model, version 3 (HadCM3), coupled general circulation model (CGCM) (Schurer et al. 2014; Gordon et al. 2000; Collins et al. 2001). The Palmyra coral δ18O records presented in Cobb et al. (2003) are also shown as an example of a set of last millennium central Pacific proxy records that are of monthly resolution and capture the first-order multidecadal changes in twentieth-century ENSO amplitude seen within the instrumental Niño-3.4 SST index (Figs. 1a,b).

In spite of the fact that sample variance is a well-defined statistical property for which the expected parametric form of the sampling distribution is well known (von Storch and Zwiers 2003), there are two major difficulties associated with establishing the unforced sampling distributions of ENSO-related variance metrics. First, nonlinear aspects of ENSO dynamics lead to central and eastern Pacific SST indices being positively skewed (An et al. 2005) and the potential for heteroscedastic unforced behavior (Cane et al. 1995; Timmermann 2003; Choi et al. 2012), such that the parametric form may not be appropriate. Second, method-specific constraints will be needed, as the sampling distributions should be expected to differ according to the choice of method used to define the extract the ENSO-related component of variability from the original time series record. Such method dependency is illustrated in the differences between the running variance plots of the interannual anomaly and bandpass filtered records in Figs. 1a–c, which are in turn seen to vary as a function of the climatic variable under consideration. Taken collectively, the two factors described above make the practical assessment of the significance of historical changes in ENSO amplitude using variance metrics challenging.

The motivation for the present study is to investigate possible approaches to assessing the significance of historical changes in ENSO amplitude using variance metrics. In particular, we are interested in whether any simple to use but robust approaches to making such assessments exist. The first section of the study considers whether the expected parametric sampling distribution form is likely to provide an adequate description for unforced changes in the variance of ENSO-related records, based on the behavior seen in CGCM simulations. The outcome of this analysis is used to determine whether standard parametric tests can be employed to ENSO-related variance or whether application-specific nonparametric approaches are likely to be necessary. As it is impractical to evaluate all possible records of ENSO-related variability, results are presented in the first instance for the example cases of the interannual anomalies and bandpass filtered components of monthly resolution Niño-3.4 SST indices. Sensitivity tests to the use of eastern and western equatorial Pacific indices are also discussed where appropriate. To facilitate comparison with the bivariate δ18O proxy system, which responds to the oxygen isotopic composition of the seawater as well as SST, the analysis was also performed using CGCM-derived pseudocoral indices. As most CGCMs do not contain water isotopic variables, we follow the salinity-based approach of Thompson et al. (2011) to calculate pseudocoral indices. This approach assumes that fluctuations in the isotopic composition of seawater are linearly related to those in salinity, with a slope that can be estimated empirically from instrumental data, such that coral δ18O can also be modeled as a linear combination of SST and salinity. The second section of the study then considers whether absolute or only relative changes in ENSO-related variance can be robustly assessed and whether useful a priori constraints exist on the unforced sampling distributions of variance in interannual anomaly and/or bandpass filtered records. The outcome of this analysis is used to determine whether one or both of these approaches to extracting records of ENSO-related variability has the potential to act as the basis of a simple but robust approach to assessing the significance of historical changes in ENSO amplitude using variance metrics.

2. Can unforced changes in the variance of ENSO-related records be adequately represented by the expected parametric form?

a. Parametric and nonparametric representations of sample variance

The expected distribution of sample variance \( s^2 \) for any weakly stationary (homoscedastic) process derived from Gaussian white noise over \( k \) data values is given by the \( \chi^2 \) form [see Eq. (1)] (Knight 2000). The population variance term \( \sigma^2 \) can be thought of here as the long-term average value of unforced variance for the measure of ENSO-related variability under consideration. The other parameter \( \tau_d \) is a dimensionless factor by which the effective degrees of freedom are reduced relative to the number of original data values. Larger values of \( \tau_d \) term can be thought of as providing “stricter” constraints on the unforced climate system, as they imply longer decorrelation times and wider \( \chi^2 \) distributions. Such distributions represent greater unforced modulations in variance, against which more extreme changes would need to be seen in order to be considered significant,
An alternative, nonparametric estimate of the sampling distribution of unforced ENSO-related variance metrics, requiring only the assumption of ergodicity, is given by the empirical cumulative distribution function (ECDF) of all possible sample variances at a given interval length within an unforced time series realization of such a record. One set of nonparametric constraints on the unforced ENSO system that might be expected to be useful are those derived from long, unforced simulations with CGCMs that manifest ENSO-like behavior (Wittenberg 2009; Cobb et al. 2013). In the present study, we analyze interannual anomaly and bandpass filtered records of ENSO-related variability derived from 1000-yr-duration unforced preindustrial simulations taken from different CGCMs. The bandpass filtered records used are derived using a 2–8-yr Lanczos filter design, with twice as many filter weights as data points in the passband (Duchon 1979). The CGCMs were selected based on the criteria of available simulations with that duration of data for both surface ocean temperature and salinity fields and a broad interannual peak in their equatorial Pacific SST power spectrum. The four models are the HadCM3 simulation (as shown in Fig. 1c) and then three other preindustrial control simulations from the CMIP5 archive: namely, the Max Planck Institute Earth System Model, paleo (MPI-ESM-P); L’Institut Pierre-Simon Laplace Coupled Model, version 5A, low resolution (IPSL-CM5A-LR); and the Canadian Centre for Climate Modelling and Analysis Second Generation Canadian Earth System Model (CanESM2). The interannual anomaly and bandpass filtered records of ENSO-related Niño-3.4 SST variability for the latter three models are shown in Fig. 2. The intercomparison of results from these four different models then provides a semiquantitative way to address the structural uncertainty as to whether any given unforced CGCM simulation useful represents a hypothetical unforced real-world climate. The nonparametric approach does not require either the assumptions of linearity and weak stationarity required by the parametric approach, which may not be justified in the case of the ENSO system (An et al. 2005; Cane et al. 1995; Timmermann 2003; Choi et al. 2012), or then estimated the values of the parameters $s^2$ and $t_d$. However, the finite durations of any practically available realization of unforced ENSO behavior, such as the CGCM control simulations considered here, necessarily means that the associated ECDFs of variance values are incomplete realizations of the true cumulative distribution function (CDF) associated with each models unforced climate system.

$$s^2 \sim \frac{\sigma^2}{k} \chi^2_{[k/t_d]-1}$$

(1)
b. Comparing parametric and nonparametric representations of ENSO-related variance in the CGCM simulations

To investigate whether the variance of ENSO-related records can be adequately represented by the parametric form of Eq. (1), we compare the ECDFs of ENSO-related Niño-3.4 SST variance seen in the four CGCM simulations with estimates of the associated best-fit parametric CDF of such values, as defined by the best-fit estimates of $\sigma^2$ and $\tau_d$ (denoted by $^\ast \sigma^2$ and $^\ast \tau_d$). An estimate of $^\ast \sigma^2$ is easily estimated for each ENSO-related record from the variance of the entire available time series. Estimating $^\ast \tau_d$ value is less straightforward and relies upon the relationship between this term and the auto-correlation function of the data $\rho$ [as shown in Eq. (2)] (von Storch and Zwiers 2003; Trenberth 1984). While $\rho$ is not fully known for the finite-duration CGCM-derived records of ENSO-related variability, an empirical estimate is available from the cross-covariance matrix. The estimate of $^\ast \tau_d$ used here is then obtained from the summation [in the form of Eq. (2)] of the empirical estimate of $\rho$ over the number of lag intervals equivalent to the first two changes in sign,

$$^\ast \tau_d = 1 + 2 \sum_{i=1}^{\infty} \rho_i^2.$$  

(2)

The statistical framework used to assess the significance of differences between the ECDFs and best-fit parametric CDFs is that of the nonparametric Kolmogorov–Smirnov (K-S) test, where the test statistic given by the maximum difference between the ECDF and CDF is used to evaluate the null hypothesis of the former having arisen from random sampling within the latter. Figure 3a illustrates the method using the example of 30-yr HadCM3 Niño-3.4 SST interannual anomaly variance values, for which it is seen that the ECDF largely follows the best-fit parametric form but with some differences: the largest K-S statistic value. The significance of such a value cannot, however, be assessed directly from the Kolmogorov distribution itself, as the parameters of the assumed distribution under the null hypothesis have been estimated from the data under consideration. Consequently, a Monte Carlo (MC) approach is employed, based on a suite of 5000 white noise time series of equal length to the CGCM simulations that have been subjected to exactly the same analysis as the CGCM data. White noise provides the lower bound to the expected width of the distribution of K-S statistic values that should be expected for any linear stochastic time series of that duration.

The CGCM-derived K-S statistic values are then compared to those from the MC white noise trials over interval lengths in the range 20–100 yr, taken at 5-yr increments. The analysis is performed over this range of interval lengths in order to assess whether the CGCM simulations manifest relatively more important non-stationary behavior in terms of ENSO-related variance at certain time scales. Regardless of the choice of either interannual anomaly (Fig. 3b) or 2–8-yr Lanczos
bandpass filtered (Fig. 3c) records of ENSO-related Niño-3.4 SST variability, the CGCM-derived K-S statistics are seen to lie entirely below the 95% confidence level defined by the MC trials. Sensitivity tests, using either eastern (Niño-3) and western (Niño-4) equatorial Pacific SST indices or the pseudocoral indices from any of these domains, yield the same conclusion. Of the example Niño-3.4 records considered here, the bandpass filtered IPSL-CM5A-LR data are seen to generally yield the highest K-S values, to the extent that these approach the significance threshold for the example bandpass filter design. It is interesting to note that these values always arise from the variance ECDFs being narrower than those of the best-fit CDFs. In practical terms, this means that the IPSL-CM5A-LR simulation exhibits an ENSO phenomenon that is relatively stable, in terms of multidecadal variance, compared to the best-fit stochastic system. Consequently, even if the null hypothesis of that CGCM-derived ECDF having arisen within such a system were to be rejected, the parametric model would still provide a conservative bound for the assessment of the significance of historical changes.

At least for the four CGCM simulations, three spatial domains, and two methods for extracting ENSO-related variability considered here, the null hypothesis of unforced multidecadal changes in ENSO-related variance being drawn from suitably constrained parametric sampling distributions cannot be easily rejected. This suggests that stochastic sampling variability dominates the unforced sampling distributions within these simulations, even though these also resolve at least some key features of the real-world, nonlinear ENSO phenomenon. With the necessary caveat that the four models may systematically underestimate the nonlinear contribution, this then leads us to propose that the parametric form provides an adequate description of the unforced sampling distributions of variance within ENSO-related records. An alternative expression of this conclusion is that the use of nonparametric statistical tests based on the finite model simulation durations considered here would not yield robustly different outcomes to those derived from parametric ones. Given the much greater ease of generalization associated with the parametric approach, the remainder of the study now focuses on the application of such constraints to assessing past changes in ENSO amplitude.

3. Assessing the significance of changes in ENSO amplitude using variance metrics

a. Whether to assess absolute and/or relative changes in variance

Within the parametric framework outlined in the previous section, the significance of any absolute value of ENSO-related variance can be assessed provided that the two parameters present in Eq. (1) may be constrained to an acceptable level of uncertainty. In an alternative application of the parametric approach, the significance of any relative change in variance between two such records (or independent intervals within a single record) can be assessed by comparing the ratio of two sample variances to the $F$ distribution with degrees of freedom given by $k_1/\tau_d - 1$ and $k_2/\tau_d - 1$, where $k_1$ and $k_2$ are the two interval lengths. To evaluate whether the uncertainties in $\sigma^2$ and $\tau_d$ are likely to allow for the robust assessment of the significance of such absolute and/or relative changes in ENSO amplitude, we now consider the ranges of best-fit values seen for the CGCM records as providing lower bounds to the total uncertainties associated with each term.

The large degree of CGCM dependency in terms of unforced ENSO amplitude (Guilyardi 2006) entails large uncertainties in $\sigma^2$. Using Niño-3.4 SST anomalies as an example record of ENSO-related variability, the estimates of $\sigma^2$ derived from the four CGCM simulations considered here span a range of almost a factor of 2. Such differences are two orders of magnitude greater than the 5%–95% bootstrapped (10 000 realizations of a moving-block bootstrap with any block length in the range 5–20 yr; Politis and Romano 1994) confidence ranges for each value. Such a large degree of model dependency necessarily introduces unacceptably large uncertainties into the assessment of the significance of absolute values of multidecadal to centennial ENSO-related variance. For example, the level of twentieth-century instrumental Niño-3.4 SST anomaly variance is lower than any such centennial interval within the HadCM3 and CanESM2 simulations, higher than any within the IPSL-CM5 (and specifically the IPSL-CM5A-LR) simulation and roughly central to those seen in the MPI-ESM-P simulation.

The $\tau_d$ values derived from the CGCM Niño-3.4 SST anomaly and 2–8-yr Lanczos bandpass filtered records range from 8.3 to 10.3 and from 16.5 to 19.8, respectively. The maximum uncertainty in $F$-test $p$ value arising from changes in the value of $\tau_d$ is not intuitively obvious but can be easily calculated. Relative uncertainties in $\tau_d$ of 10%, 35%, and 85% are seen to lead to maximum $p$ value uncertainties of 0.01, 0.05, and 0.1, respectively. The absolute value of $\tau_d$ is relatively unimportant for the range of values and interval lengths considered here. Consequently and in contrast to the absolute variance approach, the ranges of CGCM-derived $\tau_d$ values are seen to be sufficiently small as to potentially allow for useful assessments of the significance of relative changes in ENSO amplitude.
b. A priori strategies for constraining $\tau_d$

A parametric model of the sampling distribution for unforced relative changes in the variance of ENSO-related records may be constrained by the single parameter $\tau_d$. Unfortunately, $\tau_d$ is a nonintuitive term that cannot generally be easily estimated from physical concerns. In particular, while $\tau_d$ may be thought of as a form of decorrelation time, it is not equivalent to that which would be used to estimate reductions in degrees of freedom for parametric tests of the mean (von Storch and Zwiers 2003). Furthermore, the value of $\tau_d$ is first-order dependent on the method used to extract the ENSO-related component of time series variability, as illustrated by the $\tilde{\tau}_d$ values derived from the CGCM bandpass filtered Niño-3.4 records being around 100% greater than those seen for the associated interannual anomaly records. These CGCM-derived $\tilde{\tau}_d$ values do themselves provide one set of record-specific constraints on this term but retain the practical limitations of being nontrivial to calculate and model dependent to at least a second-order degree. For these practical reasons, we now consider whether any robust a priori constraints on the $\tau_d$ values associated with interannual anomaly and/or bandpass filtered records are available, such as could then form the basis for a simpler approach to assessing the significance of relative changes in ENSO amplitude.

The variance of interannual anomaly records contains contributions from the subannual and decadal or longer components of the original power spectrum, as well as from within the interannual ENSO band. This raises the possibility that such records may be represented, to at least some extent, by simple linear stochastic models for which the autocorrelation structure is fully known. First-order autoregressive processes [AR(1)] provide the simplest category of such models, with a dependence of $\tau_d$ value on the lag-1 autocorrelation $\rho_1$ as shown by

$$\tau_d = \frac{1 + \rho_1^2}{1 - \rho_1^2}. \quad (3)$$

The strategy used here for fitting AR(1) models is based on the assumption that the variability present in the subannual and decadal or longer bands is unforced. The method first requires that the fitted AR(1) process matches the combined variance contained in those parts of the power spectrum, before the best-fit $\rho_1$ value is determined as that which best captures the ratio of variance present in the subannual and decadal or longer bands. No such AR(1) process can capture the midband peak associated with ENSO, but may instead provide a crude model of the stochastic properties of an “ENSO free” unforced climate system with similar overall spectral properties to the data under consideration (Mann and Lees 1996). The $\tau_d$ values estimated from such an approach would, therefore, be expected to represent lower bounds to the $\tilde{\tau}_d$ values determined from the unforced CGCM interannual anomaly records, as the latter represents an unforced stochastic system that also contains ENSO variability. For example, the CGCM Niño-3.4 indices, which provide a better match to the overall power spectrum of the instrumental Niño-3.4 SST index than the fitted AR(1) process (Fig. 4a), offer $\tilde{\tau}_d$ constraints that are indeed stricter than that from the AR(1) approach (Fig. 5a). Consequently, the use of CGCM-based unforced climate scenarios, rather than the fitting of AR(1) models, has the potential to reduce the inferred significance of historical changes in relative ENSO amplitude seen within instrumental Niño-3.4 interannual anomaly records. However, the changes in significance that arise from such a shift in approach tends to be quite modest, because of the relatively weak dependence of $F$-test $p$ values to changes in $\tau_d$. For example, the approximate doubling of instrumental Niño-3.4 SST anomaly variance between the two 20-yr intervals of 1920–40 and 1980–2000 yields a one-sided $F$-test $p$ value of 0.04 against the AR(1)-derived $\tau_d$ constraint on an ENSO-free climate. The use of the $\tilde{\tau}_d$ constraint from the MPI-ESM-P control simulation would increase the inferred $p$ value to 0.10. That this difference is not larger illustrates that even very simple linear stochastic systems that exclude the dominant ENSO spectral peak exhibit relatively wide sampling distributions for variance, as can be visualized in the running 25-yr variance of an AR(1) process with $\rho_1$ of 0.9 displaying qualitatively similar changes to those seen in the historical and climate model anomaly records (Fig. 1d).

The extent to which the CGCM-derived $\tilde{\tau}_d$ constraints are stricter than those provided by fitted AR(1) models is also dependent on the relative importance of ENSO-related interannual SST variability, relative to the variability present in other parts of the power spectrum. Sensitivity tests with Niño-3 and Niño-4 SST indices show that the relative difference between the CGCM and AR(1) approaches increases as one moves eastward across the equatorial Pacific, consistent with the increasing relative importance of ENSO-related interannual SST variability. As a more extreme example, if the pronounced decadal or longer variability in the Palmyra coral $\delta^{18}$O records were assumed to be unforced in origin, then an AR(1) model fitted to the longest preindustrial proxy record would provide both a better fit to the overall power spectrum than the CGCM-derived Niño-3.4 pseudocorals (Fig. 4b) and a stricter constraint on $\tau_d$ than any of the CGCM-derived $\tilde{\tau}_d$ values (Fig. 5a). Such a result may well rise because of inadequacies in the CGCM realizations of the equatorial Pacific hydrological cycle.
leading to the unforced CGCM pseudocorals being too heavily dominated by SST variability, as reflected in the very similar power spectra (Fig. 4) and $\tau_d$ values (Fig. 5) seen for the pseudocoral and SST-only Niño-3.4 indices. However, regardless of whether the pronounced decadal or longer variability in the coral records is forced or unforced in origin, the variance of interannual anomaly records taken from such data will contain substantial contamination from variability that is in all likelihood not ENSO-related. Applications in which the variance of interannual anomalies are considered a useful method for quantifying ENSO amplitude are therefore typically restricted to climatic variables where the overall power spectrum is strongly dominated by the ENSO peak, such as central and eastern equatorial Pacific SST indices. However, in these situations the AR(1)-derived constraints are shown to be less strict than those derived from unforced CGCM simulations and the extent to which this is the case, along with the absolute values of $\tau_d$, will depend on the particular climatic variable under consideration. Taken collectively, these factors limit the potential for interannual anomaly records to form the basis of any simple approach to assessing the significance of relative changes in ENSO amplitude using variance metrics.

In contrast to interannual anomalies, the variance of bandpass filtered records is not influenced by subannual and decadal or longer variability, because of the explicit isolation of a defined spectral band. Such an approach reduces the risk of contamination of the variance of such records with non-ENSO-related variability and is hence widely used when considering proxy variables, such as coral $\delta^{18}O$ (Tudhope et al. 2001; Cobb et al. 2003, 2013). However, such an approach also necessarily means that the choice of scenario chosen to represent the unforced climate system is of greatly reduced importance, relative to when considering unfiltered records such as interannual anomalies. This reduced dependency arises as the first-order structure of the bandpass filtered power spectrum is determined by the passband itself, and any spectral structure within this as a result of the original overall power spectrum is of secondary importance. To illustrate the extent to which this is the case, the range of $\tau_d$ values associated with the entire range of AR(1)
processes with $\rho_1$ less than 0.99 is reduced from 1–100 for unfiltered data (Fig. 5a) to 16–24 for the best-fit estimates derived from very long (50,000 yr) 2–8-yr Lanczos bandpass filtered realizations (Fig. 5b). In consequence, the $\hat{\tau}_d$ constraints derived from the bandpass filtered CGCM Niño-3.4 SST records are seen to be of less practical difference, in the context of resultant $F$-test $p$ values, to those that could have been inferred from the fitted AR(1) models fitted to the HadISST Niño-3.4 SST index and fourteenth- and fifteenth-century Palmyra coral $\delta^{18}O$ data. The AR(1)-derived values are labeled as “ENSO free” climate scenarios, as they represent processes with similar overall autocorrelation structures to the historical data but without any mid-spectral peak in the ENSO band. The $\tau_d$ axes are logarithmic, such that a fixed vertical distance represents a fixed relative change in $\tau_d$. The gray reference lines represent a relative change in $\tau_d$ of 35%, for which the maximum possible $F$-test $p$ value uncertainty is 0.05 (provided that the two intervals being compared are of at least 20-yr duration), as shown to the side of (b). Another reference line is also added to (b) to show the proposed bounding $\tau_d$ estimate arising from the lower edge of the filter passband.

The fact that relatively similar bandpass filtered $\hat{\tau}_d$ values can be obtained for a wide range of scenarios for the unforced climate system suggests that a priori constraints based on methodological factors that are applicable across a range of climatic variables may be possible. Empirical models for a lower bound to $\tau_d$, as supplied by white noise input data, were presented for a range of wavelet filter designs in Torrence and Compo (1998). As it is a conservative upper bound that is sought here, we propose a much cruder rule-of-thumb approach in which a bounding estimate of $\tau_d$ is given by the lower edge of the filter passband (i.e., the low-pass filter cutoff), expressed in multiples of the sampling resolution. For example, the bounding $\tau_d$ estimate determined in this way for a filter design with the lower edge of the passband being 2 yr and applied to monthly resolution time series data would be 24. That such a bound is conservative to the $\hat{\tau}_d$ values derived from the CGCM Niño-3.4 records is shown for the example 2–8-yr Lanczos filter design in Fig. 4b. If a narrower (wider) passband is used then the value of $\hat{\tau}_d$ increases (decreases), with the lower passband edge remaining the dominant factor, as shown for the examples of the HadCM3 Niño-3.4 SST index and very long realizations of two AR(1) processes in Fig. 6. Across the lower and upper passband edge ranges experimented with here (1.5–2.5 and 7–10 yr, respectively), the lower passband edge is seen to always provide an upper bound to the $\hat{\tau}_d$ values. The choice of filter design does not affect
the form of the dependency of $\tau_d$ on the filter parameters but does exert a second-order effect on the absolute $\tau_d$ values. Sensitivity tests show that the $\tau_d$ values derived from 2–8-yr bandpass filtered HadCM3 Niño-3.4 SST records using either a fourth-order dual-pass (forward and backward filtering) Butterworth or a fourth-order dual-pass Chebyshev filter design can be up to 15% lower than those for the Lanczos design (not shown). Consequently, the extent to which the lower passband bound is conservative, relative to that of the strictest CGCM-derived constraint, increases with both of the passband parameters and is also affected by the choice of filter design. However, in none of the sensitivity tests undertaken here does this relative difference exceed 52% (37% if only the Lanczos filter design is considered), which would still lead to modest uncertainties in resultant $F$-test $p$ values. While other filter designs and/or passband choices may lead to situations in which the proposed $\tau_d$ bound ceases to be conservative or becomes conservative to an excessive degree, the present sensitivity tests suggest that the proposed bound should be usefully applicable in a wide range of ENSO-related bandpass filtering applications. One necessary limitation to the bandpass filtering approach is that it introduces edge effect uncertainties at least equal to the lower edge of the filter passband at the beginning and end of each discrete record. Accounting for these edge effects slightly reduces the effective duration of the remaining time series and hence the degrees of freedom present in the data, which may affect the utility of bandpass filtering when considering very short (<10 yr) records.

If the increase in ENSO amplitude seen between 1920–40 and 1980–2000 in the HadISST Niño-3.4 index is now reconsidered using a 2–8-yr Lanczos bandpass filtered record and the bounding $\tau_d$ estimate of 24, a similar one-sided $F$-test $p$ value (0.08) is recovered to that seen for the associated interannual anomaly record against the strictest CGCM-derived constraint. As a second example, which allows for centennial rather than multidecadal record lengths to be compared, we also consider the roughly twofold increase in bandpass filtered variance seen between the preindustrial fourteenth–fifteenth-century and twentieth-century bandpass filtered Palmyra coral $\delta^{18}O$ records. Again using the bounding $\tau_d$ estimate, the relative change in sample variance yields a highly significant one-sided $F$-test $p$ value of less than 0.01. These two examples illustrate the potential of the conservatively bounding rule-of-thumb approach to still yield robustly significant results, in applications to climatic variables with widely differing overall power spectra. It should, however, be noted that in the case of the coral comparison the quoted significance levels apply only to the change in the measured proxy variable ($\delta^{18}O$ at one location) and cannot be translated, without consideration of further uncertainties, to a significance level for any associated change in ENSO-related Niño-3.4 SST variance.

![Diagram of sensitivity of the τd estimates derived from Lanczos bandpass filtered records to the choice of lower passband edge (low-pass filter cutoff) and upper passband edge (high-pass filter cutoff), as shown for (a) the HadCM3 Niño-3.4 SST index and an AR(1) process with $\rho_1 = (b) 0.9$ and (c) 0 (white noise). In the latter two cases, the $\tau_d$ values are derived using 50,000-yr-long time series. The example passband parameter choice of 2–8 yr, as used throughout the other figures, is highlighted in each panel with crosshairs. The $\tau_d$ value associated with the HadCM3 Niño-3.4 SST interannual anomaly record and the analytical ones associated with the unfiltered AR(1) processes are shown underneath the titles, for comparison with the filtered best-fit values. The other three sets of CGCM Niño-3.4 SST data show very similar dependencies to the filter parameters to those seen for HadCM3 (not shown).]
4. Conclusions

This study has investigated the use of variance metrics as measures of ENSO amplitude and how the significance of changes in such metrics, against the background variability of the climate system, may be robustly assessed. We propose that the expected parametric forms of the sampling distributions for unforced changes in variance within ENSO-related records are likely to be adequate, based on the behavior seen in a range of unforced CGCM simulations being consistent with such forms. However, inter-CGCM dependency in terms of the long-term unforced amplitude of ENSO means that only relative changes in the variance of ENSO-related records can be robustly assessed. A single parameter is then required to define the sampling distribution associated with such relative changes: the value of which depends to the first order on the method used to extract the ENSO-related component of time series variability. We have considered strategies by which a priori estimates of this term can be made for interannual anomaly and bandpass filtered records. Based on these investigations, we propose a simple and robustly conservative approach to assessing the significance of relative changes in ENSO amplitude based on variance metrics, regardless of the climatic variable under consideration. In this approach, the ratio of sample variance between two independent bandpass filtered intervals is used as the test statistic for the standard parametric $F$ test, with the degrees of freedom constrained by the intervals lengths and the lower edge of the filter passband.

Acknowledgments. This work was funded through NERC Grants NE/H009957/1 and NE/G019819/1. We acknowledge the World Climate Research Programme’s Working Group on Coupled Modelling, which is responsible for CMIP, and we thank the climate modeling groups for producing and making available their model output. For CMIP, the U.S. Department of Energy’s Program for Climate Model Diagnosis and Intercomparison provides coordinating support and led development of software infrastructure in partnership with the Global Organization for Earth System Science Portals.

REFERENCES


