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Abstract Horizontal decomposition is the process of splitting a relation
into sub-relations, called fragments, each containing a subset of the rows
of the original relation. In this paper, we consider horizontal decomposi-
tion in a setting where some of the attributes in the database schema are
interpreted over a specific domain, on which a set of special predicates
and functions is defined.
We study the losslessness of horizontal decomposition, that is, whether
the original relation can be reconstructed from the fragments by union,
in the presence of integrity constraints on the database schema. We intro-
duce the new class of conditional domain constraints (CDCs), restricting
the values the interpreted attributes may take whenever a certain condi-
tion holds on the non-interpreted ones, and investigate lossless horizontal
decomposition under CDCs in isolation, as well as in combination with
functional and unary inclusion dependencies.

1 Introduction

Horizontal decomposition (or fragmentation) is the process of splitting a relation
into sub-relations on the same attributes and of the same arity, called fragments,
each containing a subset of the rows of the original relation. Fragmentation (hori-
zontal and/or vertical) plays an important role in distributed database systems,
where fragments of a relation are scattered over several (local or remote) sites, as
it typically increases the system’s throughput by permitting a number of trans-
actions to execute concurrently and by allowing the parallel execution of a single
query as a set of subqueries that operate on fragments [11]. This is especially
crucial in data intensive applications. Horizontal decomposition is also important
for improving schema design, in that it can alleviate the problem of dependencies
not being preserved, that might arise in the conversion into Boyce-Codd normal
form (BCNF) when a non-key set of attributes determines part of the key [7].

The study of horizontal decomposition in the literature [2,4,5,3,7,10] focused
on uninterpreted data, that is, settings where data values can only be compared
for equality. However, most real-world applications make use of data values be-
longing to domains with a richer structure (e.g., ordering) on which a variety of
other restrictions besides equality can be expressed (e.g., being within a range or
above a threshold). Examples are dimensions, weights and prices in the database
of a postal service or shipping company, or the various amounts (credits, debits,
exchange and interest rates, etc.) recorded in a banking application. It is there-
fore of practical interest to consider a scenario where some of the attributes in the



database schema are interpreted over a specific domain, such as the reals or the
integers, on which a set of predicates (e.g., smaller/greater than) and functions
(e.g., addition and subtraction) are defined, according to a first-order theory C.
In this paper, we consider horizontal decomposition in such a setting, where frag-
ments are defined by means of selection queries with equalities and inequalities
on the non-interpreted attributes, extended with constraints on the interpreted
attributes expressed by formulae of C. As it is customary in the study of database
decompositions, we make the pure universal relation assumption (URA) [1], that
is, we limit our investigation to a database schema consisting of only one relation
symbol. This simplifying assumption, even though it might seem unrealistic in
general, is nevertheless satisfied by a surprising number of real-world databases.

We study the losslessness of horizontal decomposition, that is, whether the
original relation can be reconstructed from the fragments by union, in the pres-
ence of integrity constraints on the database schema. Specifically, we investigate
the problem of deciding whether a set of user views specified by selection quer-
ies (on interpreted attributes), which form a horizontal decomposition, is lossless
under constraints. This is relevant to applications in data privacy (where lossless-
ness is undesirable because it means that the views expose the whole database)
and in view updates (where losslessness is desirable in that it allows changes on
the views to be univocally propagated to the underlying database).

We introduce the new class of conditional domain constraints (CDCs) which
by means of a C-formula restrict the values that the interpreted attributes can
take whenever certain conditions hold on the non-interpreted ones. We speak of
C-CDCs to emphasise that the restriction on the interpreted attributes is given
by a formula in C. Depending on the expressive power of C, CDCs can capture
constraints naturally arising in practise, such as, in the above mentioned postal
service scenario, that a parcel of type “letter” not marked as “oversized” weights
less than 20 grammes and each of its dimensions (height, width, depth) is less
than 30 centimetres. We do not commit to any specific language C and we simply
assume that C is closed under negation.

First of all, we show how to check whether a set of C-CDCs is consistent by
means of a characterisation in terms of satisfiability in C, which directly yields a
decision procedure whenever the latter is decidable. This is the case, e.g., for the
so-called Unit Two Variable Per Inequality (UTVPI) constraints – a fragment of
linear arithmetic over the integers whose formulae, which we refer to as UTVPIs,
have at most two variables and variables have unit coefficients – as well as for
boolean combinations of UTVPIs. We prove that deciding consistency is in NP
for the former language, and is NP-complete for the latter.

Then, we give a characterisation of lossless horizontal decomposition under
C-CDCs in terms of unsatisfiability in C, which again directly yields a decision
procedure whenever the latter is decidable, and we prove that deciding lossless-
ness is in co-NP for the language of UTVPIs, and it is co-NP-complete for the
language consisting of boolean combinations of UTVPIs.

Finally, we study lossless horizontal decomposition under CDCs and tradi-
tional integrity constraints, and show that functional dependencies (FDs) can be



allowed without any restriction, as they do not interact with CDCs, whereas this
is not the case for unary inclusion dependencies (UINDs). We provide a domain
propagation rule that, under certain restrictions on the CDCs, fully captures the
interaction between CDCs and UINDs (on both interpreted and non-interpreted
attributes) w.r.t. the losslessness of horizontal decomposition, which allows to
“separate” the UINDs from the CDCs and employ the general technique in this
case as well.

Related work. De Bra [2,4,5] developed a theory of horizontal decomposition to
partition a relation into two sub-relations, one of which satisfies a set of specified
FDs, while the other does not. The approach is based on constraints that capture
empirically observed “implications” between sets of FDs and “exceptions” to sets
of FDs, for which a sound and complete set of inference rules is provided. Maier
and Ullman [10] study how to propagate insertions and deletions, and how to
answer selection queries, in a setting with physical and virtual fragments, where
the losslessness of the decomposition is taken as an underlying assumption. Ceri
et al. [3] investigate the problem of finding an optimal horizontal partitioning
w.r.t. the number of accesses to different portions of data.

Structure of the paper. The rest of the paper is organised as follows: in Sec. 2 we
formally define the notion of horizontal decomposition and introduce the class of
CDCs; in Sec. 3 we show how to check for the consistency of a set of CDCs; the
study of lossless horizontal decomposition under CDCs is carried out in Sec. 4,
and it is then extended to CDCs in combination with FDs and UINDs in Sec. 5;
we conclude in Sec. 6 with a brief discussion of the results and by pointing out
future research directions.

2 Preliminaries

We start by introducing notation and basic notions that will be used throughout
the paper. We first provide some general definitions, which we then specialise to
the case we will investigate in the upcoming sections.

Basics. A (database) schema (also called a relational signature) is a finite set S of
relation symbols, where each S ∈ S has arity |S| and its positions are partitioned
into interpreted and non-interpreted ones. Let dom be a possibly infinite set of
arbitrary values, and let idom be a set of values from a specific domain (such as
the integers Z) on which a set of predicates (e.g., ≤) and functions (e.g., +) are
defined, according to a first-order language C closed under negation. An instance
over a schema S associates each S ∈ S with a relation SI of appropriate arity
on dom∪ idom, called the extension of S under I, such that the values for the
interpreted and non-interpreted positions of S are taken from idom and dom,
respectively. The set of elements of dom ∪ idom that occur in an instance I is
the active domain of I, denoted by adom(I). An instance is finite if its active
domain is, and all instances are assumed to be finite unless otherwise specified.

Constraints. Let L be a domain-independent (that is, safe-range) fragment of
first-order logic over a relational signature S with constants dom∪ idom under



the standard name assumption, extended with predicates and functions inter-
preted on idom according to C. A constraint is a closed formula in L. The sets of
relation symbols (from S) and constants occurring in a constraint ϕ are denoted
by sig(ϕ) and const(ϕ), respectively. We extend sig(·) and const(·) to sets of con-
straints in the natural way. For a set of constraints Γ , we say that an instance I
over sig(Γ ) is a model of (or satisfies) Γ , and write I |= Γ , to indicate that the
relational structure I = 〈adom(I) ∪ const(Γ ), I〉 makes every formula ϕ in Γ
true w.r.t. the semantics of L. We write I |= ϕ to indicate that I satisfies ϕ. A
set of constraints Γ entails (or logically implies) a constraint ϕ, written Γ |= ϕ,
if every finite model of Γ also satisfies ϕ. All sets of constraints in this paper are
assumed to be finite.

We consider a source schema R, consisting of a single relation symbol R, and
a decomposed schema V, disjoint with R, of view symbols with the same arity
as R. We formally define horizontal decompositions as follows.

Definition 1 (Horizontal Decomposition). Let V = {V1, . . . , Vn} and let
R = {R}. Let ∆ be a set of constraints over R, and let Σ be a set of exact view
definitions, one for each Vi ∈ V, of the form ∀x . Vi(x) ↔ ϕ(x), where ϕ is a
safe-range formula over R. We say that Σ is a horizontal decomposition of R
into V under ∆ if ∆ ∪Σ |= ∀x . Vi(x) → R(x) for every Vi ∈ V. Moreover, Σ
is lossless if ∆ ∪Σ |= ∀x . R(x)↔ V1(x) ∨ · · · ∨ Vn(x).

For the sake of simplicity, we assume w.l.o.g. that the first k positions of R
and of each V ∈ V are non-interpreted, while the remaining ones are interpreted.
Under this assumption, instances over R∪V associate each symbol with a subset
of domk× idom|R|−k. Throughout the paper, we further assume that a variable
appearing in the i-th position of R is named xi if i ≤ k, and yi−k otherwise.
Clearly, this is also w.l.o.g. as it can be easily achieved by renaming.

For what concerns integrity constraints on the source schema, we introduce
the class of conditional domain constraints (CDCs), which restrict the admissible
values at interpreted positions by means of a formula in C, whenever a condition
holds on the non-interpreted ones. Such constraints have the form

∀x, y .
(
R(x, y) ∧ x′ = a ∧ x′′ 6= b

)
→ δ(y) , (1)

where x′ and x′′ consist of variables from x, possibly with repetitions, and δ(y) ∈
C. To explicitly indicate that the consequent of a CDC is a formula in C, we refer
to it as a C-CDC. For simplicity of notation, we omit the universal quantifier
and the R-atom from (1).

We consider horizontal decompositions where the symbols in the decomposed
schema are defined by means of selection queries with equalities and inequalit-
ies between variables and constants at non-interpreted positions, extended with
conditions in C on the interpreted positions. Formally, each V ∈ V is defined by
a formula of the form

∀x, y . V (x, y)↔
(
R(x, y) ∧ x′ = a ∧ x′′ 6= b ∧ σ(y)

)
, (2)



with x′ and x′′ consisting of variables from x, possibly with repetitions, and
σ(y) ∈ C. In the following, we will simply write (2) as V : x′ = a ∧ x′′ 6= b ∧ σ(y).

The class of Unit Two Variable Per Inequality constraints (UTVPIs), a.k.a.
generalised 2SAT (G2SAT) constraints, is a fragment of linear arithmetic con-
straints over the integers. UTVPIs have the form ax + by ≤ d, where x and y
are integer variables, a, b ∈ {−1, 0, 1} and d ∈ Z. As the integer domain allows
to represent real numbers with fixed precision as well, this class of constraints is
suitable for most applications. Note that ax + by ≥ d is equivalent to a′x + b′y
≤ −d, with a′ = −a and b′ = −b, and that ax+ by < d and ax+ by > d can be
rewritten as ax + by ≤ d′ and ax + by ≥ d′′, respectively, with d′ = d − 1 and
d′′ = d+ 1. Thus, UTVPIs are powerful enough not only to express comparisons
(≤, <, >, ≥) between two variables and between a variable and an integer, but
also to compare the sum or difference of two variables with an integer. Observe
that, even though equality is not directly expressible within a single UTVPI, the
equality x = y in the consequent of a CDC, where y is a variable or an integer,
can be expressed by means of two CDCs with the same antecedent, where one
has x ≤ y as consequent, the other x ≥ y. Equality between the sum or difference
of two variables and an integer in a CDC is expressed in a similar way.

We denote by UTVPI the language of UTVPIs and by bUTVPI the language
consisting of boolean combinations of UTVPIs, in turn called bUTVPIs. Check-
ing whether a set of UTVPIs is satisfiable can be done in polynomial time [12,9,8],
and the satisfiability problem for bUTVPI is NP-complete [13].

We conclude the preliminaries by introducing an example based on UTVPI-
CDCs, which we will then use and further extend in the upcoming sections.

Example 1. Let R be on Name, Department, Position, Salary and Bonus, in this
order, where the last two are interpreted over the integers, let a = “ICT” and
b = “Manager”, and let ∆ consist of the following UTVPI-CDCs:

x2 = a → y1 + y2 ≤ 5 ; x3 = b → y2 ≥ 2 ; > → y1 − y2 ≥ 0 .

Intuitively, the above constraints state that employees working in the ICT de-
partment have a total income (salary plus bonus) of at most 5 – say – thousands
of euros per month; that employees who work as managers receive a bonus of at
least 2, and that employees never get a bonus greater than their salary.

3 Consistency of Conditional Domain Constraints

Before turning our attention to horizontal decomposition, we first deal with the
relevant problem of determining whether a set of generic C-CDCs is consistent.
Indeed, it is important to make sure that the integrity constraints on the source
schema are consistent, as any horizontal decomposition would be meaninglessly
lossless otherwise. In this section, we will characterise the consistency of a set of
C-CDCs in terms of satisfiability in C. We will show that deciding consistency is
in NP when C is the language UTVPI, and is NP-complete when C is the language



bUTVPI. Moreover, the technique employed here will serve as the basis for the
approach we follow in Sec. 4 in the study of lossless horizontal decomposition.

Since CDCs are universally-quantified implicational formulae, any set thereof
is always trivially satisfied by the empty instance, thus we say that a set of CDCs
is consistent if it has a non-empty model. Observe that, given their form, CDCs
affect only one tuple at a time, hence whether an instance satisfies a set of CDCs
depends on each tuple of the instance in isolation from the others. Indeed, a set of
CDCs is satisfiable if and only if it is satisfiable on an instance consisting of only
one tuple, and so we can restrict our attention to single tuples. But, as dom and
idom are infinite domains in general, we cannot simply guess a tuple of values
and check that it satisfies the CDCs. However, it is not necessary to know which
values a tuple actually contains at non-interpreted positions, but only whether
such values satisfy the equalities and inequalities in the antecedent of each CDC.
To this end, with each equality or inequality between a variable xi and a constant
a we associate a propositional variable pai , whose truth-value indicates whether
the value in the i-th position is a. To each valuation of such variables corresponds
the (possibly infinite) set of tuples that satisfy the conditions specified by the
names of the variables. For instance, a valuation of {pa1 , pb2} that assigns true to
pa1 and false to pb2 identifies all the tuples in which the value of the first element
is a and the value of the second is different from b. Thus, for each such valuation
it is possible to determine which equalities and inequalities are satisfied. Some
care is only needed with valuations of propositional variables that refer to the
same position (i.e., with the same subscript) but to different constants (i.e., with
different superscripts). For example, pa1 and pb1 (with a 6= b) should never be both
evaluated to true.

Roughly said, checking whether a set of C-CDCs ∆ is consistent amounts to,
as we shall see, first building from ∆ a propositional theory where equalities and
inequalities are replaced by propositional variables as above, and then finding a
valuation α in which two propositional variables that refer to the same position
but to different constants are not both evaluated to true, and for which the set of
C-formulae that apply under α (obtained by “filtering” the propositional theory
with α) is satisfiable.

For each C-CDC ϕ ∈ ∆, which we recall has the form (1), we construct the
propositional formula

prop(ϕ) = > ∧
[ ∧
xi∈var(x′)
xi=x

′[j]

p
a[j]
i

]
∧
[ ∧
xi∈var(x′′)
xi=x

′′[j]

¬pb[j]i

]
→ v , (3)

where v is a fresh propositional variable associated with the C-formula δ(y) in
the consequent of ϕ. We call Π∆ = { prop(ϕ) | ϕ ∈ ∆ } the propositional theory
associated with ∆. Each propositional formula in Π∆ is of the form > ∧ L→ v,
with L a (possibly empty) conjunction of literals and v a propositional variable
associated with a C-constraint, denoted by constr(v). We omit > in the l.h.s. of
the implication if L is non-empty, and consider the set var(Π∆) of propositional
variables occurring in Π∆ partitioned into pvar(Π∆) = { var(L) | (L → v) ∈



Π∆ } and cvar(Π∆) = var(Π∆) \ pvar(Π∆). For a propositional theory Π∆, we
build the following auxiliary theory :

Π⊥ =
{
pai ∧ pbi → ⊥ | a 6= b, pai , p

b
i ∈ pvar(Π∆)

}
, (4)

intuitively stating that distinct values are not allowed in the same position.

Example 2. The propositional theory associated with∆ from Example 1 isΠ∆ =
{ pa2 → v1, p

b
3 → v2, > → v3 }, with pvar(Π∆) = { pa2 , pb3 } and cvar(Π∆) = { v1,

v2, v3 }. The corresponding auxiliary theory is Π⊥ = ∅. The association constr
between the propositional variables in cvar(Π∆) and UTVPI-formulae is given
by { v1 7→ y1 + y2 ≤ 5, v2 7→ y2 ≥ 2, v3 7→ y1 − y2 ≥ 0 }.

For a valuation α of pvar(Π∆), from Π∆ we build the set

Πα
∆ = { constr(v) | (> ∧ L→ v) ∈ Π∆, L is empty or α(L) = T } , (5)

consisting of C-constraints associated with propositional variables that occur in
some formula of Π∆ whose l.h.s. holds true under α. We call Πα

∆ the α-filtering
of Π∆. Note that, since C is closed under negation, all the constraints in Πα

∆ are
C-formulae.

We can now state the main result of this section, characterising the consist-
ency of a set of C-CDCs in terms of satisfiability in C. We remark that the result
holds in general for any language C, not necessarily closed under negation. This
requirement will however become essential in the upcoming Sec. 4 and Sec. 5.

Theorem 1. Let ∆ be a set of C-CDCs, Π∆ be the propositional theory associ-
ated with ∆, and Π⊥ be the corresponding auxiliary theory. Then, ∆ is consistent
if and only if there exists a valuation α of pvar(Π∆) satisfying Π⊥ such that Πα

∆

is satisfiable.

Clearly, whenever the satisfiability of sets of C-formulae is decidable, Theorem 1
directly yields an algorithm to check whether a set of C-CDCs is consistent. We
illustrate this in our running example with UTVPI-CDCs.

Example 3. With respect toΠ∆ of Example 2, consider the valuation α = { pa2 7→
T, pb3 7→ F }, for which we have Πα

∆ = { y1 + y2 ≤ 5, y1 − y2 ≥ 0 }. Obviously, α
satisfies the (empty) auxiliary theory Π⊥ for Π∆. In addition, Πα

∆ is satisfiable,
as for instance { y1 7→ 3, y2 7→ 2 } is a solution to every UTVPI in it.

The consistency problem for C-CDCs is the problem that takes as input a set
of C-CDCs ∆ and answers the question: “Is ∆ consistent?” In light of Theorem 1,
the problem of checking whether a given set of C-formulae is satisfiable reduces
to checking consistency for C-CDCs. Indeed, every instance of the satisfiability
problem for C, asking whether a set F of C-formulae is satisfiable, can be encoded
into an instance of the consistency problem for C-CDCs by considering, for each
C-formula in F , a C-CDC which has that formula in the consequent and > in the
antecedent (i.e., no equalities and inequalities). Thus, whenever the satisfiability
problem in C is C-hard, for some complexity class C, then the consistency problem
for C-CDCs is also C-hard. We have the following complexity results concerning
the consistency problem for UTVPI-CDCs and bUTVPI-CDCs.



Theorem 2. The consistency problem for C-CDCs is in NP when C = UTVPI,
and is NP-complete when C = bUTVPI.

4 Losslessness of Horizontal Decomposition

The technique described in Sec. 3 can be extended to, and applied for, checking
whether a horizontal decomposition is lossless under C-CDCs. In this section,
given a horizontal decomposition Σ of R into V1, . . . , Vn and a set ∆ of C-CDCs,
we will characterise the losslessness of Σ under ∆ in terms of unsatisfiability in
C. Moreover, we will also show that deciding losslessness is in co-NP when C is
the language UTVPI, and it is co-NP-complete when C is the language bUTVPI.
For these languages, our characterisation yields an exponential-time algorithm
for deciding the losslessness of Σ under ∆ by a number of unsatisfiability checks
in C which is exponentially bound by the size of ∆.

By definition, Σ is lossless under ∆ if the extension of R under every model
I of Σ ∪∆ coincides with the union of the extensions of each Vi under I, that is,
RI = V1

I ∪ · · ·∪VnI . As the extension of each view symbol is always included in
the extension of R, the problem is equivalent to checking that there is no model
I of Σ∪∆ where a tuple t ∈ RI does not belong to any Vi

I , which in turn means
that for each selection inΣ, some value in t at a non-interpreted position does not
satisfy an equality or inequality, or the values in t at interpreted positions do not
satisfy the C-formula σ. As already noted for CDCs, also the formulae in Σ apply
to one tuple at a time, so we can again focus on single tuples. With each equality
and inequality we associate as before a propositional variable, whose evaluation
determine whether the equality or inequality is satisfied. We then need to check
that there exists no valuation α that does not satisfy some of the equalities and
inequalities in each selection, but satisfies the C-formulae in the r.h.s. of all the
C-CDCs that are applicable under α, along with the negation of any C-constraint
appearing in some selection of Σ whose equalities and inequalities are satisfied
by α. Indeed, from such a valuation and corresponding assignment of values from
idom satisfying the relevant C-formulae, we can construct a tuple that provides
a counterexample to losslessness.

Before discussing the details, let us first extend the setting of Example 1, by
introducing a horizontal decomposition which will serve as our running example
throughout this section.

Example 4. Consider the same R as in Example 1, let V = {V1, V2, V3 }, and let
Σ be the horizontal decomposition defined as follows:

V1 : x2 6= a ∧ x3 = b ; V2 : y2 < 4 ; V3 : x3 6= b .

Intuitively, V1, V2 and V3 select employees working as managers in departments
other than ICT, getting strictly less than 4 as bonus, and not working as man-
agers, respectively.

Let Π∆ be the propositional theory associated with ∆ as in Sec. 3. Similarly,
we construct a propositional theory ΠΣ associated with Σ as follows: For each



ϕ ∈ Σ, which we recall has the form (2), we build a propositional formula of the
form (3), where v is either a fresh propositional variable (not in Π∆) associated
with the C-formula σ(y), if any, occurring in ϕ, or ⊥ otherwise. This is because
the selections in Σ may consist only of equalities and inequalities without a C-
constraint, whereas C-CDCs must have a C-formula in the consequent in order
to be meaningful.

Let Π = Π∆∪ΠΣ and observe that each propositional formula in Π is of the
form >∧L→ v∨⊥, in which L is a (possibly empty) conjunction of literals and v
(if present) is a propositional variable associated with a C-constraint, denoted by
constr(v) as before. We omit > in the l.h.s. of the implication if L is non-empty,
and ⊥ in the r.h.s. when v is present. We consider an extended auxiliary theory
Π⊥ for Π defined as follows:

Π⊥ =
{
pai ∧ pbi → ⊥ | a 6= b, pai , p

b
i ∈ pvar(Π)

}
∪
{
P ∈ ΠΣ | P = L→ ⊥

}
, (6)

where the first set in the union is the same as in (4), but on pvar(Π) rather than
just pvar(Π∆), and the second is the set of all the propositional formulae in ΠΣ

whose r.h.s. is not associated with a C-constraint.3

Example 5. The propositional theory associated with the horizontal decompos-
ition Σ of Example 4 is ΠΣ = {¬pa2 ∧ pb3 → ⊥, > → v4, ¬pb3 → ⊥}. Let Π∆

be the propositional theory of Example 2, and let Π = Π∆ ∪ ΠΣ . Then, the
association between the propositional variables in cvar(Π) and UTVPIs is as in
Example 2 but extended with { v4 7→ y2 < 4 }, and the extended auxiliary theory
for Π is Π⊥ = {¬pa2 ∧ pb3 → ⊥, ¬pb3 → ⊥}.

For a valuation α of pvar(Π∆), let Πα
∆ be the α-filtering of Π∆ defined as in

Sec. 3. Similarly, for a valuation α of pvar(ΠΣ), the α-filtering of ΠΣ is

Πα
Σ = {¬ constr(v) | (> ∧ L→ v) ∈ ΠΣ , L is empty or α(L) = T } , (7)

consisting of the negation of C-constraints associated with propositional variables
that occur in some formula of ΠΣ , whose l.h.s. holds true under α. Observe that
in (7), differently from (5), C-constraints are negated because a counter-instance
I to losslessness is such that RI consists of only one tuple and V1

I∪· · ·∪VnI = ∅,
and therefore, whenever all of the equalities and inequalities in the selection that
defines a view are satisfied by I, the C-constraint is not. On the other hand, the
C-constraint in the consequent of a CDC must hold whenever the equalities and
inequalities in the antecedent are satisfied. For a valuation α of pvar(Π), the α-
filtering of Π is the set Πα = Πα

∆∪Πα
Σ . Note that, as C is closed under negation,

all the constraints in Πα are C-formulae.
The main result of this section gives a characterisation of lossless horizontal

decompositions in terms of unsatisfiability in C.

Theorem 3. Let ∆ consist of C-CDCs and let Σ be a horizontal decomposition.
Let Π∆ and ΠΣ be the propositional theories associated with ∆ and Σ, respect-
ively, and let Π⊥ be the extended auxiliary theory for Π = Π∆∪ΠΣ. Then, Σ is

3 These originate from formulae of Σ that do not specify a C-constraint σ(y).



lossless under ∆ if and only if the α-filtering Πα = Πα
∆ ∪Πα

Σ of Π is unsatisfi-
able for every valuation α of pvar(Π) satisfying Π⊥.

Obviously, whenever the satisfiability of sets of C-formulae is decidable, The-
orem 3 directly yields an algorithm for deciding whether a horizontal decompos-
ition is lossless. We illustrate this in our running example with UTVPIs.

Example 6. Consider Π and Π⊥ from Example 5. The only valuation of pvar(Π)
satisfying Π⊥ is α = { pa2 7→ T, pb3 7→ T}, for which Πα

∆ = { y1 + y2 ≤ 5, y2 ≥ 2,
y1 − y2 ≥ 0 } and Πα

Σ = { y2 ≥ 4 }. Note that y2 ≥ 4 in Πα
Σ is ¬ constr(v4), that

is, the negation of y2 < 4. The set Πα = Πα
∆ ∪Πα

Σ is unsatisfiable because from
y1 + y2 ≤ 5 and y2 ≥ 4 we obtain y1 ≤ 1, which together with y1− y2 ≥ 0 yields
y2 ≤ 1, in conflict with y2 ≥ 2.

The losslessness problem in C is the problem that takes as input a horizontal
decomposition Σ specified by C-selections and a set of C-CDCs ∆, and answers
the question: “Is Σ lossless under ∆?” In light of Theorem 3, the unsatisfiability
problem for C, asking whether a given set F of C-formulae is unsatisfiable, reduces
to the losslessness problem in C as follows: take ∆ empty and, for each C-formula
in F , consider a new view symbol defined inΣ by an C-selection consisting only of
the negation of that formula (which is still in C as C is closed under negation) and
without equalities and inequalities. Thus, whenever the unsatisfiability problem
in C is C-hard, for some complexity class C, then the losslessness problem in C is
also C-hard. We have the following complexity results concerning the losslessness
problem in UTVPI and bUTVPI.

Theorem 4. The losslessness problem in C is in co-NP when C = UTVPI, and
is co-NP-complete when C = bUTVPI.

5 Adding Functional and Inclusion Dependencies

In this section, we will study the interaction between the newly-introduced CDCs
and traditional database constraints w.r.t. the losslessness of horizontal decom-
positions. This investigation is crucial in order to understand to what extent the
techniques we described in Sec. 4 can be applied to an existing database schema,
on which a set of integrity constraints besides CDCs is already defined. We will
focus two well-known classes of integrity constraints, namely functional depend-
encies (FDs) and unary inclusion dependencies (UINDs), and show how to fully
capture the interaction between them and CDCs w.r.t. lossless horizontal de-
composition, under certain syntactic restrictions. It is important to remark that
we consider restrictions solely on the CDCs, so that existing integrity constraints
need not be changed in order to allow for CDCs.

We begin by observing that FDs do not interact with CDCs, and can thus be
freely allowed in combination with them, as long as lossless horizontal decompo-
sition is concerned.



Theorem 5. Let ∆ consist of FDs and CDCs, and let ∆′ ⊆ ∆ consist of all the
CDCs in ∆. Then, a horizontal decomposition is lossless under ∆ if and only if
it is lossless under ∆′.

The above follows from the fact that a horizontal decomposition is lossy under
CDCs precisely if there is a one-tuple counter-example to its losslessness, while
an FD violation always involves at least two tuples.

Let us recall that an instance I satisfies a UIND R[i] ⊆ R[j] if every value in
the i-th column of RI appears in the j-th column of RI . While FDs do not play
any role in whether a horizontal decomposition is lossless, this is definitely not
the case for UINDs, as the following example shows.

Example 7. Let R = {R} and V = {V }, with |R| = |V | = 2 and both positions
interpreted over the integers. Consider the horizontal decomposition Σ of R into
V defined by V : y1 > 3, and integrity constraints ∆ on R given by > → y2 > 3
along with the UIND R[1] ⊆ R[2]. It is easy to see that ∆ entails the additional
CDC > → y1 > 3. Therefore, Σ is lossless as V selects all the tuples in R, which
is clearly not the case in the absence of the UIND.

Notation. As it might not be possible to compare values from dom with values
from idom and vice versa, in our setting we consider UINDs on positions that
are either both interpreted or both non-interpreted. We introduce the following
notation for UINDs: we write R[xi] ⊆ R[xj ] with i, j ∈ {1, . . . , k}, where k is the
number of non-interpreted positions of R, to denote the UIND R[i] ⊆ R[j]; we
write R[yi] ⊆ R[yj ] with i, j ∈ {|R| − k, . . . , |R|} to denote R[i+ k] ⊆ R[j + k].

As we have seen in Example 7 in the case of UINDs, when we allow CDCs in
combination with constraints from another class, their interaction may entail ad-
ditional constraints which may in turn influence losslessness. We now introduce a
general property, called separability, for which the interaction of the CDCs with
other constraints can be fully captured, as long as lossless horizontal decompos-
ition is concerned, so that after making explicit the result of such interaction we
can “separate” the constraints that are not CDCs.

Definition 2 (Separability). Let C be a class of integrity constraints, let S be
a finite set of sound inference rules4 for C extended with CDCs, and let ∆ consist
of CDCs and C-constraints. We say that the C-constraints are S-separable in ∆
from the CDCs if every horizontal decomposition is lossless under ∆ precisely
when it is lossless under ∆′, where ∆′ is obtained by first saturating ∆ with S
and then retaining only the CDCs.5 When the C-constraints are S-separable for
S = ∅, we simply say that they are separable.

According to the above definition, we have that the FDs are separable from the
CDCs in every set consisting of FDs and CDCs, in light of Theorem 5. Observe
also that S-separability implies S ′-separability for every sound S ′ ⊇ S.

4 We assume the reader to be familiar with the standard notions (from proof theory)
of inference rule and soundness.

5 As the constraints that are not CDCs are in any case filtered out after saturating ∆
with S, it does not matter whether C extended with CDCs is closed under S or not.



The interaction of UINDs on interpreted attributes with a restricted form of
CDCs is captured by the following domain propagation rule:

> → δ(yi) R[yj ] ⊆ R[yi]

> → δ(yj)
, (dp)

whose soundness can be easily shown.
It turns out that if all the CDCs that mention variables corresponding to the

interpreted positions in some UIND have the form used in (dp), then the domain
propagation rule fully captures the interaction between such CDCs and UINDs
on interpreted positions w.r.t. the losslessness of horizontal decompositions.

Theorem 6. Let ∆ be a set of UINDs on interpreted positions and CDCs such
that, for every UIND R[yi] ⊆ R[yj ] in ∆, all of the CDCs in ∆ that mention the
variable y, where y is yi or yj, are of the form > → δ(y). Then, the UINDs are
{(dp)}-separable in ∆ from the CDCs.

We now turn our attention to UINDs on non-interpreted positions in combin-
ation with CDCs. We introduce syntactic restrictions, one on the CDCs w.r.t. the
UINDs and one on the CDCs in themselves, that together ensure the separability
of the UINDs.

Definition 3. Let ∆ consist of CDCs and UINDs. We say that the CDCs are
non-overlapping with the UINDs on non-interpreted positions if for each UIND
R[xi] ⊆ R[xj ] and any two CDCs φ(x1, y1) and ψ(x2, y2) in ∆ such that either

a) xi ∈ var(x1) and xj ∈ var(x2), or
b) var(x1) = ∅, and xi ∈ var(x2) or xj ∈ var(x2),

it is the case that var(y1) ∩ var(y2) = ∅.

Intuitively, the above requires that CDCs φ and ψ, such that the antecedent of φ
mentions the variable xi affected by a UIND R[xi] ⊆ R[xj ] and the antecedent of
ψ mentions xj , have no overlap in the variables mentioned in their consequents.
This must also hold when one of the CDCs has the form > → δ(y) and the other
mentions one of the variables affected by the UIND. The UTVPI-CDC and the
UIND in Example 7 satisfy the non-overlapping restriction.

Definition 4. Let ∆ consist of CDCs. We say that ∆ is partition-free if it is not
possible to find n distinct variables x[k1], . . . , x[kn] ∈ var(x), constants a1, . . . , an
from dom and 2n distinct CDCs ϕ1, . . . , ϕ2n in ∆ such that:

a) the antecedent of each CDC mentions only x[k1], . . . , x[kn] without repetitions
and, for every i ∈ {1, . . . , n}, it contains either the equality x[ki] = ai or the
inequality x[ki] 6= ai;

b) {0, . . . , 2n−1} 6= {d ∈ N | enc(ϕj) is the binary encoding of d, 1 ≤ j ≤ 2n},
where enc(ϕj) is an n-digit binary number b whose i-th digit is 1 if x[ki] = ai
is in ϕj and 0 otherwise.



Intuitively, the above requires that there cannot be 2n CDCs, whose antecedents
are all on the same n variables and constants and cover all possible combinations
of equalities and inequalities between a variable and the corresponding constant.
We remark that for every partition-free set of CDCs it is always possible to find
a valuation under which the antecedents of all of its CDCs evaluate to false.

Theorem 7. Let ∆ consist of UINDs on non-interpreted positions and CDCs,
where the CDCs are partition-free and non-overlapping with the UINDs. Then,
the UINDs are separable in ∆ from the CDCs.

We close this section by remarking that the restrictions of Theorems 6 and 7
can be put together in order to combine CDCs with UINDs on both interpreted
and non-interpreted positions.

6 Discussion and Outlook

In this paper, we investigated lossless horizontal decomposition under integrity
constraints in a setting where some of the attributes in the schema are interpreted
over specific domains. Such domains are associated with special predicates and
functions that allow to compare data values other ways beyond equality. To the
best of our knowledge, this scenario had not yet been explored in the literature,
in particular in the study of horizontal decomposition, which has mostly been
concerned with uninterpreted data. In this context, we introduced a new class
of integrity constraints, called CDCs, and we have shown how to check for the
losslessness of horizontal decompositions under CDCs in isolation, as well as in
combination with FDs and UINDs.

Even though the focus of this paper has been on domain constraints on inter-
preted positions, observe that domain constraints on non-interpreted positions of
the form > → xi = a1 ∨ · · · ∨ xi = an, with a1, . . . , an ∈ dom, can be expressed
by means of two C-CDCs:6

xi 6= a1 ∧ · · · ∧ xi 6= an → δ(y) ; xi 6= a1 ∧ · · · ∧ xi 6= an → ¬δ(y) ;

for some δ(y) ∈ C.7 Being standard CDCs, such constraints are directly handled
by the techniques we described for the consistency of CDCs and the losslessness
of horizontal decompositions.

The results presented in Sec. 5 about separable combinations of CDCs and
UINDs do not automatically carry over to the case in which FDs are also present.
Indeed, even though FDs do not interact directly with CDCs, they do in general
interact with UINDs, which in turn interact with CDCs. The only case in which
there is no interaction between FDs and UINDs is when the former are on non-
interpreted positions while the latter are on interpreted ones. In fact, Theorem 6
can be straightforwardly generalised to include also FDs on non-interpreted po-
sitions. In the other cases, the interaction between FDs and UINDs can be fully

6 Repetition of the same variable in the antecedent of a CDC is allowed.
7 Recall that C is closed under negation, hence ¬δ(y) ∈ C.



captured, as there is a sound and complete axiomatization for finite implication
of FDs and UINDs [1]. Therefore, we conjecture that FDs and UINDs together
are S-separable from (appropriately restricted) CDCs, where S consists of the
known inference rules for FDs and UINDs extended with our domain propaga-
tion rule, and that Theorems 6 and 7 can be generalised to include also FDs (on
all attributes).

Applying a general criterion for the translatability of view updates, recently
provided in [6], it is possible to determine whether an update can be performed
on each fragment, and propagated to the underlying database, without affecting
the other fragments. The same information can also be used for adding suitable
conditions in the selections defining the view symbols so that each fragment is
disjoint with the others, that is, to obtain a partition. In follow-up work, we plan
on performing an in-depth study of partitioning and update propagation in the
setting studied in this paper.

A lossy horizontal decomposition can always be turned into a lossless one by
defining an additional fragment that selects the missing tuples. We are currently
working on a general algorithm to compute the definition, in the setting studied
in this paper, of the unique fragment that selects all and only the rows of the
original relation which are not selected by any of the other fragments.
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