Accent rating by native and non-native listeners

Citation for published version:

Link:
Link to publication record in Edinburgh Research Explorer

Document Version:
Peer reviewed version

Published In:
Proceedings of ICASSP

General rights
Copyright for the publications made accessible via the Edinburgh Research Explorer is retained by the author(s) and / or other copyright owners and it is a condition of accessing these publications that users recognise and abide by the legal requirements associated with these rights.

Take down policy
The University of Edinburgh has made every reasonable effort to ensure that Edinburgh Research Explorer content complies with UK legislation. If you believe that the public display of this file breaches copyright please contact openaccess@ed.ac.uk providing details, and we will remove access to the work immediately and investigate your claim.
ACCENT RATING BY NATIVE AND NON-NATIVE LISTENERS

Mirjam Wester and Cassie Mayo

Centre for Speech Technology Research, University of Edinburgh, UK

ABSTRACT

This study investigates the influence of listener native language with respect to talker native language on perception of degree of foreign accent in English. Listeners from native English, Finnish, German and Mandarin backgrounds rated the accentedness of native English, Finnish, German and Mandarin talkers producing a controlled set of English sentences. Results indicate that non-native listeners, like native listeners, are able to classify non-native talkers as foreign-accented, and native talkers as unaccented. However, while non-native talkers received higher accentedness ratings than native talkers from all listener groups, non-native listeners judged talkers with non-native accents less harshly than did native English listeners. Similarly, non-native listeners assigned higher degrees of foreign accent to native English talkers than did native English listeners. It seems that non-native listeners give accentedness ratings that are less extreme, or closer to the centre of the rating scale in both directions, than those used by native listeners.

Index Terms— Perceptual evaluation, native vs non-native listeners

1. INTRODUCTION

Accent rating—the degree of foreign accent or type of accent of a talker—is a perceptual evaluation task that is relevant to a variety of different tasks within speech technology, e.g., in computer assisted language learning [1, 2], for accent conversion [3, 4], for accent identification [5, 6], to reduce the impact of non-native accents on word error rates in ASR [7, 8], and in the context of adverse listening conditions [9]. The study presented here was conducted in the context of an EU project which aimed for personalized speech-to-speech translation such that a user’s spoken input in one language was used to produce spoken output in another language, while continuing to sound like the user’s voice [10]. Accent rating experiments were conducted to select the talkers from the EMIME bilingual database [11, 12] with the least degree of perceived foreign accent for use in talker discrimination experiments [13]. This paper discusses how the accent rating experiments were carried out and looks specifically at the influence of listener native language with respect to talker native language on the perception of degree of foreign accent.

There are many factors that influence the degree of foreign accent that a non-native talker is perceived to have. For example, age of onset of second language learning, years of formal instruction, length of residence in the second language environment, gender, language learning aptitude, and language use all have an impact on how foreign-accented a talker is perceived to be (see e.g., [14] for a review). Research has shown there is also an influence of the listening task on perception of foreign accent [15]. Further studies [16, 17] have shown that there is also a role for listener-specific factors in perception of foreign-accentedness. Specifically, the role of native versus non-native status of the listener in the perception of talker accentedness has been the focus of a number of studies e.g. [18, 19, 20].

Flege [18] looked at “whether non-natives who themselves speak L2 with a foreign accent, can gauge foreign accent accurately” and found that native and non-native listeners both give native talkers lower accented ratings than they give to non-native talkers, but for the non-native listeners the difference between the perceived accentedness of native and non-native talkers is much smaller than that perceived by the native listeners. Flege focussed on the effect of non-native listeners’ experience with a second language (L2), rather than on other listener-related factors such as listener native language (L1). We would like to know to what extent listener factors other than degree of experience with L2 impact on perceived foreign accent. In particular, what is the role of listener L1 with respect to talker L1 in talker accentedness ratings?

A study carried out by Bent and Bradlow [19] showed how native language background influenced the intelligibility of native and non-native English speech. Native English listeners found native English talkers most intelligible and for non-native listeners, non-native (highly proficient) talkers were as intelligible as native talkers. The results of Bent and Bradlow’s study suggest that the language background of the listener with respect to a talker—encompassing native versus non-native, but also shared L1 versus different L1s—can affect the perceived intelligibility of a talker. However, while intelligibility may be part of and/or related to accentedness, there is evidence that the two are not equivalent [21, 22]. The question is, therefore, whether shared L1 between talker and listener can affect the perception of talker accentedness, as found for talker intelligibility. A study by Munro and colleagues [20] aimed to address this issue (see also [23, 24]) and found that there was actually very little difference between listener groups in assessment of the three different aspects of accentedness: intelligibility, comprehensibility and accentedness. However, whereas Flege and Bent and Bradlow included native talkers in their study, Munro and colleagues, on the other hand, did not elicit accent ratings for native talkers. Without such ratings it is impossible to determine whether the accent ratings seen by Munro et al. [20] pattern with those of Flege [18]—which showed an apparent quantitative difference between native and non-native listener behaviour—or with the intelligibility scores of Bent and Bradlow [19]—which showed a more qualitative difference between native and non-native listener behaviour.

The current study aimed to address this issue by (i) collecting accentedness ratings of both native and non-native talkers, (ii) from native and non-native listeners, (iii) with the non-native listeners either sharing or not sharing an L1 with the non-native talkers. The results of this study will allow us to determine the influence of lis-
tener native language with respect to talker native language on the perception of degree of foreign accent.

In the first part of this study (Experiment I), native English, Finnish and German listeners rated the accentness of native English, Finnish and German talkers producing a controlled set of English sentences. In the second part of the study (Experiment II), native English and Mandarin listeners rated the accentness of native English and Mandarin talkers producing the same sentences as in Experiment I; additionally, the English and Mandarin listeners also rated the accentness of either the Finnish or the German talkers from Experiment I.

2. METHOD

2.1. Talkers

In total, 56 talkers were included in this study. There were three groups of non-native adult talkers, each consisting of seven males and seven females with German, Finnish or Mandarin native language backgrounds. The non-native talkers were all recruited via the Edinburgh University Careers Services to be included as subjects in the EMIME bilingual database [11, 12]. The non-native talkers learned English in a variety of places and/or from a variety of English-accented teachers (covering Scottish, American, Southern British English, Australian and Canadian English accents); additionally, some non-native talkers had been exposed to more than one variety of English.

Work by Flege [16] has shown that it is important to include native talkers in a non-native accent rating task. Therefore, for this study, a group of native English speakers (seven males and seven females) was also recorded for the EMIME database. The native English talkers were selected locally from staff and students in the School of Informatics at the University of Edinburgh. As the accents of the non-native talkers cover a range of English accents, a variety of native English accents were also included in the experiment. Both male and female talker sets included two Scottish, two Southern-English and two American talkers. In addition, there was also one New Zealand female and one Australian male talker.

2.2. Materials

The stimuli used in the current study were English sentences which were selected from the EMIME bilingual database. For all talkers the same sentences were used. The selected sentences were:

- Sometimes it helps to take a step back.
- A second meeting is reportedly scheduled for today.
- Microbiology is the study of organisms that cannot be seen by the naked eye.

2.3. Listeners

Accent ratings for Experiment I were collected from three groups of listeners: (i) 28 native, monolingual English listeners (18 female and 10 male), (ii) 24 native German listeners (14 female and 10 male), and (iii) 24 native Finnish listeners (11 female and 13 male). One of the male German listeners was omitted from further analyses as his responses were incomplete. For Experiment II, accent ratings from two groups of listeners were collected: (i) 24 native monolingual English speakers (12 female and 12 male), and (ii) 24 native Mandarin listeners (12 female and 12 male). The reason that two experiments were carried out, rather than one, was that Mandarin-English was not available until after Experiment I had been completed.

All German, Finnish and Mandarin listeners reported being fluent in English. None of the native English listeners reported being fluent in any other languages. German listeners started learning English between 0 and 13 years of age (mean age = 9 years) and were in an English speaking environment for a period of 0.5 to 19 years (mean time = 4 years). Finnish listeners started learning English between 3 and 11 years of age (mean age = 8) and were in an English speaking environment for a period of 0 to 42 years (mean time = 4 years). Mandarin listeners started learning English between 0 and 14 years of age (mean age = 9) and were in an English speaking environment for a period of 0.5 to 22 years (mean time = 3 years).

Most listeners were recruited at the University of Edinburgh. Twelve of the Finnish listeners were recruited at Aalto University, Helsinki. None of the listeners had any known hearing, speech or language problems. All listeners were paid for their participation.

2.4. Experimental design

In Experiment I there were four different test conditions: 1) German and English female talkers, 2) German and English male talkers, 3) Finnish and English female talkers and 4) Finnish and English male talkers. In Experiment II there were six different test conditions: the four above test conditions, plus 5) Mandarin and English female talkers, and 6) Mandarin and English male talkers.

Each test condition consisted of 84 trials: 14 talkers x 3 sentences x 2 repetitions. Within a test condition, trials were divided into six blocks of 14 utterances. Each block consisted of 14 presentations of the same sentence, produced once by each of the 14 talkers. The order of the talkers was different for every block to control for any possible effect of talker order. To control for any possible effect of order of presentation of the sentences, there were six different orders for the blocks (3 sentences x 2 repetitions), and each listener was assigned to one of these six orders. Within a test condition, presentations alternated between male and female sets.

In Experiment I, each listener heard all four Experiment I test conditions. In Experiment II, listeners heard the two new test conditions—Mandarin/English male and Mandarin/English female—in addition to either the two Finnish/English conditions (male and female) or the two German/English conditions (male and female).

2.5. Listening task

Both Experiment I and Experiment II were carried out using a web interface. The subjects’ task was to click on an audio file, listen to the sentence stimulus and then score the degree of foreign accent for each utterance on a scale from 0 to 6, where 0 = “no foreign accent at all” and 6 = “strong foreign accent”. Subjects were informed that they would be listening to three different sentences read by both native and non-native speakers of English. Additionally, they were told the native speakers were from various different English speaking backgrounds. The subjects were instructed not to consider any of these native English accents as foreign. Subjects were free to listen to the utterance as often as they needed to make a judgement. Responses were entered by clicking with a mouse on the relevant button on the web interface.

The listening experiments in Edinburgh were carried out in sound isolated booths. Audio was presented from a Mac mini computer using Beyerdynamic DT 770 PRO headphones. The 12 Finnish subjects, recruited at Aalto University, Helsinki, conducted...
the experiment over the web in a quiet environment using high quality audio equipment.

3. RESULTS

In order to examine group trends across the data, listener ratings were first converted to normalised z-scores. As Levene’s F test revealed that the homogeneity of variance assumption was not met for these data Welch’s ANOVA was used. ANOVA’s with listener native language as the between-subjects factor were conducted on the z-scores of the accent ratings for the six different test conditions. Within a test condition, responses to the two talker groups (Finnish/English, German/English and Mandarin/English) were each analysed separately. Post-hoc comparisons using the Games-Howell post-hoc procedure, were conducted to determine which pairs were significantly different from each other.

3.1. Listener Agreement

Before the main analyses were carried out, intra-class correlations [25] were computed on the raw accent judgement data to assess single raters compared with themselves (ICC3) and inter-listener agreement (ICC2) for the various groups of listeners. To summarise, the ICC3 results showed that native and non-native listeners did not differ from each other a great deal in terms of intra-listener reliability, although non-native listeners had somewhat lower ICC3 values than native listeners, and showed a larger degree of variance. The ICC2 results showed that native listeners predominately had moderate to substantial inter-rater agreement for the various test conditions. The non-native listeners showed lower levels of inter-rater reliability than native listeners. Moderate levels of agreement were achieved by German and Finnish listeners on the Finnish male data set and Mandarin listeners showed much higher degrees of agreement on Mandarin data sets than on the other test conditions.

3.2. Effect of listener native language on the rating of talkers

Figure 1 shows the effect of listener native language in judging accentedness in female talkers and Figure 2 shows the results for male talkers. The results for both groups of talkers are similar.

ANOVA’s (female talkers) showed a significant effect of listener native language in all cases: all listeners, English talkers (finset): \[ Welch's F(3, 1618.2) = 45.2, p < 0.0001 \], Finnish talkers: \[ Welch's F(3, 1734.5) = 153.1, p < 0.0001 \], English talkers (gerset): \[ Welch's F(3, 1667.5) = 34.6, p < 0.0001 \] and German talkers: \[ Welch's F(3, 1827.4) = 120.7, p < 0.0001 \]. Post-hoc Games-Howell tests revealed that non-native listeners judge non-native talkers as less accented than do native listeners, and non-native listeners judge native talkers as more accented than do native listeners. A summary of the Games-Howell results for female talkers is given in Table 1.

ANOVA’s (male talkers) showed a significant effect of listener native language in all cases: all listeners, English talkers (finset): \[ Welch's F(3, 1547.5) = 45.3, p < 0.0001 \], Finnish talkers: \[ Welch's F(3, 1705.9) = 74.7, p < 0.0001 \], English talkers (gerset): \[ Welch's F(3, 1621.6) = 29.6, p < 0.0001 \] and German talkers: \[ Welch's F(3, 1720) = 54.7, p < 0.0001 \]. However, Games-Howell tests show that not all the significant differences between listener groups found for female talkers are also found for male talkers. The main finding that non-native listeners judge non-native talkers as less accented than do native listeners and non-native listeners judge native talkers as more accented than do native listeners still stands, but there are smaller differences between the different

<table>
<thead>
<tr>
<th>Female talkers</th>
<th>Listener group order</th>
</tr>
</thead>
<tbody>
<tr>
<td>English (Finnish set)</td>
<td>man &gt; fin &gt; ger &gt; eng</td>
</tr>
<tr>
<td>Finnish</td>
<td>eng &gt; ger = fin &gt; man</td>
</tr>
<tr>
<td>English (German set)</td>
<td>fin = man &gt; man = ger &gt; eng</td>
</tr>
<tr>
<td>German</td>
<td>eng &gt; ger &gt; fin &gt; man</td>
</tr>
<tr>
<td>English (Mandarin set)</td>
<td>man &gt; eng</td>
</tr>
<tr>
<td>Mandarin</td>
<td>eng &gt; man</td>
</tr>
</tbody>
</table>

Fig. 1. Boxplot of listeners’ z-scores per native language for female talkers. ’n’ = number of listeners, ’eng’ = English, ’fin’ = Finnish, ’ger’ = German, ’man’ = Mandarin, ’finset’ = Finnish/English set, ’gerset’ = German/English set & ’manset’ = Mandarin/English set (Experiments I and II).
non-native listener groups. A summary of the Games-Howell results for male talkers is given in Table 2.

### 3.3. Summary of listener behaviour by native language group

Examining the pattern of responses grouped by listener native language shows a complex interaction between listener and talker native language. Native English listeners, as noted above, were always the listener group that gave the lowest accentedness rating to the native English talkers, and the highest accentedness ratings to each of the non-native talker groups. However, the same pattern was not observed for the non-native listener groups: that is, non-native listeners did not automatically give talkers from the same non-native language the lowest accentedness ratings. One non-native listener group—native Mandarin listeners—was consistently the group that gave the lowest accentedness rating to talkers from their own native language. However, as the only other listener group to rate the Mandarin talkers was the native English listener group who always rated non-native talkers as highly accented, this result should be interpreted somewhat cautiously. It should be noted, though, that the Mandarin listener group was the group that gave the lowest accentedness ratings to all of the non-native talker groups and the highest accentedness rating to the native English talkers. At the other end of the scale, the German listener group was not the group that gave the least accentedness rating to native German talkers: Mandarin listeners and Finnish listeners gave lower accentedness ratings than did German listeners to both male and female German talkers. When listening to native Finnish and native English talkers, the Finnish listeners generally gave accentedness ratings that were the same as, or that sat in between, those given by the Mandarin and German listener groups.

### 4. DISCUSSION

While there are differences in accentedness rankings of different talker groups by different listener groups, overall all listeners behaved qualitatively the same. Non-native listeners, like native listeners, rated native talkers as relatively unaccented, and non-native talkers as relatively accented. Similarly, non-native listeners and native listeners tended to agree as to which non-native talkers were more heavily accented, and which were less heavily accented. Finally, and most importantly, there was no significant difference between the accent rating behaviour of non-native listeners who shared an L1 with a non-native talker, and those non-native listeners who did not share the talker’s L1. Other than for the Mandarin listeners, who consistently rated Mandarin-accented English as less accented than did other listeners, there was no particular advantage of shared L1 between listener and talker. These results lend support to those of Munro et al. [20], and provide further evidence that the matched interlanguage intelligibility benefit demonstrated by Bent and Bradelow [19] does not extend to accentedness. This in turn underlines the proposal by Munro et al. [20] that while intelligibility is part of, or related to, accentedness, the two do not operate in the same way: the acoustic-phonetic features that might increase intelligibility between two non-natives who share an L1 (e.g., lack of reduction) might also increase a non-native talker’s perceived degree of accent.

In general, non-native listeners gave accentedness ratings that were less extreme, or closer to the centre of the rating scale in both directions, than those used by native listeners. This trend was even seen for those few non-native talkers who were judged by most listeners to be relatively unaccented. Non-native listeners considered these talkers to be somewhat more accented than did the native listeners. This pattern of results matches that of Flege [18], and thus supports his proposal that experience with a target language gives listeners “more accurate information concerning how the phonetic segments in English ‘ought’ to sound” ([18], p. 77). Thus, our data and Flege’s data suggest that the reduced scale of accentedness used by the non-native listeners reflects an inability to fully detect a native accent.
5. REFERENCES


